Gobiodon erythrospilus (© photo courtesy of Philip L. Munday)

9 Contingency analysis

Associations between categorical
variables

Biologists are keenly interested in associations between variables and differences
between groups. Contingency tables (see Section 2.3) display how the frequencies of
different values for one variable depend on the value of another variable when both
are categorical. In this chapter, we analyze sample data for two categorical variables
to infer associations between those variables in populations. We want to determine to
what extent one variable is “contingent” on the other.
Analysis of contingency data can be used to answer questions such as the following:
■■ Do bright and drab butterflies differ in the probability of being eaten?
■■ How much more likely to drink are smokers than nonsmokers?
■■ Are heart attacks less likely among people who take aspirin daily?
1
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In experimental studies, contingency data can help us establish whether the probability of living or dying differs between medical treatments. We can estimate the
differences in these probabilities using relative risk and odds ratios, as explained in
Sections 9.2 and 9.3. We can test hypotheses about differences in the probabilities
using a contingency test. Contingency analysis allows us to determine whether, and
to what degree, two (or more) categorical variables are associated. In other words, a
contingency analysis helps us to decide whether the proportion of individuals falling
into different categories of a response variable differs among groups.
Contingency analysis estimates and tests for an association between two or
more categorical variables.
At the heart of contingency analysis is the investigation of the independence of
variables. If two variables are independent, then the state of one variable tells us
nothing about the probability of the different values of the other variable.

9.1 Associating two categorical variables
An association between two categorical variables implies that the two variables are
not independent. During the RMS Titanic disaster, for example, women had a lower
probability of death than men. Gender and death were not independent; the gender
of an individual predicts to some extent their probability of death. The mosaic plot
on the left in Figure 9.1-1 shows the relationship between gender and death. If death
had been independent of gender, then the probability of death would have been equal
for both genders, and the resulting mosaic plot would look like the one on the right in
Figure 9.1-1.

9.2 Estimating association in 2 × 2 tables:
relative risk
Relative risk is commonly used to measure the association between two categorical
variables when both have just two categories. It is especially appropriate when comparing the probability (risk) of a focal outcome in a response variable between two
treatments or groups of subjects. As the name implies, the focal outcome is the less
common and usually the less desirable of the two possible outcomes. For example,
we might use relative risk to estimate and compare the probabilities of sudden infant
death syndrome between infants sleeping facedown and infants sleeping on their
backs. The relative risk is the probability of the undesired outcome in the first group
divided by the probability in the other group. When we have a treatment and a control
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FIGURE 9.1-1 Left: Mosaic plot depicting the death of adult men and women passengers
following the shipwreck of the Titanic. Survivors are represented by the gold and those that
died by the red. The area of each box is proportional to the number of individuals in the
sample with those attributes; n = 2092 individuals from data in Dawson (1995). Right: This is
what the mosaic plot would have looked like if death and gender on the Titanic were perfectly
independent. In reality, the probability of death differed between men and women, so the two
variables are not independent.

group, we calculate relative risk as the risk in the treatment group divided by the risk
in the control group.

Relative risk
If pˆ1 and pˆ 2 are the estimates of the probability of the undesirable outcome in group 1
(treatment) and group 2 (control), respectively, then relative risk, RR, is the ratio
RR =

pˆ1
.
pˆ 2

The “hat” on RR in the preceding equation indicates that it is an estimate of the population RR.
Relative risk is the probability of an undesired outcome in the treatment group
divided by the probability of the same outcome in a control group.

EXAMPLE Take two aspirin and call me in the morning?

9.2

Aspirin, the medicine commonly used for headache and fever, has been shown to reduce
the risk of stroke and heart attack in susceptible people. Observational studies have suggested that aspirin may also reduce the risk of cancer. A large, carefully designed experimental study was conducted to test this possibility (Cook et al. 2005). A total of 39,876
women were randomly assigned one of two different treatments. Of these, 19,934 women
received 100 mg of aspirin every other day. The other 19,942 women received a placebo,
a chemically inert pill that gives the patient the experience of taking the medication
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without the chemical effects. The women did not know which treatment they received. The
women were monitored for 10 years. During the course of the study, 1438 of the women
on aspirin and 1427 of those receiving the placebo were diagnosed with invasive cancer
(Table 9.2-1). The results are depicted in a mosaic plot in Figure 9.2-1.
TABLE 9.2-1
2 × 2 contingency table for the aspirin and
cancer experiment.

Cancer
No cancer

Aspirin

Placebo

1438
18,496

1427
18,515

Relative frequency

1.0

FIGURE 9.2-1
A mosaic plot showing the results of the study
comparing cancer rates in women who took
aspirin with women who did not take aspirin;
n = 39, 876

Cancer

0.8
0.6
No cancer

0.4
0.2
0

Aspirin

No aspirin

A glance at the mosaic plot suggests that cancer rates did not change much, if at
all, as a result of taking aspirin. Let’s focus on the outcome “getting cancer” and estimate the relative risk of this outcome in the two groups of women.
For women on the aspirin treatment, we can estimate the proportion of women
with cancer as
pˆ1 =

1,438
= 0.0721.
19,934

We have added the subscript “1” to identify the first group. The proportion of women
getting cancer in the placebo group can be estimated as
pˆ 2 =

1,427
= 0.0716.
19,942

Putting the treatment group (with aspirin) in the numerator, we estimate the relative
risk as
RR =

0.0721
= 1.007.
0.0716

The estimated probability of getting cancer is very similar in these two groups, and
hence the relative risk is close to one. The estimate is that the cancer rate is only
slightly higher in the aspirin treatment group than in the control group, yielding a relative risk slightly greater than one. If aspirin had reduced the risk of cancer, we would
have seen a relative risk less than one.
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Calculations for standard errors and confidence intervals for relative risk are provided in the Quick Formula Summary on p. XXX. Applying the formula for the 95%
confidence interval to the relative risk of cancer, we obtain
0.94 < RR < 1.08.
This result indicates that the most plausible values for the true RR narrowly
bracket the value 1.0. Therefore, an effect of aspirin on risk of cancer is likely absent
or small in the studied population.

Reduction in risk
A related calculation to relative risk is the reduction in relative risk. The reduction
in relative risk is simply one minus the relative risk. This quantity tells us how much
smaller the risk in the treatment group is compared to the control group (as a proportion of the risk in the control group). For example, osteoporosis patients given
treatment with zoledronic acid have a relative risk of 0.33 for fractures compared to
controls (Boonen et al. 2012). This equates to a 67% reduction in relative risk.
Another related quantity is the reduction in absolute risk—the risk in the control
group minus the risk in the treatment group. In some circumstances, the reduction in
relative risk can be large when the reduction in absolute risk is trivial. This situation
would arise when the treatment is successful but when the overall risk of the focal
outcome was small to begin with. For example, a particularly effective shark repellent
may reduce shark attacks by half, but given that shark attacks are so rare this would
not cause a big reduction in the absolute risk of shark attack.

9.3 Estimating association in 2 × 2 tables:
the odds ratio
The odds ratio also measures the magnitude of association between two categorical variables when each variable has only two categories. One of the variables is the
response variable—let’s call its two categories “success” and “failure,” where success
refers to the focal outcome. The other variable is the explanatory variable, whose two
categories identify the two groups whose probability of success is being compared. The
odds ratio compares the proportion of successes and failures between the two groups.

Odds
Consider a variable for which a single random trial yields one of two possible outcomes: success or failure, where “success” refers to the focal outcome. The probability of success is p and the probability of failure is 1 − p. The odds of success (O) are
the probability of success divided by the probability of failure:
O=

p
.
1− p
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If O = 1 (sometimes written as 1:1 or “the odds are one to one”), then one success
occurs for every failure. If the odds are 10 (sometimes written as 10:1), then 10 trials
result in success for every one that results in failure.
The odds of success are the probability of success divided by the probability of
failure.
The estimate of odds is calculated from a random sample of trials using the
observed proportion of successes ( pˆ ) as follows:
Oˆ =

pˆ
.
1 − pˆ

Let’s use the data from Example 9.2 to show how to estimate odds from sample data.
The estimated proportion of women in the aspirin group who developed cancer was pˆ1 = 0.0721. The estimated proportion of women who did not get cancer is
1 − pˆ1 = 0.9279.
So, the estimated odds of developing cancer while taking aspirin are
Oˆ1 =

pˆ1
0.0721
=
= 0.0777.
1 − pˆ1 0.9279

The odds of getting cancer while on aspirin are about 0.08:1, or about 1:13. In
common speech, we would say that the odds are 13 to 1 that a woman who took aspirin would not get cancer in the next 10 years.
Similarly, the estimated probability that a woman on the placebo developed cancer
is pˆ 2 = 0.0716.
So, the odds of a woman on the placebo getting cancer are
Oˆ 2 =

pˆ 2
0.0716
=
= 0.0771,
1 − pˆ 2 0.9284

which is also about 1:13, similar to that in the aspirin group.

Odds ratio
We can use the odds ratio to quantify the difference between the odds of women developing cancer on aspirin and on the placebo. The odds ratio (OR) is just what it sounds like,
the ratio of the odds of the focal outcome (“success”) between two groups. If O1 is the
odds of success in one group and O2 is the odds in the other group, then the odds ratio is
OR =

O1
.
O2

The odds ratio is the odds of success in one group divided by the odds of
success in a second group.
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When we have a treatment and a control group, we calculate the odds ratio as the
odds of the focal outcome in the treatment group divided by the odds in the control
group. If the odds ratio is equal to one, then the odds of success in the response variable are independent of treatment; the odds of success are the same for both groups.
If the odds ratio is greater than one, then the event has higher odds in the first group
than in the second group. Alternatively, if the odds ratio is less than one, then the odds
are higher in the second group. The odds ratio is commonly calculated in medical
research, where it is used to measure the change in the odds for a response variable
resulting from medical intervention compared with a control group (the explanatory
variable).
For the cancer/aspirin study described in Example 9.2, the estimated odds ratio is
given by
0.0777
Oˆ
OR = 1 =
= 1.008.
Oˆ 2 0.0771
(The “hat” on OR in the preceding equation indicates that it is an estimate of the population OR.) The odds of developing cancer while taking aspirin were about the same as
the odds while taking the placebo. The estimated odds ratio is slightly greater than one,
which means that in the data, the odds of getting cancer were slightly higher in the aspirin group than in the placebo group.
The following is a shortcut formula:
OR =

a c ad
=
,
b d bc

where the symbols a, b, c, and d refer to the observed frequencies in the cells of the
contingency table:

Success (focal outcome)
Failure (alternative outcome)

Treatment

Control

a
c

b
d

When we apply this shortcut to the cancer data,

Cancer
No cancer

Aspirin

Placebo

a = 1438
c = 18,496

b = 1427
d = 18,515

we get
OR =

ad (1438)(18,515)
=
= 1.009.
bc (1427)(18,496)

Our answer (1.009) here is slightly different from the one calculated earlier (1.008)
because the shortcut reduces round-off error in the calculation of odds ratio.
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Standard error and confidence interval for odds ratio
To obtain an approximate standard error and
confidence interval for the odds ratio we

convert the odds ratio to its natural log, ln(OR). We calculate the standard error of the
log-odds ratio as
SE[ln(OR)] =

1 1 1 1
+ + + .
a b c d

The symbols a, b, c, and d in this equation refer to the observed frequencies in the cells
of the contingency table shown earlier.1
An approximate 100(1 − α )% confidence interval for the log-odds ratio is then
given by




ln(OR) − Z × SE[ln(OR)] < ln(OR) < ln(OR) + Z × SE[ln(OR)]
where Z = 1.96 for a 95% confidence interval and Z = 2.58 for a 99% confidence interval.2 This formula for the confidence interval is an approximation that assumes the sample size is fairly large. To find the confidence interval for the odds ratio, rather than the
log odds, we must take the antilog of the upper and lower limits of the interval for the
log-odds ratio.
Let’s
calculate the 95%
confidence interval for the aspirin data. We’ve already
calcu

lated OR = 1.009, so ln(OR) = 0.00896. The standard error of this estimate of ln(OR) is
SE[ln(OR)] =

1 1 1 1
+ + +
a b c d

1
1
1
1
+
+
+
1438 1427 18,496 18,515
= 0.03878.
=

With this standard error, we can calculate the 95% confidence interval. Using
Z = 1.96 for a 95% confidence interval, we get
0.00896 − 1.96(0.03878) < ln(OR) < 0.00896 + 1.96(0.03878).
The 95% confidence interval for the population log-odds ratio is therefore
−0.067 < ln(OR) < 0.085.
To convert this to a confidence interval for the odds ratio, we must take the antilog
of the limits of this interval by raising e to the power of each number:
e −0.067 < OR < e 0.085
or

0.93 < OR < 1.09.

1. This formula will not work when a, b, c, or d is zero. One approximate solution in this case is to add
1/ 2 to each of the four cells in the 2 × 2 table.
2. Z is the critical value for a standard normal distribution. The standard normal distribution is discussed
in greater detail in Chapter 10.
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The confidence interval for the odds ratio is tightly bounded around 1.00, so the
data provide evidence that aspirin has little or no effect on the probability of developing cancer. The data are plausibly consistent with a small beneficial effect, a small
deleterious effect, or no effect at all.

Odds ratio vs. relative risk
Which method is best for measuring association between two categorical variables:
odds ratio or relative risk? Both methods provide a measure of the magnitude of the
difference between two groups in the probability of a focal outcome, and both are
used frequently in analyses of biological data. Relative risk, being simply the ratio of
two proportions, is considered by many to be more intuitive than odds ratio. But you
may have noticed that, when applied to the cancer and aspirin data, the values for RR
and OR were almost identical (1.007 and 1.009, respectively). The values for odds
ratio and relative risk will be similar whenever the focal outcome is rare, as is the
probability of cancer in women in the aspirin study.
One advantage of the odds ratio is that it can be applied to data from case-control
studies. A case-control study is a method of observational study in which a sample of
individuals having a disease or other focal condition (the “cases”) is compared to a second sample of individuals who do not have the condition (the “controls”) but are otherwise similar in other characteristics that might also influence the results. The study
allows investigators to examine whether the two samples differ in their exposure to one
or more possible causal factors. In a case-control study, the total numbers of cases and
controls in the samples are chosen by the experimenter rather than by sampling at random in the population, and thus the numbers of individuals with and without the disease or focal condition are not necessarily proportional to the frequency of the disease
in the population. As a result, we cannot estimate risk. We can, however, ask whether
the focal outcome is associated with another variable by using an odds ratio.
A case-control study is a type of observational study in which a sample of
individuals with a focal condition (cases) is compared to a sample of subjects
lacking the condition (controls).

EXAMPLE Your litter box and your brain

9.3

Toxoplasma gondii is a protozoan parasite that can infect the brains of many birds and
mammals, including humans. Toxoplasma’s main hosts are cats, and humans may acquire
the parasite via contact with cat feces. Roughly a quarter of all humans are infected.
Because Toxoplasma tends to infect the brain of its victims, it seems likely that it affects
the behavior of the host as well. In humans, toxoplasmosis may be associated with
some mental illnesses, and it may be associated with risky behavior.3 Yereli et al. (2006)
3. Toxoplasma is known to affect the behavior of rats and mice. Infected rats lose their fear of cats, and in
fact may become attracted to cat smells (Vyas et al. 2007). In this way, the parasite has a higher probability of reaching its final host, the cat.
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BSIP/Science Source

c ompared the prevalence of Toxoplasma gondii in a
sample of 185 drivers between 21 and 40 years old
who had been involved in a driving accident (cases)
with a sample of 185 drivers of similar age and sex
who had not had accidents (controls). The researchers were interested in whether Toxoplasma infection
may cause a change in the probability of an accident.
Their data are shown in Table 9.3-1 and Figure 9.3-1.
TABLE 9.3-1 The frequency of Toxoplasma gondii infection in a
sample of drivers involved in driving accidents (cases) compared
with a sample of drivers with no accidents (controls). From Yereli
et al. (2006).

FIGURE 9.3-1
Mosaic plot illustrating relative frequency of
Toxoplasma gondii infection in a sample of
drivers involved in a driving accident (cases)
compared with a sample of drivers with no
accidents (controls).

Uninfected

61
16

124
169

Accidents

Relative frequency

Drivers with accidents
Drivers without accidents

Infected

No
accidents

Infected

Uninfected
Condition

In this example, Toxoplasma infection is the explanatory variable. Occurrence of an
accident (cases vs. controls) is the response variable. The association between the two
variables is illustrated with a mosaic plot in Figure 9.3-1. Notice that in Figure 9.3-1
we’ve illustrated separate rows for cases (accidents) and controls (no accidents), and
divided each row according to the frequency of infected and uninfected individuals.
This slightly different arrangement from previous mosaic plots takes into account the
unusual sampling design of the case-control study, whereby individuals are sampled
according to their value for the response variable (here, accidents vs. no accidents),
and subsequently measured for their exposure to the explanatory variable (here,
infected vs. uninfected). However, we have maintained the explanatory variable on the
horizontal axis. We recommend this graphical convention for displaying case-control
frequency data using mosaic plots, and we adopt it in the rest of this book.
Unfortunately, these data cannot be used to estimate the relative risk of an accident, comparing groups with and without infection. This is because the calculation
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of relative risk requires an unbiased estimate of p1, the probability that an infected
individual has an accident. It also requires an unbiased estimate of p2, the probability
that an uninfected individual has an accident. Such estimates are unavailable with
this kind of data because of the case-control study design. Within each group, we do
not have a random sample of drivers to use in estimating the probability of an accident. The data are enriched with drivers who have had accidents, compared to what
we would see in a random sample of drivers from the population. As a result, the
proportion of infected individuals in the study who were also in an accident is likely
to be a severely biased estimate of the probability that an infected individual in the
population has an accident. We are unable to calculate risk, and therefore we cannot
calculate relative risk. (In contrast, if the researchers had first obtained two random
samples of people with and without toxoplasmosis and then asked whether they had
been in a car accident, we would be able to calculate the risk for both groups and then
relative risk.)
Nevertheless, we can estimate the odds ratio of an accident, comparing infected
and uninfected drivers. With odds ratios, the overall proportions of cases and controls
cancel out in the ratio. As a result, the odds ratio is unaffected by having a sample of
cases and controls that don’t match the population proportions of cases and controls.
Thus, a study with a case-control design can be analyzed even if the total numbers of
cases and controls in the samples are chosen by the experimenter rather than by sampling at random from the population.
To finish this example, let’s calculate the odds ratio with the usual formula:
OR =

ad 61 × 169
=
= 5.20.
bc 124 × 16

The odds of an accident are estimated to be about five times higher for drivers
infected with Toxoplasma than for uninfected drivers. Recall that if the focal event
is rare in the population, then relative risk and odds ratio are approximately the same
magnitude. Hence, if driving accidents are rare in the population, the relative risk is
also about fivefold. However, if accidents were common in this population, this interpretation would be inaccurate.

9.4 The χ2 contingency test
Relative risks and odds ratios allow us to estimate the magnitude of association
between two categorical variables. However, they do not directly test whether an
association may be caused by chance alone. The χ 2 contingency test is the most
commonly used test of association between two categorical variables. It tests the
goodness of fit to the data of the null model of independence of variables.
The χ 2 contingency test is the most commonly used test of association between
two categorical variables.
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Example 9.4 illustrates how the method works.
EXAMPLE   The gnarly worm gets the bird

© 2011 Jeff Whitlock/theonlinezoo.com

Many parasites have more than one species of host, so the individual parasite must
get from one host to another to complete
its life cycle. Trematodes of the species
Euhaplorchis californiensis use three hosts
during their life cycle. Worms mature in birds
and lay eggs that pass out of the bird in its feces. The horn snail Cerithidea californica
eats these eggs, which hatch and grow to another life stage in the snail, sterilizing the
snail in the process. When an infected snail is eaten by the California killifish Fundulus
parvipinnis, the parasite develops to the next life stage and encysts in the fish’s braincase.
Finally, when the killifish is eaten by a bird, the worm becomes a mature adult and starts
the cycle again.
Researchers have observed that infected fish spend excessive
time near the water surface, where they may be more vulnerable
to bird predation. This would certainly be to the worm’s advantage,
as it would increase its chances of being ingested by a bird, its next
host. Lafferty and Morris (1996) tested the hypothesis that infection influences risk of predation by birds. A large outdoor tank was
stocked with three kinds of killifish: unparasitized, lightly infected,
and heavily infected. This tank was left open to foraging by birds,
especially great egrets, great blue herons (pictured), and snowy
egrets. Table 9.4-1 lists the numbers of fish eaten according to their
levels of parasitism.

© photo courtesy
of Drew Talley

9.4

TABLE 9.4-1 Observed frequencies of fish eaten or not eaten by birds
according to trematode infection level.

Eaten by birds
Not eaten by birds
Column total

Uninfected

Lightly
infected

Highly
infected

Row
total

1
49
50

10
35
45

37
9
46

48
93
141

We can use a mosaic plot to visualize the pattern in the data (Figure 9.4-1). Only
2% of the uninfected fish were eaten, while 22% and 80% of the lightly and heavily
infected fish, respectively, died from predation.
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FIGURE 9.4-1
A mosaic plot for bird predation on killifish
having different levels of trematode parasitism.
The red areas represent the relative frequency of
fish eaten by birds, and the gold areas are fish
that escaped bird predation. A total of n = 141
fish are represented in these data.
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Hypotheses
We want to test whether the probability of being eaten by birds differs according to
infection status. In other words, we want to test whether the categorical variables
“infection level” and “being eaten” are independent. The null and alternative hypotheses are as follows:
H 0: Parasite infection and being eaten are independent.
H A: Parasite infection and being eaten are not independent.
To carry out the χ 2 contingency test, we need to calculate the expected frequencies for each of the cells in Table 9.4-1 under the null hypothesis of independence.

Expected frequencies assuming independence
Recall from Section 5.6 that, if two events are independent, then, by definition, the
probability of both occurring is equal to the probability of one event occurring times
the probability of the other event occurring (this is the multiplication rule). We use
the multiplication rule to calculate the expected proportion of individual fish under
each combination of events and then the expected frequencies under the null hypothesis. For example, if the infection status of a fish in our sample is independent of
whether it’s eaten, then
Pr[uninfected and eaten] = Pr[uninfected ] × Pr[eaten].
To calculate the expected fraction of fish both uninfected and eaten, though, we
still need to estimate the probability that a fish in the sample is uninfected and the
chance that a fish was eaten. We can estimate these probabilities from the data in
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Table 9.4-1. The estimated probability that a fish was uninfected is the total number
of uninfected fish in the sample (50) divided by the total number of fish (141):

Pr[uninfected]
= 50 141 = 0.3546.
We’ve marked the probability estimate with a “hat” (^) to indicate that it is an estimate
and not the true value.
We can estimate the probability of being eaten in the same way, by dividing the
number of fish eaten (48) by the total number of fish (141):

Pr[eaten]
= 48 141 = 0.3404.
Under the null hypothesis of independence, therefore, the probability of a fish
being uninfected and eaten is expected to be
 uninfected and eaten] = 0.3546 × 0.3404 = 0.1207.
Pr[
This means that the expected frequency of fish both uninfected and eaten is this probability (0.1207) times the total number of individuals in the data set (141):
Expected [uninfected and eaten] = 0.1207 × 141 = 17.0.
Repeating the preceding procedure for the other cells in Table 9.4-1 gives the
expected frequencies of all combinations of outcomes. These values are listed in
Table 9.4-2, but you should make sure that you can calculate them on your own.
Note that the row and column totals in Table 9.4-2 match the totals in the actual
data (Table 9.4-1). This must be true, because we used the proportions in the data
themselves to generate our expected frequencies. If the row and column totals are not
the same for the observed and expected frequencies (within rounding errors), a calculation error has been made.4
TABLE 9.4-2 Expected frequencies of fish eaten and not eaten by birds,
according to trematode infection status.

Eaten by birds
Not eaten by birds
Column totals

Uninfected

Lightly
infected

Highly
infected

Row
totals

17.0
33.0
50

15.3
29.7
45

15.7
30.3
46

48
93
141

4. In this section, we calculated the expected frequencies for every combination of row and column by
assuming that the data are a random sample from the study population. However, the same calculations
work for study designs in which the researcher has fixed the number of individuals in each group for
one of the two variables, such as the number of women in each of the two aspirin treatments in Example
9.2, provided that each group contains a random sample of subjects.
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Moreover, the expected frequencies don’t have to be integers. Remember that
we use “expected” in the sense of “on average,” so we don’t necessarily expect an
integer.

The χ 2 statistic
The observed frequencies in Table 9.4-1 are quite different from the expected frequencies in Table 9.4-2. From this point on, the χ 2 contingency analysis is just a special case of the χ 2 goodness-of-fit test. We calculate the χ 2 statistic to test whether
these discrepancies are greater than expected by chance. Using c to represent the
number of columns and r to represent the number of rows, we get

χ2 =

r

∑

row = 1

c

[Observed (row, column) − Expected (row, column)]2
.
Expected (row, column)
column = 1

∑

This χ 2 calculation simply adds across all cells of the contingency table. When we
apply it to the data, we get

(1 − 17.0)2 (49 − 33.0)2 (10 − 15.3)2 (35 − 29.7)2
+
+
+
17.0
33.0
15.3
29.7
2
2
(37 − 15.7) (9 − 30.3)
+
+
15.7
30.3
= 69.5.

χ2 =

Degrees of freedom
The sampling distribution of the χ 2 test statistic under the null hypothesis of independence is approximated by the theoretical χ 2 distribution. To calculate the degrees of
freedom for the χ 2 distribution, we count the number of rows (r) and the number of
columns (c) in the data table. The number of degrees of freedom is given by
df = (r − 1)(c − 1).
For Example 9.4, Table 9.4-1 has two rows and three columns, so there are two
degrees of freedom:
df = (2 − 1)(3 − 1) = 2.

P-value and conclusion
The critical value for the χ 2 distribution with df = 2 and significance level α = 0.05
is 5.99 (see Statistical Table A). Our observed value ( χ 2 = 69.5) is further out in
the tail of the distribution, much greater than the critical value of 5.99. We therefore reject the null hypothesis that infection level and probability of being eaten are
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independent in killifish. Instead, the probability of being eaten is contingent upon
whether the fish was parasitized. Trematode parasitism in these killifish was associated with higher rates of predation by birds. We reach the same conclusion when we
use a computer to calculate the P-value for a χ 2 value of 69.5 having two degrees of
freedom: P < 10 −10 .
What is the biological explanation for this result? If differences in infection are
truly the cause of the differences in predation risk, then the most likely explanation is
that the worms modify fish behavior or hinder their ability to escape, increasing their
chances of being eaten by birds and thus completing the last transition in the worm’s
life cycle.5

A shortcut for calculating the expected frequencies
Here’s a shortcut formula for calculating the expected frequencies in fewer keystrokes on your calculator. The expected cell value for a given row and column is
Expected [row i, column j] =

( Row i total )(Column j total )
.
Grand total

For the killifish parasite data, for example, the expected frequency for the top left
cell in Table 9.4-2 (uninfected fish that were eaten) can be calculated by multiplying
the total for its row (48) times the total for its column (50) and dividing by the overall
total (141):
Expected [row 1, column 1] = (48 × 50) 141 = 17.0.
The last cell in a row or column can also be computed by subtraction, because the
sum of the expected frequencies for a given row or column is the same as the sum of
the observed values. Thus, the expected frequency of the top right cell in Table 9.4-2
is 48 − 17.0 − 15.3 = 15.7 . (The number of cells that we cannot calculate by subtraction is the number of degrees of freedom for the test. The expected values of cells that
are calculated by subtraction are fixed and not free to vary.)
This shortcut comes from the definition of independence and the way we estimate
the probability of belonging to each row or column:
Expected = Pr[row] × Pr[column] × Grand total
 Row total   Column total 
=
×
× Grand total.
 Grand total   Grand total 
Canceling terms allows you to take the shortcut.

5. Many parasites modify the behavior of their hosts, with the result that their chances of making it to their
next host are increased. Liver flukes make their ant hosts move to the top of grass blades, where they are
more likely to be eaten by grazing cows, the host in which the flukes can reproduce. Wire worms make their
cricket hosts find and jump into water, where the crickets drown but the worms complete their life cycle.

Copyright ©2020 W.H. Freeman Publishers. Distributed by W.H. Freeman Publishers. Not for redistribution.
WhitlocTAOBD3e_22623_SP.indd 16

1/26/19 5:11 AM

Section 9.4   The χ2 contingency test

17

The χ 2 contingency test is a special case of the
χ 2 goodness-of-fit test
You may have noticed that, once we specified the expected values, the χ 2 contingency
test was very similar to the χ 2 goodness-of-fit test introduced in Chapter 8. This
resemblance is no accident, because the χ 2 contingency test is a special application of
the more general goodness-of-fit test for which the probability model being tested is
the independence of variables. The number of degrees of freedom for the contingency
test obeys the same rules as those for the goodness-of-fit test.6

Assumptions of the χ 2 contingency test
The χ 2 contingency test makes the same assumptions as the χ 2 goodness-of-fit test.
No more than 20% of the cells can have an expected frequency less than five, and no
cell can have an expected frequency less than one.
If these rules are not met, at least three options are available. First, if the table is
bigger than 2 × 2, then two or more row categories (or two or more column categories) can be combined to produce larger expected frequencies. This should be done
carefully, though, so that the resulting categories are still meaningful. (For example,
the three categories of infection in a trematode predation experiment could have been
collapsed into two categories—namely, “uninfected” and “infected,” if necessary.)
Second, if the table is 2 × 2, then Fisher’s exact test should be used instead. Fisher’s exact test is summarized in Section 9.5. Finally, a permutation test may be used
instead of the χ 2 test, an approach that we discuss further in Chapter 13.

Correction for continuity
Some statisticians recommend a modified formula to calculate the χ 2 test statistic in
the case of a 2 × 2 contingency table. The modification is known as the Yates correction for continuity:

χ2 =

2

∑

row = 1

2
 Observed (row, column) − Expected (row, column) − 1 
2

2  .
∑ 
Expected (row, column)
column = 1

All other steps in the Yates corrected test are the same as in an ordinary χ 2 contin
gency test.

6. Recall from Section 8.2 that df = (Number of categories) − 1 − (Number of parameters estimated from
the data). In a contingency table, the number of categories is r × c. The number of parameters estimated
from the data is (r − 1) + (c − 1), reflecting the number of row and column totals needed to generate the
expected cell frequencies. After some algebra, this calculation leads to df = (r − 1)(c − 1).
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We mention the Yates correction here because you will encounter it in the biological literature. However, we don’t recommend that you use it. The correction makes
the χ 2 contingency test too conservative (Maxwell 1976). That is, the Yates corrected
test overestimates the correct P-value, with the result that the power of the test is
reduced—it is less likely to reject a false null hypothesis.

9.5 Fisher’s exact test
Fisher’s exact test, named after Sir Ronald A. Fisher, provides an exact P-value for a
test of association in a 2 × 2 contingency table. The test is an improvement over the χ 2
contingency test in cases where the expected cell frequencies are too low to meet the
rules demanded by the χ 2 approximation.
Fisher’s exact test examines the independence of two categorical variables,
even with small expected values.

The calculation of the P-value in Fisher’s exact test is cumbersome and is best
done with a computer statistical package. Therefore, we do not detail the calculations
here, but we instead focus on what the test can do and when it is appropriate.

9.5

In Costa Rica the common vampire bat,
Desmodus rotundus, commonly feeds on
the blood of domestic cattle. The bat prefers cows to bulls, which suggests that
the bats might respond to a hormonal
signal. To explore this behavior further, a
researcher compared vampire bat attacks
on cows in estrus (“in heat”) with attacks
on cows not in estrus 7 on a particular
night (Turner 1975). The results are presented in Table 9.5-1. Do cows in estrus
differ from cows not in estrus in their
chance of being attacked?

Samuel Betkowski/Moment/Getty Images

EXAMPLE The feeding habits of vampire bats

7. His method for doing this was ingenious. It is difficult for humans to distinguish reliably whether cows
are in heat, but bulls are very good at it. So, the researcher harnessed paint sponges onto the undersides
of the bulls, which each night marked the cows that had been the object of the bull’s affections.
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TABLE 9.5-1 Numbers of cattle by estrus status and by vampire bat bite status.

Bitten by vampire bat
Not bitten by vampire bat
Column totals

Cows in estrus

Cows not in estrus

Row totals

15
7
22

6
322
328

21
329
350

The null and alternative hypotheses are as follows:
H 0: State of estrus and vampire bat attack are independent.
H A: State of estrus and vampire bat attack are not independent.
We are tempted to analyze these data with a χ 2 contingency test. However, if we
calculate the expected values in the usual way, we find that the expected frequency
for cows in estrus that were bitten by vampire bats is too low (Table 9.5-2).
TABLE 9.5-2 The expected frequency values for the vampire bat study.

Bitten by vampire bat
Not bitten by vampire bat
Column totals

Cows in estrus

Cows not in estrus

Row totals

1.3
20.7
22

19.7
308.3
328

21
329
350

According to the null hypothesis, we expect to see only 1.3 cows that were both in
heat and bitten by a vampire bat. This means that one out of the four cells (25%) has
an expectation less than five, whereas the rule for a χ 2 test is that no more than 20%
of cells should have expectations that low.
Because this is a 2 × 2 contingency table, we can turn to a Fisher’s exact test.
The null and alternative hypotheses remain the same as in the χ 2 test. Fisher’s test
proceeds by listing all 2 × 2 tables that are as extreme as or more extreme than the
observed table of numbers under the null hypothesis of independence. For example, the following are the more extreme tables in one tail. Row and column totals
remain the same in the alternative hypotheses, so we just change one of the values
and adjust the others to match. Focus on the top right corner of each table:
16

5

17

4

18

3

6

323

5

324

4

325

19

2

20

1

21

0

3

326

2

327

1

328
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The P-value for Fisher’s exact test is the sum of the probabilities of all such
extreme tables under the null hypothesis of independence, including equally or more
extreme tables on the other tail of the distribution of tables. There are also confidence
intervals for odds ratios based on small samples using the same logic as Fisher’s exact
test (see Agresti 2002).
We applied Fisher’s exact test to the data in Table 9.5-1, using a statistical program
on the computer, and we found that P < 0.0001. Thus, we can reject the null hypothesis of independence. Vampire bats evidently preferred the cows in estrus. The reasons
for this are not clear.8

9.6 Summary
■■

■■

■■

■■

■■

■■

The odds of success are the probability of success divided by the probability of
failure, where “success” refers to the outcome of interest.
Risk is the probability of an undesired event. Relative risk is risk in a treatment
group divided by the risk in a control group. If relative risk is less than one,
then the treatment is associated with reduced risk.
The odds ratio is the odds of a focal outcome in one of two groups (the treatment group, if one is present) divided by the odds of that outcome in the
second group (the control group, if one is present). The odds ratio is used to
quantify the magnitude of association between two categorical variables, each
of which has two categories.
The χ 2 contingency test makes it possible to test the null hypothesis that two
categorical variables are independent.
The sampling distribution of the χ 2 statistic under the null hypothesis is
approximately χ 2 distributed with (r − 1)(c − 1) degrees of freedom. The χ 2
approximation works well, provided that two rules are met: no more than 20%
of the expected frequencies can be less than five, and none can be less than one.
Fisher’s exact test calculates an exact P-value for the test of independence of
two variables in a 2 × 2 table. The test is especially useful when the rules for
the χ 2 approximation are not met.

Online
resources

Learning resources associated with this chapter, including data
for all the examples and most problems, are online at
http://whitlockschluter.zoology.ubc.ca/chapter09.

8. It has been speculated that, by drinking the blood of cows in heat, the bats minimize their intake of
hormones, which are in higher concentration in the blood of non-estrous cows and may act as a birth
control pill for bats, preventing reproduction.
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9.7 Quick formula summary
Confidence interval for relative risk
What does it assume? Random samples.




Formula: ln( RR) − Z SE[ln( RR)] < ln( RR) < ln( RR) + Z SE[ln( RR)],
where ln(RR) is the natural logarithm of the estimate of relative risk,
 pˆ 
ln[RR] = ln  1  ,
 pˆ 2 
and pˆ1 and pˆ 2 are the estimated proportions of the undesired outcome (risk) for the
a
b
two groups, such that pˆ1 =
and pˆ 2 =
. When a, b, c, or d is zero, then
a+c
b+d
add 1 2 to all four values before calculating the estimate of the relative risk and its
confidence interval.
SE[ln(RR)] is the standard error of the log-relative risk,
SE[ln(RR)] =

1 1
1
1
+ −
−
,
a b a+c b+d

and Z = 1.96 for 95% confidence interval. The confidence interval for RR is found
by taking the antilog of the lower and upper limits of the confidence interval for
ln(RR).

Confidence interval for odds ratio
What does it assume? Random samples.




Formula: ln(OR) − Z SE[ln(OR)] < ln(OR) < ln(OR) + Z SE[ln(OR)],

where ln(OR) is the natural logarithm of the estimate of odds ratio
OR =

ad
,
bc

where a and b are the observed frequencies of the focal outcome (“success”) in the
two treatment groups, and c and d are the frequencies of the second category of
the response variable (see table on p. 240). SE[ln(OR)] is the standard error of the
log-odds ratio,
SE[ln(OR)] =

1 1 1 1
+ + + ,
a b c d

and Z = 1.96 for a 95% confidence interval. The confidence interval for OR is
found by taking the antilog of the limits of the confidence interval for ln(OR).
When a, b, c, or d is zero, then add 1 2 to all four values before calculating the estimate of the odds ratio and its confidence interval (Sweeting et al. 2004).
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The χ 2 contingency test
What is it for? Testing the null hypothesis of no association between two or more
categorical variables.
What does it assume? Random samples; the expected frequency of each cell is greater
than one; no more than 20% of the cells have expected frequencies less than five.
Test statistic: χ 2
Sampling distribution under H0 : χ 2 distribution with (r − 1)(c − 1) degrees of freedom,
where r and c are the numbers of rows and columns, respectively.
Formula:

χ2 =

r

∑

c

∑

[Observed (row, column)

− Expected (row, column) ]
.
Expected (row, column)

row = 1 column = 1

2

Fisher’s exact test
What is it for? Testing the null hypothesis of no association between two categorical variables, each having two categories. Appropriate with small expected values.
What does it assume? Random samples.
Formula: P = 2

∑

all equally or more
extremetables

R1 ! R2 !C1 !C2 !
,
a ! b ! c! d ! n !

where Ri and Ci are the row and column totals; a, b, c, and d are the cell values for each
of the cells; and n is the total sample size. The summation is over all tables, including
the observed table and any tables with the same row and column totals more different
from H 0 than the observed table.

P ractice P roble m s
Answers to the Practice Problems are provided at the end of the book, starting on page XXX.
1. Calculation practice: relative risk. Wilson et al.
(2011) followed a set of male health professionals
for 20 years. Of all the men in the study, 7890
drank no coffee and 2492 drank on average more
than 6 cups per day. In the “no coffee” group, 122
developed advanced prostate cancer during the
course of the study, and 19 in the “high coffee”
group did.

a. Create a contingency table for these data. Follow the convention recommended in Chapter 2:
the explanatory variable is in the columns and
the response variable is in the rows. What association is suggested?
b. What is the estimated probability of advanced
prostate cancer for the high-coffee group (i.e.,
what is the risk of advanced prostate cancer for
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men who drink more than six cups of coffee
per day)?
c. What is the estimated probability of advanced
prostate cancer for the no-coffee group (i.e.,
what is the risk of advanced prostate cancer for
non-coffee drinkers)?
d. What is the relative risk of advanced prostate
cancer, comparing the treatment (high-coffee)
and control (no-coffee) groups?

		

David Parker/Science Source

2. Calculation practice: Odds ratio. Use the data
from Problem 1 on coffee drinking and prostate
cancer.
a. What are the odds of advanced prostate cancer
for high-coffee consumers?
b. What are the odds of advanced prostate cancer
for non-coffee drinkers?
c. What is the odds ratio of advanced prostate
cancer, comparing these two groups?
d. What is the log odds ratio comparing these two
groups?
e. What is the standard error of the log odds ratio
in this case?

f. What is the 95% confidence interval for the log
odds ratio?
g. What is the 95% confidence interval for the
odds ratio?
h. Interpret this confidence interval for the odds
ratio. Is it consistent with the possibility that
coffee drinking and developing advanced
prostate cancer are independent? Does coffee
consumption tend to be associated with an
increased or decreased probability of developing advanced prostate cancer?

23

3. Calculation practice: χ 2 contingency analysis.
Married couples often split up after one member is
diagnosed with a catastrophic disease, such as terminal cancer or a brain tumor. Does the frequency
of breakup depend on which member is diagnosed?
Glantz et al. (2009) tallied divorces after such serious diagnoses in 515 patients in opposite-sex marriages. Of the 261 couples in which the man was
ill, 7 divorced soon after diagnosis. Of 254 couples
in which the woman was the patient, 53 divorced.
Test for a difference between the two types of couples in the proportion divorcing after diagnosis.
a. Summarize the data in a contingency table and
examine the frequencies. Do divorce frequencies appear similar between the two types of
patients? If they differ, for which sex does diagnosis seem more often to lead to divorce?
b. State the null and alternate hypotheses for the test.
c. In what proportion of couples was the man the
diagnosed patient?
d. What proportion of couples divorced?
e. Under the null hypothesis, what is the expected
proportion of each of the four possible combinations of outcomes?
f. What is the total number of observations in the
study?
g. Under the null hypothesis, what is the expected
number (frequency) of observations in each
combination?
h. Examine the expected numbers. Is it legitimate
to use a χ 2 contingency test with these data?
Why?
i. Calculate the test statistic, χ 2 , for these data.
j. How many degrees of freedom does the χ 2 test
statistic have?
k. What is the critical value for this test corresponding to significance level α = 0.05?
l. Calculate the P-value for the test.
m. What is your conclusion? Are sex of the diagnosed patient and divorce independent?
4. The hypothetical plots at the top of the next page
show the relative frequencies of subjects assigned
to two experimental groups (treatment and control). The frequency of negative outcomes (red)
and positive outcomes (gold) are illustrated. For
each plot (a), (b), and (c), identify the correct value
of relative risk from the following list of choices:
0.1, 0.5, 1, 2, or 9.
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Relative frequency
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5. The common pigeon found in most American
cities is derived from a domesticated European
species released in North America. As a result,
the pigeons in North America have variations in
coloration caused by genes previously selected by
pigeon fanciers. An example is the rump, whose
feathers are white in wild European pigeons but
blue in many pigeons in North America. It has
been hypothesized that the white rump of pigeons
serves to distract predators like peregrine falcons,
and therefore it may be an adaptation to reduce
predation. To test this, researchers followed the
fates of 203 pigeons, 101 with white rumps and
102 with blue rumps. Nine of the white-rumped
birds were captured and killed by falcons, while
92 of the blue-rumped birds were killed (Palleroni
et al. 2005).

a. Show the results in a frequency table. Follow
the convention recommended in Chapter 2: put
the explanatory variable in the columns and the
response variable in the rows. What association
is suggested?

0

Treatment Control
(c)

b. Do the two kinds of pigeons differ in their rate
of capture by falcons? Carry out an appropriate
test.
c. What is the estimated odds ratio for capture of
the two groups of pigeons? What is the 95%
confidence interval for the odds ratio?
6. Malaria, which kills more than a million people
each year worldwide, is caused by a Plasmodium
that spreads between hosts by infected mosquitoes.
The more people bitten by each infected mosquito,
the higher the transmission rates of malaria. Does
infection by plasmodium cause a mosquito to bite
more people? To test this, researchers captured
262 mosquitoes that had human blood in their guts
(Koella et al. 1998). They measured two attributes:
whether mosquitoes were infected with malaria,
and whether they had fed on the blood of more
than one person (assessed by DNA fingerprinting
of blood in mosquito guts). Of 173 uninfected
mosquitoes, 16 had taken multiple blood meals. Of
89 infected mosquitoes, 20 had fed multiple times.
a. Illustrate these results with a graph. What association is suggested?
b. Do these data support the idea that infected
mosquitoes behave differently than uninfected
mosquitoes?
7. Female Australian redback spiders, Latrodectus
hasselti, are about 50 times larger than males and
often eat the males during mating. This might
sound like a horrible accident, but males could
gain some indirect advantage by being cannibalized in this way. Perhaps a female is more likely
to accept the sperm of a male that she has eaten
than that of a male that has escaped. Researchers
watched the mating behavior of 32 virgin female
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redback spiders, recording whether each female
ate her first mate and then whether she rejected
advances from a second male later placed in her
vicinity (Andrade 1996). The results were as follows:
1st male
eaten

1st male
escapes

2nd male accepted

3

22

2nd male rejected

6

1

a. How does cannibalism affect the odds that the
second male is accepted?
b. What method would you use to test the association between these two variables? Why?
8. Fires are a common and important part of many
ecosystems. Many species have evolved mechanisms for dealing with fire. Reed frogs, a species
living in West Africa, have been observed hopping
away from grass fires long before the heat of the
fire reached the area they were in. This finding led
to the hypothesis that the frogs might hear the fire
and respond well before the fire reaches them. To
test this hypothesis, researchers played three types
of sound to samples of reed frogs and recorded
their response (Grafe et al. 2002). Twenty frogs
were exposed to the sound of fire, 20 were exposed
to the sound of fire played backward (to control for
the range of sound frequencies present in the real
sound), and 20 were exposed to equally loud white
noise. Of these 60 frogs, 18 hopped away from the
sound of fire, 6 hopped away from the sound of
fire played backward, and 0 hopped away from the
white noise.
a. Illustrate these data with a frequency table.
What association is suggested?
b. Do the data provide evidence that reed frogs
change their behavior in response to the sound
of fire?
9. Some fish are famously able to develop into either
sex, depending on social circumstances. One study
of a coral reef fish, the goby Gobiodon erythrospilus,9 placed juvenile fish with either an adult male
or an adult female (Hobbs et al. 2004). Of the 12

25

juveniles placed with a male, 11 became female.
Of the 10 juveniles placed with an adult female,
six became male. What method can we use to test
whether the social context of the juvenile fish
affects which sex they become?
10. Between 20 and 25 violent acts are portrayed per
hour in children’s television programming. A study
(Johnson et al. 2002) of the possible link between
TV viewing and aggression followed the TV viewing habits of children between 1 and 10 years old.
Of these children, 88 watched less than one hour
of TV per day, 386 watched 1–3 hours per day, and
233 watched more than three hours per day. Eight
years later, researchers evaluated the kids to see
if they had a police record or had assaulted and
injured another person. The number of aggressive
individuals from the three TV-watching groups
were 5, 87, and 67, respectively.
a. Estimate the proportion of kids in each
TV-watching category who subsequently
became violent. Give 95% confidence intervals
for these estimates.
b. Is there evidence that childhood TV viewing is
associated with future violence? Carry out an
appropriate statistical test.
c. Does this prove that TV watching causes
increased aggression in kids? Why or
why not?
11. A study by Doll et al. (1994) examined the relationship between moderate intake of alcohol
and the risk of heart disease. In all, 410 men
(209 “abstainers” and 201 “moderate drinkers”)
were observed over a period of 10 years, and
the number experiencing cardiac arrest over
this period was recorded and compared with
drinking habits. All men were 40 years of age
at the start of the experiment. By the end of the
experiment, 12 abstainers had experienced cardiac
arrest and nine moderate drinkers had experienced
cardiac arrest.
a. Test whether the relative frequency of cardiac arrest was different in the two groups
of men.

9. This beautiful fish is shown on the opening page of this chapter.
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b. Assume that you were unable to reject the null
hypothesis in part (a). Would this imply that
drinking has no effect on the risk of cardiac
arrest? Why or why not?
12. Postnatal depression affects approximately 8–15%
of new mothers. One theory about the onset of
postnatal depression predicts that it may result
from the stress of a complicated delivery. If so,
then the rates of postnatal depression could be
affected by the type of delivery. A study (Patel et
al. 2005) of 10,934 women compared the rates
of postnatal depression in mothers who delivered
vaginally to those who had voluntary cesarean
sections (C-sections). Of the 10,545 women who
delivered vaginally, 1025 suffered significant
postnatal depression. Of the 389 who delivered
by voluntary C-section, 48 developed postnatal
depression.
a. Draw a graph of the association between postnatal depression and type of delivery. What is
the pattern in this data?
b. How different are the odds of depression under
the two procedures? Calculate the odds ratio of
developing depression, comparing vaginal birth
to C-section.
c. Calculate a 95% confidence interval for the
odds ratio.
d. Based on your result in part (c), would the
null hypothesis that postpartum depression is
independent of the type of delivery likely be
rejected if tested?
e. What is the relative risk of postpartum depression under the two procedures? Compare your
estimate to the odds ratio calculated in part (b).
13. Migraine with aura is a potentially debilitating
condition, yet little is known about its causes. A
case-control study compared 93 people who suffer
from chronic migraine with aura (cases) to a sample of 93 healthy patients (controls; Schwerzmann
et al. 2005). The researchers used transesophageal
echocardiography to look for cardiac shunts in all
of these patients. (A cardiac shunt is a heart defect
that causes blood to flow from the right to the left
in the heart, causing poor oxygenation.) Forty-four

of the migraine patients were found to have a cardiac shunt, while only 16 of the people without
migraine symptoms had this heart defect.
a. Is this an observational or experimental study?
b. Show the association between migraines and
cardiac shunts with a mosaic plot.
c. How strong is the association between
migraines and cardiac shunts? Calculate the
odds ratio for migraine, comparing the patients
with and without cardiac shunts.
d. What is the 95% confidence interval for this
odds ratio?
14. Spot the flaw. Since 1953, when Tenzing Norgay
and Edmund Hillary reached the summit of Mount
Everest, many climbers have attempted to scale the
world’s two highest mountains, Everest and K2.
Norgay and Hillary aided their climb by bringing
supplemental oxygen in tanks, and some later
groups have attempted to outdo the originals by
trying the ascent without supplemental oxygen.
From 1978 to 1999, in fact, 159 teams comprising
1173 team members have attempted to climb either
Everest or K2. The numbers of individuals who
either survived or died10 during those attempts is
given in the following table (data from Huey and
Eguskitza 2000):
Supplemental
O2

No supplemental
O2

Row
totals

1045

88

1133

Did not
survive

32

8

40

Column
totals:

1077

96

1173

Survived

		
A χ 2 contingency test on these data calculated
χ 2 = 7.694 with one degree of freedom, which corresponds to P = 0.0055. The null hypothesis is that
oxygen use has no effect on survivorship during
these expeditions. What’s wrong with this analysis?11
15. New technical advances in diagnosis and screening
are often expensive, and so their benefits must be
evaluated. A study of a new screening procedure

10. Almost all of the mortality occurred during the descents.
11. The original paper (Huey and Eguskitza 2000) did not make this mistake.
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for heart disease, computerized tomographic
angiography (CTA), examined 4146 patients
who had stable chest pains (The SCOT-HEART
Investigators, 2018). All patients received standard
tests for coronary heart disease, but 2073 of the
patients, randomly assigned, were additionally
screened with CTA, which improves detection of
heart disease. After 5 years, 81 of the 2703 patients
receiving standard tests had a “major event” (death
or major heart attack), whereas 48 of the 2703
patients who also received CTA had a major event.
a. Calculate the relative risk of a major event
for the CTA screening group compared to the
group without this screening.
b. Interpret this result. Does CTA screening
seem to increase or decrease the rates of major
events?
c. Do an appropriate hypothesis test to determine
whether these data support an effect of CTA
screening on the risk of major events.
16. A “Mediterranean diet” (high in fish, olive oil, red
wine, etc.) has been touted as a key to a long life.
A study by Trichopoulou et al. (2005) looked at the
death rates of people according to whether their
diet had a low component, a medium component,
or a high component of foods that characterize a
Mediterranean diet. In these kinds of studies, it is

important to look for other confounding variables,
such as smoking, that might be correlated with the
main variable under study. For each person in the
study, therefore, the team also recorded whether
the person was a current smoker, a former smoker,
or had never smoked. We want to know if there
is an association between diet and smoking. The
data for men in the study are as follows, where
the numbers represent the number of men in each
category:
Low Med.
diet

Medium
Med. diet

High Med.
diet

2516

2920

2417

3657

4653

3449

2012

1627

1294

Never
smoked:
Former
smoker:
Current
smoker:

a. Draw a mosaic plot of these data. What is the
pattern?
b. Test whether there is an association between
diet and smoking.
c. Comment on how the relationship you found
in part (b) would affect the interpretation of a
study that looked for health effects of switching
to a Mediterranean diet.

A ssig n m e nt P roble m s
Answers to all Assignment Problems are available for instructors, by contacting XXX.
17. The hypothetical plots at the bottom of this page
show the relative frequencies of subjects assigned
to two experimental groups (treatment and control). The frequency of negative outcomes (red)
and positive outcomes (gold) are illustrated. For
each plot (a), (b), and (c), identify the correct value
of the odds ratio: 0.1, 0.5, 1, 2, or 9.
18. In animals without paternal care, the number of
offspring sired by a male increases as the number
of females he mates with increases. This fact has
driven the evolution of multiple matings in the
males of many species. It is less obvious why
females mate multiple times, because it would
seem that the number of offspring that a female has

would be limited by her resources and not by the
number of her mates, as long as she has at least one
mate. To look for advantages of multiple mating,
a study of the Gunnison’s prairie dog followed
females to find out how many times they mated
(Hoogland 1998). They then followed the same
females to discover whether they gave birth later.
The results are compiled in the following table:
Number of times
female mated:
Number who
gave birth:
Number who
didn’t give birth:

1

2

3

4

5

81

85

61

17

5

6

8

0

0

0
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FIGURE FOR PROBLEM 17

		
Did the number of times that a female mated affect
her probability of giving birth?
a. Calculate expected frequencies for a contingency test.
b. Examine the expected frequencies. Do they
meet the assumptions of the χ 2 contingency
test? If not, what steps could you take to meet
the assumptions and make a test?
c. An appropriate test shows that the number of
mates of the female prairie dogs is associated
with giving birth. Does this mean that mating
with more males increases the probability of
giving birth? Can you think of an alternative
explanation?
19. Treatment of patients whose injury might cause
massive blood loss has involved giving them
plasma transfusions after they had been admitted
to the emergency room. Sperry et al. (2018) investigated whether earlier use of this treatment—by
emergency first responders before patients reached
the hospital—could be effective. In a randomized
control trial, patients with trauma either did or did
not receive a plasma transfusion during air medical transport. (All patients also received standard
care.) Of the 220 patients who received plasma,
53 died within 30 days after injury. Of the 261
patients who received only standard care, 89 died
within 30 days.
a. Estimate the relative risk of death for trauma
patients who have received plasma compared to
those who do not.
b. By what amount is the relative risk of death
reduced by the plasma treatment?
c. Calculate the odds ratio of death, comparing
these two groups. What is the 95% confidence
interval for that odds ratio?
20. Some people feel that they have good intuition
about when others are lying, while others do not

feel they have this ability. Are the more “intuitive” people better able to detect lies? Each of
100 people who thought they had good intuitive
abilities was shown a video clip of a person stating the name of his or her favorite movie (Young
2002). The person was truthful in some of the clips
shown, whereas in others the person was lying.
Another 100 people who claimed not to have
intuitive abilities were shown similar video clips.
Fifty-nine of the 100 “intuitive” subjects correctly
identified whether the person in the video was
lying, whereas 69 of the 100 “nonintuitive” subjects correctly identified whether the person in the
video was lying.
a. Draw a graph that best presents these data.
What association is suggested?
b. Test whether the success rates of the two
groups were different.
c. Are “intuitive” people better at detecting lies
than “nonintuitive” people? Calculate an odds
ratio and confidence interval for your answer.
Interpret your result.
21. Spot the flaw. Scottish researchers compared
rates of depression between 94 undergraduates
who regularly kept diaries and 41 students who
did not. They found that people who kept diaries
were more likely to have depression than those
who did not. The researchers said, “We expected
diary-keepers to have some benefit, or be the same,
but they were the worst off. You are probably much
better off if you don’t write anything at all.” Why is
this an incorrect interpretation of these results?
22. It is well known, and scientifically documented,
that yawning is contagious. When we see someone
else yawn, or even think about someone yawning,
we are very likely to yawn ourselves. (In fact, we
predict that you are starting to want to yawn right
now.) In a study of yawning contagion, researchers
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showed participants one of several pictures, including a picture of a man yawning, the same man
smiling, a yawning man with his mouth covered,
or a yawning man with his eyes obscured (Provine
et al. 1989). Participants yawned much more often
when shown the yawner than the smiler, but surprisingly an identical number also yawned when
shown the picture with the mouth obscured. This
suggests that something besides the mouth is an
important trigger. What about the eyes? Seventeen
of 30 participants yawned when confronted with
a picture of a yawning man, while 11 of 30 independent participants yawned when shown a picture
of a yawning man with his eyes covered. Is there
evidence in these data that covering the yawning
man’s eyes in an image changes the occurrence of
contagious yawns?
23. Day care centers expose children to a wider variety
of germs than the children would be exposed to if
they stayed at home more often. This has the obvious downside of more frequent colds and other illnesses, but it also serves to challenge the immune
system of children at a critical stage in their development. A study by Gilham et al. (2005) tested
whether social activity outside the house in young
children affected their probability of later developing the white blood cell disease acute lymphoblastic leukemia (ALL), the most common cancer
of children. They compared 1272 children with
ALL to 6238 children without ALL. Of the ALL
kids, 1020 had significant social activity outside
the home (including day care) when younger. Of
the kids without ALL, 5343 had significant social
activity outside the home. The rest of the children
in both groups lacked regular contact with children
who were not in their immediate families.
a. Is this an experimental or observational study?
b. What are the proportions of children with
significant social activity in children with and
without ALL?
c. What is the odds ratio for ALL, comparing
the groups with and without significant social
activity?
d. What is the 95% confidence interval for this
odds ratio?
e. Does this confidence interval indicate that
amount of social activity is associated with ALL?
If so, did the children with more social activity
have a higher or lower occurrence of ALL?

f. The researchers interpreted their study results
in terms of the differing immune system exposure of the children, but gave several alternative
explanations for the pattern. Can you think of
any possible confounding variables?
24. Aging workers of the Neotropical termite,
Neocapritermes taracua, develop blue crystal-
containing glands (“backpacks”) on their backs.
When they fight intruding termites and are hampered, these “blue” termites explode, and the
glands spew a sticky liquid (Šobotník et al. 2012).
The following data are from an experiment that
measured the toxicity of the blue substance. A single drop of the liquid extracted from blue termites
was placed on individuals of a second termite
species, Labiotermes labralis, and the number
that were immobilized (dead or paralyzed) within
60 minutes was recorded. The frequency of this
outcome was compared with a control treatment
in which liquid from glands of “white” termites
lacking the blue crystals was dropped instead. Is
the blue liquid toxic compared to liquid from white
termites?
Liquid source

Unharmed

Immobilized

Blue workers

3

37

White workers

31

9

25. Keenan et al. (2001) used anesthesia to investigate
which brain hemisphere is involved in self-recognition. Ten subjects were randomly assigned to
two groups. The left hemisphere was anesthetized
in one group, whereas the right hemisphere was
anesthetized in the other group. Each subject
was then shown a picture generated by averaging
(“morphing”) images of the face of a famous
celebrity (e.g., Marilyn Monroe) and their own
face, and told to remember the picture. After
recovery from anesthesia, patients were presented
with two pictures and asked to choose the one they
had been shown earlier while under anesthesia.
The two pictures were the original two images
from which the morphed image had been generated (i.e., “self” and “celebrity,” but separate this
time). All five patients whose left hemisphere had
been inactivated chose the picture of self. Four of
the five patients whose right hemisphere had been
anesthetized chose the celebrity picture, instead
(the fifth chose self). State what test you would use
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to determine whether the treatment (left vs. right
hemisphere anesthesia) influenced recognition
of self versus celebrity. Explain why you would
choose this test (don’t carry out the test, just name
it and justify your answer).
26. Eggebeen et al. (2010) found that men who at
some point in their lives are fathers are more
likely to have altruistic social relationships and be
involved in community service organizations. This
result was reported in the popular press (Jacobs
2009) as “Fatherhood… alters a man’s neurochemistry, increasing his ability to cope with stress and
generally making him a better mate. Just-published
research suggests the benefits of this transformation extend far beyond one’s immediate family and
remain robust as the years go by.” Are the conclusions drawn by the popular press article defendable? Why or why not?
27. Male Drosophila become sterile when exposed to
moderately high temperatures, because sperm are
damaged by heat at much lower temperatures than
other cells. Rohmer et al. (2004) asked whether flies
from warmer climates are adapted to higher temperatures. They collected flies from France (where it
is relatively cool) and India (relatively warm) to test
the effects of temperature on sterility. In one procedure, they raised male flies from both locations at
a high temperature, 30.5°C, and recorded whether
the flies were sterile or fertile. Thirty-two out of 50
flies from France were sterile at this temperature,
whereas 20 of 50 flies from India were sterile.
a. Is this an observational or experimental study?
b. Draw a graph to illustrate the association
between sterility and source location (India vs.
France). What association is suggested?
c. Is there evidence that the populations of flies
from these two locations differ in their probability of sterility at this temperature? Do the
appropriate hypothesis test.
d. Estimate the relative risk of sterility at this
temperature in the Indian population compared
to the population in France (consider the Indian
population to be the treatment group for this
analysis). Include a 95% confidence interval.

28. Vampire bats, as their name implies, feed almost
exclusively on blood. A bat must feed every day
or it will starve to death, but bats are not always
successful at finding a blood meal. Perhaps for
this reason, they roost during the day in communal
groups and sometimes share blood by regurgitative
feeding.12 Researchers measured whether hungry
bats were more likely to receive regurgitated blood
than were partially fed bats (Wilkinson 1984).
Eight bats were captured in the evening before they
had fed and were held without feeding until the
next morning. As a control, six bats were captured
after naturally feeding at night, and they were also
held until the following morning. At that time, the
bats were returned to their groups. Five of the eight
hungry bats were given regurgitated blood meals
by group-mates, but none of the six well-fed bats
were given a blood meal by other bats. What statistical test would you use to address the question,
“Does the probability of being fed by roost-mates
vary according to hunger status?”
29. We are often happy to do favors for other people
when they have a particular need. For example, we
are more willing to let someone use a photocopier
when they ask, “Can I go in front of you, because
I am in a rush?” than when they give no reason:
“Can I go in front if you?”
Some researchers believe that simply giving
a reason—using the word “because”—may be
enough to trigger this giving behavior, even when
the reason is not a very good one. An experiment
was done in which 60 people who were about to
use a Xerox photocopy machine were approached
(Langer et al. 1978). In 30 cases (randomly
assigned; call these the “request only” group),
an investigator asked, “May I use the Xerox
machine?” Eighteen of these people allowed the
investigator to go first. In the other group of 30
people (the “bad reason” group) an investigator
said, “May I use the Xerox machine, because I
have to make copies?” Of the 30, 28 allowed the
investigator to go first. Test whether the bad-reason
approach is better or worse than the request-only
approach.

12. We’re not making this up. See http://www.youtube.com/watch?v=q3gxpIJ-f2M,
which would look very cute if you didn’t know what was going on.
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30. It is common wisdom that death of a spouse can
lead to health deterioration of the partner left
behind. Is common wisdom right or wrong in this
case? To investigate, Maddison and Viola (1968)
measured the degree of health deterioration of 132
widows in the Boston area, all of whose husbands
had died at the age of 45–60 within a fixed sixmonth period before the study. A total of 28 of the
132 widows had experienced a marked deterioration in health, 47 had seen a moderate deterioration, and 57 had seen no deterioration in health.
Of 98 control women with similar characteristics
who had not lost their husbands, 7 saw a marked
deterioration in health over the same time period,
31 experienced a moderate deterioration of health,
and 60 saw no deterioration. Test whether the pattern of health deterioration was different between
the two groups of women. Give the P-value as
precisely as possible from the statistical tables, and
interpret your result in words.
31. Spot the flaw. After golden monkeys fight with
each other, opponents seem to reconcile. Ren
et al. (1991) tested whether the behavior of golden
monkeys after spontaneous conflicts differed from
behavior at normal times. They recorded a large
number of behaviors between individuals in two
troops with a total of nine monkeys, both after
aggressive interactions and not after aggressive
interactions (“control” periods). The observed
frequencies of behaviors are given in the accompanying table. The team carried out a contingency
test on these frequencies as given and rejected the
null hypothesis that behaviors occurred at similar
frequencies after conflicts compared to control
periods. The expected values in this test are not
large enough to justify a χ 2 test, but can you identify another problem with this analysis?
Behavior

Post conflict

Control periods

Open-mouth

46

1

Embrace

39

19

Groom

33

20

Contact sit

18

26

Hold-hand

8

3

Hold-lumbar

7

0

21

0

Crouch

31
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32. Psychologists were interested in whether there is
a “denomination effect”—are people more or less
likely to spend money if that money is in large bills
or in lots of small bills? Such research may help
give advice to people with problems controlling
their spending, for example. The researchers
stopped 50 people at a U.S. convenience store and
asked them three simple questions; as a reward,
they gave each person $5, either as a $5 bill or as
five $1 bills. Of the 25 people who were given the
larger bill, four spent some money in the convenience store. Of the 25 people who were given five
$1 bills, six spent some money.
a. Is there a significant difference in the probability of spending money depending on the
denomination of the bills received?
b. What is the relative risk of spending money for
small bills compared to large bills?
33. Brent et al. (1993) carried out a study to investigate
the possible association between firearms in the
home and adolescent suicide. How big is the risk?
They obtained information on 67 adolescent suicide victims, 70% of whom had died by firearms.
The researchers compared this group to a control
sample of 67 adolescents of similar race, age, gender, childhood behavior scores, and socioeconomic
status and living in the same cities. They found that
in 51 of the suicide cases, guns were kept in the
home, whereas this was true of 16 of the controls.
a. Graph the association between suicide and the
presence of guns in the home. What trend is
suggested?
b. What is the estimated odds ratio of suicide with
guns in the home, compared to homes without
guns?
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c. Provide a 95% confidence interval for the population odds ratio.
d. Under what circumstances can this estimate of
odds ratio be used to approximate the relative
risk of suicide with guns in the home, compared to homes without guns?
34. Darwin suggested that plants pollinated by longtongued insects would benefit by having long flowers, because greater length would cause the insects
to press themselves farther into the flower to reach
the nectar, increasing deposition and removal of
pollen. Several populations of the South African
orchid, Disa draconis, evolved longer flowers after
switching pollinators to long-tongued tanglewing
flies. To measure the advantage of the long flowers, Johnson and Steiner (1997) experimentally
shortened 59 of 118 flowers. The remaining 59
flowers were controls. One week later, 10 of the 59
shortened flowers had received pollen, whereas 27
of the 59 control flowers had received pollen.
a. Illustrate these results in a graph.
b. What is the estimated odds ratio of not receiving pollen after experimental shortening, as
compared to control flowers? Provide a confidence interval for the population odds ratio.
35. Kuru is a prion disease of the Fore people of
highland New Guinea. It was once transmitted by
the consumption of deceased relatives at mortuary feasts, a ritual that was ended by about 1960.
Using archived tissue samples, Mead et al. (2009)
investigated genetic variants that might confer
resistance to kuru. The data in the accompanying
table are genotypes at codon 129 of the prion
protein gene of young and elderly individuals all
having the disease. Since the elderly individuals
have survived long exposure to kuru, unusually
common genotypes in this group might indicate
resistant genotypes.
Genotypes at codon 129
Age

MM

MV

VV

Elderly

13

77

14

Young

22

12

14

a. Illustrate these data with a grouped bar graph.
Which genotype(s) are especially prevalent in
the elderly compared with young individuals?

b. Test whether genotype frequencies differ
between the two age groups.
36. The number of cases of Lyme disease, a tick-borne
illness, more than doubled between 2001 and 2015
in North America. A vaccine for Lyme disease was
approved by the U.S. Food and Drug Administration in 1998, but it was then removed from the
market just 3 years later (Nigrovic and Thompson
2007). Did it work? A clinical trial of the efficacy of this vaccine compared 5469 people who
received the vaccine to 5467 people who received
a placebo (Steere et al. 1998). Of these, 15 people
with the vaccine had developed Lyme disease after
2 years, and 65 people in the placebo control group
had developed the disease. In the same study, side
effects were also tracked. The most severe possible
side effect was joint pain. Of the vaccinated group,
71 people had joint pain, while in the control group
6 people had joint pain.
a. Calculate the relative risk of getting Lyme
disease for patients that received the vaccine
compared to those who did not.
b. Based on that relative risk calculation, by what
amount does the vaccine reduce the rate of getting Lyme disease?
c. Do these data provide evidence that the vaccine
was effective in reducing the rate of contracting Lyme disease? Carry out an appropriate
hypothesis test.
d. What is the relative risk of joint pain for vaccinated patients compared to the controls?
e. Is there evidence that the probability of joint
pain is different between vaccinated and control groups?
37. Cummings et al. (2003) estimate that the relative
risk of death in a vehicle crash for occupants 16 to
34 years old who were wearing a seatbelt was 0.36
compared to those not wearing a seatbelt. Interpret
this statement.
38. A number of people afflicted with kidney stones
have reported that they passed their stones naturally while riding the Big Thunder Mountain Railroad roller coaster at Walt Disney World’s Magic
Kingdom theme park. To investigate, Mitchell and
Wartinger (2016) brought a silicone pyelocalyceal
renal model containing urine and a medium-sized
kidney stone on the roller coaster ride 20 times.
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When the model was placed in the front seats, the
stone passed once in 8 rides. When the model was
placed in the rear seats, the stone passed 7 times in
12 rides. These data suggest that riding that roller
coaster is an effective way to pass kidney stones,
but does it matter where you sit?
a. State the null and alternative hypotheses for a
test of whether kidney stone passage rates differ between roller coaster front and back seats.
b. Make a table of the expected frequencies under
the null hypothesis.

33

c. Examine the table from (b). What issue arises
that would prevent you testing the null hypothesis using the χ 2 contingency test?
d. What test method should be used instead?
e. When we carried out the correct test, we
obtained P = 0.07 , so we fail to reject H 0 .
Which conclusion is more justified: “It does not
matter where you sit” or “The study is inconclusive.” Why?
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