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PART II

Statistics: The Science
of Data
DATA ARE COLLECTED every day. Every time you make a phone call or send a text,

Chapter 5

Exploring Data:
Distributions
Chapter 6

Exploring Data:
Relationships
Chapter 7

Data for Decisions
Chapter 8

Probability:
The Mathematics of
Chance

the number you contact, the date and time, and the duration of your call or length of your
text is saved by your service provider. Phone apps, such as Google Maps, keep track of your
past locations and movements, which can be used to determine where you live, work, go to
school, shop, and buy your morning coffee. Purchases made online, as well as your Internet
search history, are all part of the data stored about you. Most social network apps collect
data on their users, including information about viewing habits, connections, polls taken, ads
shown, and more. In fact, the ads that pop up on your screen have been selected for you
by algorithms that use your personal data. To help slow the spread of COVID-19, many U.S.
states developed apps for contact tracing. Over 28 million Americans used these apps, which
relied on signals exchanged between smartphones to measure and record distances between
them. When an app user tested positive, alerts were then sent to anyone in the system who
had been within a certain proximity of that user’s phone.
Even when you are not online, data are being collected about you. Currently, databases
of people’s faces are being compiled by companies and researchers around the world. Facial
images are extracted from social media, photos stored on phones, dating services, and cameras placed on city streets, outside of restaurants, and even on college campuses. These
images contribute to the development of facial recognition systems that can be used by
advertisers as well as by governments for surveillance and tracking. And individuals are not
the only source of data—data are collected on traffic patterns, consumer products, contaminants in food and water, emergency room admissions, climate change, standardized testing,
and just about everything you can imagine.
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In many cases, the purpose of “big data” collection is to predict and influence people’s
behavior. Something as seemingly innocuous as knowing where you buy your coffee (determined from your mobile phone location data) could add a variable to a predictive model that
determines what ad will pop up in your Internet browser or possibly on an electronic billboard
as you walk by. Use of facial recognition technology could give you an incentive to go to class
(since that could be how attendance is taken), influence whether you attend a protest (as
images of participants are shared with law enforcement), or get you banned from a sporting
event (because the software deems you to be a potential threat).
How do we make sense of all these data? That’s where statistics comes in. Statistics is the
science of collecting, organizing, analyzing, interpreting, and drawing conclusions or making
predictions from data. Chapters 5 and 6 concern data analysis, the art of studying what data
reveal. We learn from data by making graphs and doing calculations, guided by principles that
help us decide what graphs to make, what to look for in our graphs, and what calculations will
be helpful based on what we see. Sometimes we want to know more: A political opinion poll
or a medical study looks at only some people, but we want conclusions that apply to all voters
or all patients. This is called statistical inference because we infer conclusions about a large
group from data on a small part of the group. Chapter 7 discusses inference from beginning
to end—from how to produce data when we have inference in mind to how to say just how
much confidence we can have in our conclusions. Confidence, uncertainty, risk, chance—the
mathematics that describes all these ideas is probability theory, the topic of Chapter 8.
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5
5.1 Individuals and Variables
Identify individuals and variables;
classify variables as quantitative or
qualitative.

5.2 Displaying Distributions:
Histograms and Stemplots
Define the concepts of distribution,
frequency, and relative frequency;
for quantitative data, divide data into
class intervals; create histograms and
stemplots to visualize distributions.

5.3 Interpreting Histograms
and Stemplots
Create and analyze a dataset’s
distribution using histograms and
stemplots; describe the overall
pattern of the data (shape, center,
spread) and identify potential outliers.

5.4 Describing Center: Mean
and Median
Define central tendency and
determine appropriate measures of
central tendency (mean, median, or
mode) given the shape of the data.

5.5 The Five-Number Summary
and Boxplots
Determine the components of a fivenumber summary; use the five-number
summary to describe central tendency
and variability; create boxplots from the
five-number summary to visualize the
distribution of a dataset.

5.6 Describing Variability:
The Standard Deviation
Define and calculate the standard
deviation and explain its usefulness
in describing variability.

5.7 Normal Distributions
Introduce the normal density curve;
explain how the mean and standard
deviation completely determine the
normal distribution; use the 68-9599.7 rule and first and third quartiles
to analyze a normal distribution.
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Chapter Outline

Exploring Data: Distributions

T

he undigested blizzard of data we both generate and encounter
in modern society can feel overwhelming. Yet, by effectively using
these data to better understand what they reveal about people, our
habits, and behavior, we can make predictions and improve decision making. In this chapter, we start simply by focusing on data from one
variable (for example, we could examine daily frequency of Twitter posts)
and introduce statistical techniques that can help us unlock information
from these data in order to tell a statistical story.
Let’s start by looking at the collection of data, called a dataset, in
Table 5.1.
TABLE 5.1 A Dataset of 51 Numbers
37

170

113

737

12,866

1291

436

229

77

2105

1408

361

219

98

858

278

435

160

138

1616

987

242

714

526

956

93

63

860

47

137

127

583

147

385

2429

757

271

820

913

204

318

45

576

1996

784

845

289

1470

423

85

59

Just looking at the data in Table 5.1 provides little information. That
will change as we progress through this chapter. In exploring these
data, we’ll first need to put the data into context (which we will do in
Section 5.1). Once we understand the context, we’ll progress to graphic
displays (we might use histograms, stemplots, or boxplots) to see what
information they reveal. Along the way, we’ll throw in calculations of
numeric summaries that can help us judge the center and spread of our
data. The chapter’s concluding section highlights distributions of data of
a particular shape, known as normal distributions. This class of distributions is special because of its pervasiveness in statistics and its presence in
the real world. But it remains to be seen whether the data from Table 5.1
fit into the characteristic pattern of data from a normal distribution.
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5.1 Individuals and Variables
Any set of data contains information about some group of individuals. The information is organized in variables. We will briefly note some basics about data before we
learn tools for exploring and summarizing.

Individuals

DE F I N I T I O N

Individuals are the entities about which information (data) is collected. Individuals may
be people, but they may also be groups, animals, or things.

Variables

DE F I N I T I O N

A variable is a characteristic or trait that can take on different values for different
individuals. A particular variable may be either qualitative (for example, gender or hair
color) or quantitative (for example, age or height).

EXAMPLE

1

Data from a Student Questionnaire

Table 5.2 shows a partial dataset from a survey given to students in the author’s statistics class. Most data tables follow this format: Each row records data on one individual
(in this case, one student), and each column contains values on one variable for all
the individuals. This dataset appears in a spreadsheet that has rows and columns for
entering data values. Spreadsheets are commonly used to enter and transmit data, and
spreadsheet programs also have tools for basic statistics.

TABLE 5.2 Excerpt of a Dataset Displayed in a Microsoft Excel Spreadsheet

The partial spreadsheet shows information on seven individuals in rows 2–8 and
responses to five questions in columns A–E. Sex (female or male) and handedness
(left-handed or right-handed) are variables that are usually described as qualitative
(or categorical) because they categorize individuals by traits and do not take numerical values. The remaining three variables are quantitative (or measurement) variables
because they do take numerical values. They are height (inches), time (minutes) spent
studying on a typical weeknight, and the amount of money in coins (cents) students
are carrying. Knowing the context of the data—that these are student responses to
a class questionnaire—helps us make sense of them. For example, one student
claimed to study 1500 minutes on a typical night. We know that this is impossible!
(Perhaps the student miscalculated when converting from hours to minutes or it was
a typographical error.)
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Self Check 1

Here are the first few rows of a professor’s dataset at the
end of a mathematics course:

(a) Are the individuals for this dataset the students, total
points, or majors?
(b) Identify each of the variables as qualitative or
quantitative.

Now, we return to the data in Table 5.1 (found in the introduction to this chapter).
We start our exploration of these data by putting them into context. The individuals
are the 50 states in the United States and the District of Columbia. The variable, which
we’ll name EV number, is the number of public electric vehicle charging s tations in
each state and the District of Columbia (as of April 2021). Because the federal government is interested in alternative fuel initiatives and the infrastructure to support
such initiatives, it collects relevant data and makes those data available to the public
(afdc.energy.gov/data_download).

5.2 D
 isplaying Distributions: Histograms
and Stemplots
Statistical tools and ideas help us examine data and describe their main features. This
examination is called exploratory data analysis (EDA). In this chapter and the next,
we use both numbers and graphs to explore data. As we learn from Spotlight 5.1, the
use of EDA to explore and analyze data was promoted by John Wilder Tukey.
Typically, data analysis begins with graphical displays of the values of a single
variable. For example, the government wants information about the infrastructure to
support use of electric vehicles. Because the number of electric vehicle charging stations varies so much from state to state, we are interested in the distribution of the

SPOTLIGHT

5.1

Mathematician John Wilder Tukey (1915–2000) directed
Princeton University’s Statistical Research Group when it
was set up in 1956 and was the first chairman of Princeton’s Department of Statistics after it was formed in 1965. He
divided his time between Princeton and AT&T Bell Laboratories, where his work involved developing statistical methods
for computers. In the field of computer science, Tukey is credited with introducing the terms bit (a contraction for binary
digit) and software.
Tukey led the way in the field of exploratory data analysis (EDA). EDA is an approach for data analysis that focuses

heavily on graphical techniques. The goal is to tease
out information from datasets in order to unlock their
stories. Stemplots and boxplots (graphic displays that
appear later in this chapter)
became popular after the
publication of Tukey’s 1977
book Exploratory Data
Analysis.

Alfred Eisenstaedt/Getty Images

John Wilder Tukey, Champion of Exploratory Data Analysis
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number of charging stations. Or consider students’ responses to a questionnaire shown
in Table 5.2 (Example 1). Because the responses to the questions vary from student to
student, we are interested in the distribution of the responses to each question.

Distribution

DE F I N I T I O N

The distribution of a variable gives information (as a table, graph, or formula) about how
often the variable takes certain values or intervals of values.

This definition has several different manifestations. The simplest one is a “tally
chart” called a frequency distribution.

Frequency Distribution

DEF I N I T I O N

A frequency distribution classifies data on a single variable into nonoverlapping classes
or intervals (class intervals) and records how many times data values are in each class.

A frequency distribution can be displayed in a table such as this one for the variable HAND (whether a student is right-handed or left-handed) in the dataset excerpt
of Table 5.2 (Example 1):
Class

Frequency

Relative Frequency

R

4

4/7 ≈ 0.57

L

3

3/7 ≈ 0.43

Here, the classes are the possible outcomes of the qualitative variable HAND. Notice
that the last column in this table contains the relative frequency distribution,
which gives the fraction of times that students responded R or L.

Relative Frequency Distribution

DE F I N I T I O N

A relative frequency distribution records the fraction of times data values fall into each
class or class interval.

5
4

Frequency

The bar chart in Figure 5.1 is
one way to represent graphically
the frequency distribution of the
hand data. (To represent the relative frequency distribution, just
change the scale on the vertical axis
by dividing each number by 7, the
number of individuals in the set.)
Let’s return to our EV number example. Table 5.3 is a copy of
Table 5.1, but this time the context
of the data is specified in the table’s
caption, and the abbreviations of
the corresponding states have been
added.

3
2
1
0

L

Hand

R

Figure 5.1 Bar chart of hand
data from Table 5.2.
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TABLE 5.3 Data on the Number of Electric Vehicle Charging Stations (EV Number)
in Each State and the District of Columbia as of April 2021
State

EV
Number

State

EV
Number

State

EV
Number

State

EV
Number

AK

37

ID

98

MT

63

RI

204

AL

170

IL

858

NC

860

SC

318

AR

113

IN

278

ND

47

SD

45

AZ

737

KS

435

NE

137

TN

576

CA

12,866

KY

160

NH

127

TX

1996

CO

1291

LA

138

NJ

583

UT

784

CT

436

MA

1616

NM

147

VA

845

DC

229

MD

987

NV

385

VT

289

DE

77

ME

242

NY

2429

WA

1470

FL

2105

MI

714

OH

757

WI

423

GA

1408

MN

526

OK

271

WV

85

HI

361

MO

956

OR

820

WY

59

IA

219

MS

93

PA

913

If we try to use the same approach to make a frequency distribution table for EV
number as we did with the hand data, we would need 51 classes, one for each of
the distinct values that show up in Table 5.3. Instead of using distinct data values as
classes, we can partition the data into nonoverlapping, consecutive intervals called
class intervals. This provides a means of summarizing the data and, as we’ll see in
Examples 2 and 3, often reveals patterns that are obscured when too much detail (in
this case, the individual data values) is visible.

Making a Frequency Distribution Using
Class Intervals

PR OC EDURE

1. Choose the classes. Determine an interval that is wide enough to contain all the

data. Subdivide this interval into a reasonable number of class intervals of equal
width. Be sure to specify the classes precisely so that each individual falls into exactly
one class.
2. Set up the table. Create a table with three columns: class interval, tally, and frequency.

(Remove the tally column in the finished frequency table.)
3. Find the frequency. Determine the frequency with which data values fall

into each class interval. (Put a tally mark in the tally column each time a data
value lands in a particular class interval. Then sum the tally marks to find the
frequency.)
4. Add Relative Frequency. If desired, add a fourth column for relative frequency.

The entries in this column should be the frequencies divided by the number of
data values.
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EXAMPLE

2

A Frequency Distribution of the EV Number Data from Table 5.3

For the EV number data, we will set up class intervals and construct a frequency
distribution based on the class intervals.
In scanning through EV number data in Table 5.3, we find the values range from
37 to 12,866. So, the interval from 0 to 13,200 is wide enough to contain all the data. We
subdivide this interval into 11 class intervals each of width of 1200:
0 ≤ EV number < 1200
1200 ≤ EV number < 2400
2400 ≤ EV number < 3600
3600 ≤ EV number < 4800
and so forth, ending with
12,000 ≤ EV number < 13,200
(Notice that in setting up the class intervals, we have decided that if a number falls
on the boundary of two class intervals, it gets put into the class with the larger
numbers.)
Table 5.4 shows the construction of the frequency distribution table for the EV
number data based on these class intervals. Since there are 51 data values, the relative
frequencies were determined by dividing the frequencies by 51.

TABLE 5.4 Frequency and Relative Frequency Distribution for EV Number
Class Interval

Tally

Frequency

Relative Frequency

0 ≤ EV number < 1200

|||| |||| |||| |||| |||| |||| |||| |||| |||

43

43/51 ≈ 0.843

1200 ≤ EV number < 2400

|||| |

6

6/51 ≈ 0.118

2400 ≤ EV number < 3600

|

1

1/51 ≈ 0.020

3600 ≤ EV number < 4800

0

0/51 = 0

4800 ≤ EV number < 6000

0

0/51 = 0

6000 ≤ EV number < 7200

0

0/51 = 0

7200 ≤ EV number < 8400

0

0/51 = 0

8400 ≤ EV number < 9600

0

0/51 = 0

9600 ≤ EV number < 10,800

0

0/51 = 0

10,800 ≤ EV number < 12,000

0

0/51 = 0

1

1/51 ≈ 0.020

12,000 ≤ EV number < 13,200

|

Histograms
Frequency distributions using class intervals can be represented graphically by
histograms.

Histogram

DE F I N I T I O N

A histogram is a graphical representation of a frequency distribution for a single
quantitative variable. Bars are drawn over each class interval on a number line. The areas
of the bars are proportional to the frequencies (or relative frequencies) with which data
fall into the class intervals.
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In Example 3, we represent the frequency distribution table from Table 5.4 graphically
with a histogram. Here is the procedure for creating a histogram.

Making a Histogram

PR OC EDURE

After creating a frequency distribution table:
1. Draw a set of axes. On the horizontal axis, mark the boundaries of the class intervals.

On the vertical axis, set up a scale appropriate for the frequencies (or relative
frequencies).
2. Label the horizontal axis with the name of the variable being measured (and, if

appropriate, the units). Label the vertical axis as “Frequency” (or “Relative Frequency”).
3. Over each class interval, draw a rectangular bar with the interval as its base. The height

of the bar should match the frequency (or relative frequency) of the data contained in
that interval.

EXAMPLE

3

Constructing a Histogram for the EV Number Data

In the case of the EV number data, we draw a horizontal axis with tick marks every
1200 units from 0 to 13,200 to mark the class intervals specified in Table 5.4. On the
vertical axis, which represents the frequencies, we place tick marks every 5 units from
0 to 50. To complete the histogram shown in Figure 5.2, we add rectangular bars above
each class interval—the bar heights match the frequencies in Table 5.4.

50

Frequency

40
30
20
10
0

0

2400

4800 7200
EV number

9600 12,000

Figure 5.2 Histogram of EV number using the class intervals from Table 5.4.

Our eyes respond to the area of the bars in a histogram. Because all the classes
are the same width, area is determined by height, and hence all classes are fairly
represented. While something between 5 and 20 classes works for most real-world
datasets, there is no one right choice for the number of the classes in a histogram.
For the histogram in Figure 5.2, we created 11 class intervals of width 1200, but we
could have chosen to use 13 class intervals of width 1000 instead. In either case, the
one large data value of 12,866 required that the class interval stretch out to cover
that single value (an outlier), leaving multiple class intervals empty of data. In Figure
5.2, the remaining data fell into just three class intervals (between 0 and 3600). In
Example 5 (in the next section), we’ll remove the outlier, readjust the class intervals,
and see if the histogram based on the new class intervals reveals more information.
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Self Check 2

Table 5.2 (Example 1) showed an excerpt of data from students in a statistics class, including the value of the coins
in their pockets (COINS, column E). Table 5.5 shows the
complete dataset for the variable COINS.
TABLE 5.5 Complete Data for COINS (Table 5.2, Column E)
50

35

35

0

0

76

215

77

62

175

189

120

54

26

145

0

0

35

47

125

55

35

78

157

225

92

85

35

59

145

137

142

62

(a) Make a frequency distribution table for the COIN data
using class intervals of width 50. Add a column for relative frequency.
(b) Create a histogram based on your frequency distribution table from (a).

Although both a histogram (for example, Figure 5.2) and a bar chart (for example,
Figure 5.1) use rectangular bars, they are different because they display one quantitative variable and one qualitative variable, respectively. Only a histogram’s bars start
from an axis that represents a numerical scale (number of charging stations in the
case of Figure 5.2). Notice also that in a bar chart, the bars are separated, whereas in a
histogram, there is no space between the bars unless (as is the case for the EV number data and Figure 5.2) a class is empty so that the bar has height 0.

Stemplots
Histograms are not the only way to display distributions graphically. For small datasets, a stemplot is quicker to make and presents more detailed information.

Stemplot

DE F I N I T I O N

A stemplot (or stem-and-leaf plot) is a display of the distribution of a variable that attaches
the final digits of each observation as a leaf on a stem made up of all but the final digit.

Making a Stemplot

PR O C EDUR E

1. Separate each observation into a stem, which consists of all but the final (rightmost)

digit, and a leaf, which is the final digit. (To make stems meaningful, it may be
necessary to truncate or round the observed values. Tukey advocated truncating in
his book Exploratory Data Analysis. Statistical software packages are split over which
approach to take.) Stems may have as many digits as needed, but each leaf contains
only a single digit.
2. Write the stems in a vertical column, with the smallest at the top, and draw a vertical

line at the right of this column. Include all stems, even if they are not used.
3. Write each leaf in the row to the right of its stem. Arrange the leaves from smallest

to largest.
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EXAMPLE

4

Constructing a Stemplot for Midterm Exam Scores

The midterm exam scores of a class of 20 students are given below.
41

87

88

90

68

92

93

40

91

96

76

85

88

86

82

69

72

79

80

79

Since the exam scores range from the 40s to the 90s, the stems are 4, 5, 6, 7, 8, and 9
(Step 1). Figure 5.3 shows how to complete Steps 2 and 3. Notice that the stem of 5 is
included in the plot even though there are no exam scores in the 50s.

4
5
6
7
8
9

4
5
6
7
8
9

4
5
6
7
8
9

10
89
6299
7858620
02316

Step 2:
Step 3:
Write stems.
Add leaves.
Figure 5.3 Constructing a stemplot.

Self Check 3

01
89
2699
0256788
01236

Step 3 (completed):
Order leaves.

Make a stemplot of the following systolic blood pressures
(in millimeters of mercury) from 10 randomly chosen
adults. (What values will you use as stems?)
147

141

120

124

127

132

98

112

120

128

Now that we have some ways of representing data graphically, we can begin to
interpret the patterns that we see so that we can tell the data’s story. We’ll do that in
Section 5.3.

5.3 Interpreting Histograms and Stemplots
Making a statistical graph is not an end in itself. The purpose of the graph is to help
us understand the data and begin to tell a statistical story. After you make a graph,
always ask, “What do I see?” Once you have displayed a distribution, you can see its
overall pattern and departures from that pattern called outliers.

Outlier

DEFI N I T I ON

In any graph of data, look for the overall pattern and for striking deviations from that
pattern. You can describe the overall pattern of a distribution by its shape, center, and
variability. An important kind of deviation is an outlier, an individual value that falls
outside the overall pattern.

We now return to the histogram in Figure 5.2 (Example 3) of the EV number
data (that is, the number of public electric vehicle charging stations in each state
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and the District of Columbia). In looking at this histogram, we see an overall
pattern on the left consisting of three bars that decrease in height as the classinterval boundaries increase. Then there is a large gap with no data between
3600 and 12,000, followed by one data value between 12,000 and 13,200, a clear
outlier. After spotting a potential outlier, we should always look for an explanation. (That is part of the statistical story!) In this case, the outlier is the 12,866
charging stations in the state of California, which happens to be the most populous state in the country.
Because this outlier is so large in comparison to the other data values, it has the
effect of compressing the graphic display of the remaining data values by forcing us
to use large class intervals. This compression obscures the pattern of the other data. In
Example 5, we remove the outlier and readjust the class-interval width to see if we get
a better picture of the overall pattern of the data.

EXAMPLE

5

Histogram of EV Number Data Using Smaller Class Intervals

Frequency

After removing the outlier from EV num18
ber data, we redraw the histogram but this
16
time choosing class intervals of width 200
(rather than the 1200 used in Figure 5.2); see
14
Figure 5.4. Whenever removing an outlier, it is
12
important to report its value with an explanation of why it has been removed, as was done
10
above.
8
The shape of the overall pattern of this
distribution appears to split into two clus6
ters. The cluster to the left appears some4
what bi moda l, showing a major peak
and minor peak separated by a valley over
2
the interval from 600 to 800. The highest
0
peak represents 16 states with fewer than
0
400
800
1200 1600 2000 2400
200 charging stations. The second, lower
EV number
peak tops out with seven states that have
between 800 and 1000 charging stations.
Figure 5.4 Histogram of EV
There is a gap in data in the interval between 1000 and 1200, followed by a cluster number after removing the outlier
that forms a long right tail with between 0 and 2 states in each of the class inter- 12,866.
vals. Some of the data in this tail may indicate the presence of additional outliers.
One potential outlier is 2429, the number of public charging stations in New York.
(Keep in mind that there is also a gap between 2600 and 12,000, which is not
shown in this histogram, with an extreme outlier beyond this gap.)
The size of the state’s population appears to provide a good explanation for the
long right tail in the histogram in Figure 5.4. The top four states in terms of the number
of charging stations (California, New York, Florida, and Texas) are also in the top four in
terms of population. We examine the relationship between the number of EV charging
stations and population size in Chapter 6.

While you can choose the classes in a histogram, the classes (the stems) of a
stemplot are not as flexible. Example 6 shows how the stem in a stemplot can be
expanded in order to tease out more information about a new dataset: Math SAT
scores.
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Describing a Distribution: Math SAT Scores

Figure 5.5 shows one possible stemplot for the Math SAT scores of a random sample of 100 students entering a state university. Math SATs are scored on a scale from
200 to 800 in increments of 10. Notice for this stemplot, the leaf unit is 10, so that
7|1 represents an SAT score of 710.

Figure 5.5 Stemplot of Math SATs for a random sample of 100 college students.
The shape of the stemplot in Figure 5.5 appears roughly symmetric about data in
the 500s. (If that is difficult to see, rotate the stemplot a quarter turn counterclockwise as shown in Figure 5.6. The data to the right of the red line are about the same
height as the data to the left of the red line.) However, there are too many leaves on
the middle stem to make this an effective display of these data. One way to adjust
the stem is to expand each stem into two stems using the first stem for leaves 0,
1, 2, 3, and 4 and the second stem for leaves 5, 6, 7, 8, and 9. Figure 5.7 shows the
results.
As in Example 5, we use the information from the graphic display to describe features of the distribution of Math SAT scores. The bullets below present a format for
analysis of a graphic representation of data.
●●

Shape: The distribution is unimodal (single-peaked) and roughly symmetric.
Notice that the same can be said of the shape of the stemplot in Figure 5.5.
(In mathematics, the two sides of symmetric patterns are exact mirror images, but
real-life data are almost never exactly symmetric.)

●●

Center: The center appears somewhere on the branch from 500 to 540. So, we’ll
say the center is around 530, which looks to be in the middle of the data values.

●●

Variability (or spread): The SAT scores span from 330 to 710 (a difference of 380).

●●

Outliers: From this display, no individual SAT score appears to fall outside the
overall pattern.

3 3
3 6
4 112334
4 5555666788888899
5 0000111112222222222222223333333444
5 555555666666667777888889
6 001111222223344
6 89
7 1
Figure 5.7 Stemplot with expanded stem.

36
1123345555666788888899
0000111112222222222222223333333444555555666666667777888889
00111122222334489
1

36
1123345555666788888899
0000111112222222222222223333333444555555666666667777888889
00111122222334489
1

3
4
5
6
7

3
4
5
6
7

Figure 5.6 Stemplot in
Figure 5.5 rotated a quarter turn.
Approximate line of symmetry
indicated by the red line.
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In Example 6, we guessed a measure of the center of the Math SAT scores by choosing a value that appeared to be near the center in the stemplot; we described how
spread out the scores were by specifying the span from the minimum Math SAT score
to the maximum score. Section 5.4 will focus on computational methods to measure
the center of a dataset, and Sections 5.5 and 5.6 will introduce measures of variability.

Self Check 4

(a) Use the data in Figure 5.5 to make another stemplot,
but this time expand each stem into five stems. Use
the first stem for leaves 0 and 1, the second for leaves
2 and 3, the third for leaves 4 and 5, the fourth for
leaves 6 and 7, and the fifth for leaves 8 and 9.
(b) Based on your stemplot, describe the overall shape of
the SAT data.
(c) Do any of the SAT scores appear to be outliers?

In Example 6, the Math SAT scores were distributed similarly on both sides of the
middle of the distribution and can be described as roughly symmetric.

Symmetric Distribution

DE F I N I T I O N

A symmetric distribution is one in which
• a vertical line could be superimposed on the histogram and the left and right sides
are approximate mirror images of each other.
• a horizontal line could be superimposed on a stemplot and the top and bottom
are approximate mirror images of each other. (Or the stemplot could be rotated a
quarter turn counterclockwise and a vertical line superimposed as described in the
bullet above.)

Distributions come in a variety of shapes. Unlike the single-peaked, roughly symmetric Math SAT scores, some distributions have a shape in which the bulk of the
values form a heap on one side and the rest of the values stretch out into a long
tail on the other side. This trait is known as skewness. As you will see in Example 7,
income data can be highly skewed.

EXAMPLE

7

Distribution of Family Income

Figure 5.8 shows a stemplot and histogram of total family income from a random sample of 50 families responding to the 2020 Annual Social Economic Supplement (ASEC)
of the Current Population Survey (CPS), which is collected by the United States Census
Bureau. In the stemplot (Figure 5.8a), the leaf unit is 10,000, and the remaining digits
are truncated. Hence, the income represented as 0|7 in the stemplot is in the $70,000
range. The widths of the class intervals for the histogram (Figure 5.8b) are $30,000,
which is wider than what is represented by a branch on the stemplot.
Let’s analyze the shapes of these two graphical displays.
●●

Shape: The income distribution appears unimodal (single-peaked). Most of the
incomes (34 out of 50) are under $120,000, and the rest of the incomes stretch out
into a long tail on the higher-income side. Hence, the shape can be described as
skewed to the right.

Copyright ©2022 COMAP, Inc. Distributed by W.H. Freeman Publishers. Not for redistribution.
06_fapp11e_05570_ch05_140_189.indd 153

03/07/21 9:22 AM

154  

CHAPTER 5

| Exploring Data: Distributions

●●

Center: Half of the data values are below $70,000 and half are above. So, we’ll say
the center is around $75,000.

●●

Variability: The incomes span from $0 to around $340,000. However, the bulk of
the data are more concentrated than this span would indicate.

●●

Outliers: Based on the histogram, there appear to be two outliers: both are total
family income in the $340,000s. Based on the stemplot, there is a third potential
outlier in the $290,000s.

000001111
222333
445555
667777
89
00111
2333
667
89

12
10
8
Frequency

0
0
0
0
0
1
1
1
1
1
2
2
2
2
2
3
3
3

6
4

223
4

2

9
0
44

0

60,000

120,000
180,000
Total family income

(a)

240,000

300,000

360,000

(b)

Figure 5.8 Stemplot and histogram of total-family-income data.

The total-family-income data in Example 7 were right skewed due to a high percentage of families with low to modest incomes and then a low percentage of families
with considerably higher incomes.
Right-Skewed Distribution

D EFI N I T I ON

A right-skewed distribution is a distribution in which the longer tail of the histogram is
on the right side. (Because positive numbers lie on the right side of a number line, such a
distribution is also called positively skewed.)

Count

An easy exam may yield a distribution of scores that are skewed in the other direction. Most students will cluster together with high scores, but there are usually still a
few students with low scores that give the distribution a tail stretching out to the left.
Figure 5.9 illustrates this situation.

Figure 5.9 Exam scores on an
easy exam.
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In such cases, we say the distribution is left skewed.

Left-Skewed Distribution

DEF I N I T I O N

A left-skewed distribution is a distribution in which the longer tail of the histogram is
on the left side. (Because negative numbers lie on the left side of a number line, such a
distribution is also called negatively skewed.)

Self Check 5

There is some concern with the fact that the U.S. population is aging, which has implications for both Social Security and Medicare costs.
(a) The histogram below shows the distribution of residents age 65 and over in each state and the District of
Columbia (2019). Describe the shape of the distribution. Justify your answer.

Frequency

20
15
10
5
0

1000 2000 3000 4000 5000 6000
0
State populations (in 1000s) of residents 65 and older

(b) The stemplot below shows the distribution of the
p ercentages of residents age 65 and older in each
state and the District of Columbia. The leaf unit
for the stemplot is 1%. Describe the shape of this
distribution. Justify your answer.
1
1
1
1
1
2

1
223
4445555
666666666666666777777777777
888888999
0011

Graphical representations are good for analyzing the overall shape of a
distribution of values and for identifying gaps and potential outliers. To answer
precise questions about features of a dataset, such as its center and variability
(or spread), it helps to have numerical summaries to add to our statistical
stories. We explore numerical summaries for the center of a distribution in
Section 5.4.
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5.4 Describing Center: Mean and Median
What kind of gas mileage can you expect to get from midsized cars, according to the
Environmental Protection Agency’s database? Table 5.6 gives the city and highway
gas mileage for a sample of 2021 cars. (Check www.fueleconomy.gov for the fuel
efficiency of your favorite vehicle.)
TABLE 5.6 Fuel Economy (Miles per Gallon) for Model Year 2021 Vehicles
jaboo2foto/Shutterstock

Model

City Miles per Gallon

Highway Miles per Gallon

Acura ILX

24

34

BMW 530i

25

33

Buick Envision AWD

22

29

Chevrolet Malibu

29

36

Ford Escape SEL Hybrid

44

37

Honda Accord

30

38

Infiniti Q50 AWD

19

27

Kia Forte

31

41

Lexus ES 350

22

32

Mercedes Benz AMG

21

26

Nissan Maxima

20

30

Subaru Legacy

27

35

Toyota Prius ECO

58

53

Volkswagen Passat

24

36

We start with graphs. Figure 5.10 is a dotplot of the city mileages of the 14 cars in
the sample of midsized cars.
Figure 5.10 Dotplot of the city
gas mileages of the sample of
midsized cars.

18 20 22 24 26 28 30 32 34 36 38 40 42 44 46 48 50 52 54 56 58 60
City mpg

Dotplot

DEFI N I T I ON

A dotplot is a display of the distribution of a variable in which each observation is
represented by a dot above a horizontal axis. If two or more data values are the same, the
dots are placed directly above each other. For large datasets, each dot may represent a
specified number of observations.

We would like to compare the city gas mileage (mpg) to the highway gas mileage.
Numerical summaries make the comparison that we want more specific. A numerical
description of a distribution begins with a measure of central tendency.

Measures of Central Tendency

DEFI N I T I ON

A measure of central tendency is a single value that represents the center point or typical
value of a dataset. A measure of central tendency provides a value around which most
values in a dataset fall.
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The two most common measures of central tendency are the mean and the
median. Basically, the mean is the arithmetic “average value,” and the median is the
“middle value.”We need to explore the precise procedures for calculating these measures and observe how they behave differently.
One way to visualize the value of the mean of a dataset is to imagine where the
fulcrum would have to be placed for its dotplot to “balance.” We’ve placed a triangle
to mark that spot in Figure 5.10. By visual inspection, we can estimate that the balance point appears to be somewhere between 26 and 30. Let’s see what exact value
the formula yields.

Finding the Mean x

PR O C E DUR E

1. Find the sum of the values.
2. Divide the sum by the number of values.

If the n observations are x 1 , x 2 , . . . , x n, the formula for the mean is
x=

x1 + x2 + . . . + xn
n

The common notation for the mean of all the x-values is a bar over the x, x, which is
pronounced “x-bar.”

EXAMPLE

8

Algebra Review Appendix
Using Formulas

Calculating the Mean for the City-MPG Data

The mean city mileage for the 14 midsized cars in Table 5.6 is
sum of the observations
number of observations
24 + 25 + 22 + 29 + 44 + 30 + 19 + 31 + 22 + 21 + 20 + 27 + 58 + 24
=
14
396
=
≈ 28.3 mpg (miles per gallon)
14

x=

The two most extreme values, 58 mpg from the Toyota Prius ECO and 44 mpg from
the Ford Escape Hybrid, may be outliers and somehow different from those of the other
cars. If we exclude just the Prius from our calculations, the mean city mpg drops to
338
13 = 26 mpg. That single potential outlier adds more than 2 mpg to the mean city mpg!

Example 8 illustrates an important weakness of the mean as a measure of center:
The mean is sensitive to the influence of extreme observations. A skewed distribution that has
no outliers will also pull the mean toward its long tail. So, it is best to avoid using the
mean as the measure of center if the distribution is strongly skewed or there are outliers.
In Example 7 (page 153), we estimated the center of the distribution of total family
income by selecting an income that looked to be from the middle of the distribution.
The median is the formal version of the “middle,” with a specific rule for calculation.

Finding the Median M

PR O C EDUR E

1. Arrange all observations (including any repeated values) in increasing order (from

smallest to largest).
2. If the number of observations n is odd, the median M is the center observation in the

ordered list. To find it, start at the bottom of the ordered data values and count up
( n + 1)/2 observations. If the number of observations is even, the median M is the mean
of the two center observations in the ordered list.
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9

EXAMPLE

Calculating the Median

To find the median city mileage for the 2021 midsized cars in our sample, arrange the
data in increasing order:
19

20

21

22

22

24

24

25

27

29

30

31

44

58

Here the number of observations is even, so the median is the average of the
middle two numbers. To find the position of the middle two numbers, calculate
(14 + 1)/2 = 7.5. Hence, we average the 7th and 8th numbers in the ordered data values: M = (24 + 25)/2 = 24.5 mpg.
What happens if we drop the 58 from the Toyota Prius ECO? The remaining 13 cars
have the following city mileages:
19

20

21

22

22

24

24

25

27

29

30

31

44

Because the number of observations n = 13 is odd, the median is the center observation
(7th position): M = 24 mpg.

The Mean and Median applet (available
in Achieve) is an excellent way to compare
the resistance of M and x to outliers. (Try
Applet Exercise 1.)

EXAMPLE

10

From Examples 8 and 9, you see that the median resists the influence of extreme
observations better than the mean does. A very high value like the Toyota Prius is
simply one observation to the right of center, and, in this case, removing it did not
change the median very much. If you remove the other potential outlier (the Ford
Hybrid’s 44 city mpg), the median of the remaining 12 data values stays at 24 mpg.
On the other hand, the mean would drop to 294/12 = 24.5 mpg, another 1.5 mpg
from the mean after the Prius was removed from the data.
The median and mean are the most common measures of the center of a distribution, and they are close together in a roughly symmetric distribution such as the Math
SAT scores shown in Figure 5.7 (page 152). For the Math SAT data, x = 533.3 and
M = 530 ; a difference of 3.3 points for SAT scores that are on a scale from 200 to 800
is a pretty small difference.
In a skewed distribution, the mean is generally farther out toward the long tail
than is the median. We will check this out in Example 10 by revisiting the skewed
distribution of total family income from Example 7.

Calculating the Mean and Median for Total Family Income

The incomes used to create the stemplot and histogram in Figure 5.8 are recorded in
Table 5.7. These incomes have been ordered from smallest to largest as you look across
the rows.

TABLE 5.7 Total Family Income from Sample of 50 Respondents to ASEC
0

0

301

2464

5793

12,942

14,403

16,001

19,000

20,337

21,000

26,101

30,000

30,586

31,503

43,000

48,201

51,928

54,314

55,000

57,703

60,200

64,310

73,012

73,809

76,450

77,800

85,435

93,403

102,500

107,195

113,036

113,651

114,499

123,495

132,502

134,400

137,494

162,644

165,000

172,503

187,100

199,789

220,701

228,751

234,183

244,983

299,120

341,000

341,587
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12
10
8
Frequency

6
4

360,000

300,000

Total family income

240,000

x

180,000

M

120,000

0

60,000

2

0

The mean of the incomes
is calculated as follows:
x = 5,021,129/50 = $100,422.58.
That value is above what we estimated for the center in Example 7,
which was $75,000. The median is
(73,809 + 76,450)/2 = $75,129.50,
the average of the 25th and 26th
value in the ordered data, and it is
closer to the estimate of the center
given in Example 7.
Figure 5.11 shows a histogram of the income data with
the mean and median marked
on the horizontal axis. You can
see that the right-skewed shape
of the data and the outliers pull
the mean toward the tail of the
distribution.

Figure 5.11 Locating the mean and median on histogram of total family income.

Our discussion of the mean so far does not give the full story. As we see in
Spotlight 5.2, to complicate matters, sometimes the mean changes according to our
point of view.

Self Check 6

Return to the miles-per-gallon data in Table 5.6 (page 156).
(a) Copy the dotplot in Figure 5.10. Then draw a number
line above this plot and, using the same scale, make a
dotplot for the highway mileage data. (That way you
can compare the two dotplots.)
(b) Find the mean and median highway mpg.
(c) Compare the gas mileages (mpg) for city driving to
highway driving. Include appropriate measures of
center in your comparison.

SPOTLIGHT

5.2

Which Mean Do You Mean?
The word “average” can be ambiguous—sometimes it is used
to refer to the mean, sometimes the median, and so on. But
even if it is clear that we are using the mean, we still need to say
what unit is the basis for our averaging. Suppose a tiny school
has only 4 classrooms and their class sizes are 10, 3, 4, and 3.
Most people would say this school’s “average (mean) class size”
is (10 + 3 + 4 + 3)/4 = 5. But that’s not how it seems to the students, half of whom are in a class twice that big! So we could find
the average from the student point of view by taking the mean of
what each of the 20 students would report as the size of his or her
class. Summing the class size total for each student yields

(10 + 10 +  + 10) + (3 + 3 + 3) + (4 + 4 + 4 + 4) + (3 + 3 + 3) = 134

  
 

Students in 1st classroom

2nd classroom

3rd classroom

4th classroom

Hence, from the students’ point of view, the mean class size is
134/20 = 6.7, a number 34% larger than 5. It turns out that the
per-student mean is always at least as large as the per-class
mean, which is good to know when viewing statistics about
schools you are considering attending. (More information on
this example can be found in Lawrence Lesser’s article “Sizing
Up Class Size” in the January 2010 issue of Mathematics
Teacher.)

Copyright ©2022 COMAP, Inc. Distributed by W.H. Freeman Publishers. Not for redistribution.
06_fapp11e_05570_ch05_140_189.indd 159

03/07/21 9:23 AM

160  

CHAPTER 5

| Exploring Data: Distributions
Another common numerical summary of a distribution is the mode, the most
frequently occurring value in a dataset. Like the mean and median, it is a measure of
location for a distribution. However, the mode is not necessarily a good measure of center.
Consider the highway gas mileage displayed in Figure 5.10. The mode is 36 mpg, which
appears twice in the last column of Table 5.6, while all other values in this column appear
only once. The mode (36) is higher than both the mean and the median computed in Self
Check 6b and does not appear to be a good measure of center. Next, consider the city gas
mileage in Figure 5.10. There are two values, 22 and 24 mpg, that have two dots above
them, while all other data values have only one dot. Hence, there are two modes: 22 and
24. The smaller mode of 22 mpg is certainly too low to be a good measure of center.
Mode

D EFI N I T I ON

The mode is the most frequently occurring value in a set of observations. It is possible for
a dataset to have no mode, one mode, or more than one mode.

DebbiSmirnoff/iStock/Getty Images

We can also identify the mode of a histogram. For
e xample, Figure 5.8 (page 154) does not give the raw
data of individual values for total family income, but we
can say that the modal class (or the mode) is the interval from $0 to $30,000, which is the class interval for the
highest bar. The mode also makes sense for categorical
data. Consider the bar chart in Figure 5.12, which displays the color distribution of M&Ms from a large bag
of M&M candies. Notice that, in this case, there are two
modes: blue and orange.
180

164

160

164

140

Frequency

120
100

89

80

64

60

83

72

40
20
0
Figure 5.12 Bar chart of colors
in a large bag of M&Ms.

Red

Blue

Green

Orange

Yellow

Brown

Color
In this section, we have discussed measures of center but within the context of a
graphic display of the data. In Section 5.5, we expand from a single value as a measure of
center to the five-number summary, which also gives us a sense of the spread of a dataset.

5.5 The Five-Number Summary and Boxplots
The median provides one measure of the center of a distribution. But a measure
of center alone can be limiting. Two neighborhoods with a median house price of
$240,000 can be quite different if one has both mansions and modest homes and the
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other has little variation among houses. We are interested in the spread, or variability,
of house prices as well as their centers.
The simplest way to measure variability is with the range, which is the difference
between the smallest and largest observations. For example, the Math SAT scores
shown in the stemplot in Figure 5.7 (page 152) are as low as 330 and as high as 710,
so the range is 710 − 330 = 380. Likewise, the range of the city mileage numbers in
Table 5.6 (page 156) is 58 − 19 = 39 mpg . The range tells us the full span of the data,
but it may be greatly affected by an outlier. For example, excluding the Toyota Prius
ECO from the city mileage data yields a range of 44 − 19 = 25 mpg , a drop in spread
of 15 mpg.

Range

DEF I N I T I O N

The range is a measure of variability of a set of observations. It is obtained by subtracting
the smallest observation from the largest observation.
range = maximum − minimum

We can improve our description of variability by looking only at the spread of the
middle half of the data. The median divides the data in two halves—a lower half consisting of data values below the median and an upper half consisting of data values
above the median. To find the middle 50% of the data, we take the median of the lowerhalf data and the median of the upper-half data; these two medians are called the first
quartile and the third quartile, respectively. The first and third quartiles delineate the
middle half of the data.

Calculating the First and Third Quartiles, Q 1 and Q3

PROCEDURE

1. Arrange all observations (including any repeated values) in increasing order.
2. Use the median to split the ordered dataset into two halves—an upper half and a

lower half. (If the number of values is odd, don’t include the middle observation in
either half.)
3. The first quartile, Q1, is the median of the lower half. The third quartile, Q3, is the

median of the upper half.
Warning: Some software packages or calculators may use a slightly different procedure to
find the quartiles. Don’t worry about this. Generally, the differences will be too small to be
important.

EXAMPLE

11

Finding Quartiles of the City Mileage Data

The city mileage data of the 14 midsized cars (Table 5.6), after sorting, are
19 20 21 22 22 24 24 25 27 29 30 31 44 58
 
Lower half

Upper half

We have indicated with brackets a split of the data into a lower half and an upper half
on either side of the median of 24.5 mpg. The first quartile is the median of the seven
observations in the lower half, so Q1 = 22 . Similarly, the third quartile is the median of
the upper half, so Q3 = 30. Now we can compute the spread of the middle 50% of the
data by subtracting the first quartile from the third quartile, Q3 − Q1, which is called the
interquartile range, or IQR. In this case, the IQR = 30 − 22 = 8 mpg .
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Interquartile Range or IQR

D EFI N I T I ON

The interquartile range is a measure of the variability of the middle 50% of a set of
observations:
IQR = Q3 − Q1

We started by using the smallest and largest observations to indicate the variability of a distribution. These two observations tell us little about the distribution as a
whole, but they give information about the tails of the distribution. Then we used Q1,
M, and Q3 to determine the center and variability of the middle of the data. To get a
quick summary of both center and variability, combine all five numbers: minimum,
Q1, M, Q3, and maximum:
19

22

24.5

30

58

These five numbers, called a five-number summary, offer a reasonably complete
description of center and variability for the city gas mileage data.

Five-Number Summary

DEFI N I T I ON

The five-number summary of a distribution consists of the smallest observation, the first
quartile, the median, the third quartile, and the largest observation, written in order from
smallest to largest. The five-number summary is expressed as follows:
minimum  Q1  M  Q3  maximum

Self Check 7

Return to the highway gas mileage in Table 5.6 (page 156).
(a) Determine the five-number summary for the highway
gas mileage data.
(b) Calculate the IQR.

A boxplot is a graphic representation of the five-number summary. Figure 5.13
shows two options for drawing the boxplots for both the city and the highway gas
mileages for midsized cars from Table 5.6.
60

50

(a) Fuel economy for midsized cars

Maximum

50
Miles per gallon

Maximum

40
Miles per gallon

Third quartile

30

Maximum

Third quartile
Median

20

First quartile

Median
Minimum

Highway

Minimum
First quartile

City

Maximum

Third quartile

40

Median
Third quartile

30

First quartile

Median
Minimum

First quartile

20
60

Minimum

City

Highway

(b) Fuel economy for midsized cars

Figure 5.13 Boxplots of the city and highway gas mileages for 14 cars classified as midsized by the
Environmental Protection Agency. These boxplots can be drawn either (a) horizontally or (b) vertically.
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Boxplot

DE F I N I T I O N

A boxplot (or box-and-whisker plot) is a graph of the five-number summary.
• A central box spans the quartiles Q1 and Q3.
• A line somewhere inside the box marks the median M of the dataset.
• Lines extend from the box out to the smallest and largest observations.

Because boxplots show less detail than histograms or stemplots, they are best
used for side-by-side comparison of more than one distribution. From the boxplots
in Figure 5.13, we see at once that highway mileages are noticeably higher than city
mileages. In fact, the third quartile of city mileage is equal to the first quartile of highway mileage! Boxplots can also indicate a distribution’s skewness. In both boxplots,
the upper whiskers are longer than the lower whiskers, meaning that the upper quarter of the data is more spread out than the lower quarter. Hence, both the distributions for highway and city mileages are skewed to the right. Moreover, in Figure 5.13,
the upper whisker of the city mileage is longer and extends farther to the right than
the upper whisker of the highway mileage. That is due to the hybrid nature of Toyota’s
Prius ECO (an outlier), which gets better gas mileage in the city than on the highway.
We also see that the variability of highway mileages has a somewhat different
pattern than the variability of city mileages. The range of the highway mileages is represented by the length of the boxplot (maximum − minimum) and is smaller for the
highway mileage data than for the city mileage data. The variability of the middle half
of the data is represented by the length of the box (Q3 − Q1 ).
Some calculators and software packages offer an alternative option for boxplots in
which the whiskers go to the farthest values within 1.5 box lengths of the first and
third quartiles, so they do not automatically go out to the minimum and maximum
values. The advantage of modifying the boxplot in this way is that any individual values
more than 1.5 box lengths beyond either quartile can be marked as outliers. Figure 5.14
shows a modified boxplot for the city and highway gas mileages data. Focus on the
city mileage data. Only the gas mileage for the Prius and the Ford Escape were more
than 1.5 box lengths beyond Q3 (in other words, beyond (30 + 1.5(30 − 22)) = 42 mpg ).
The data values for the Prius and Escape have been plotted as dots in the modified
boxplot to indicate their status as outliers. The upper whisker extends only to 31 mpg,
the largest data value that is within 1.5 box lengths of Q3.

Fuel economy for midsized cars

City

Highway

20

30

40
Miles per gallon

50

60

Figure 5.14 Modified boxplot for city and highway mileages of midsized cars. The dots
represent outliers because they are more than 1.5 box lengths from the upper end of the box, Q3.
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Self Check 8

The ages (rounded to the nearest year) of Academy
Award–winning best actresses over a 32-year period from
1990 to 2021 are listed below in order from youngest
to oldest:
23 26 26 26 28 29 29 30 30 31 32 33 33 34 35 36
36 36 40 43 45 45 46 46 49 51 54 61 62 63 65 81
(Note: You will revisit these data in Exercise 57.)
(a) Here is a five-number summary for the age data:
Minimum = 23, Q1 = 30, Median = 36, Q3 = 47.5,
Maximum = 81
Calculate the IQR. Then determine which, if any, of
the data values are more than 1.5 × IQR below Q1 or
above Q3. Show your calculations.
(b) Draw a modified boxplot for the age data.
(c) Would you describe the shape of this distribution as
roughly symmetric, skewed right, or skewed left?

Although the five-number summary is the most generally useful numerical
description of a distribution, it is not the most common. That distinction belongs to
the combination of the mean with the standard deviation, which is the topic of the
next section.

5.6 Describing Variability: The Standard Deviation
The mean, like the median, is a measure of center. The standard deviation, like the
interquartile range and range, measures variability. The standard deviation and its
square, the variance, measure variability by looking at how far the observations are
from their mean.

EXAMPLE

12

Understanding the Standard Deviation

When you buy stocks or mutual funds, you need to be aware of how to quantify and
balance mean gain with the variability or risk of the investment, especially when the
market is going through a volatile period. Consider the PIMCO Total Return A (symbol: PTTAX), a fund that invests in intermediate-term, fixed-income securities. Table 5.8
shows its annual total returns for a recent five-year period.

TABLE 5.8 PTTAX Annual Total Return
Calendar Year

2016

2017

2018

2019

2020

Return (%)

2.20

4.73

−0.60

7.89

8.51

Figure 5.15 shows a dotplot of the data, with their mean marked by a triangle.
The arrows mark two of the deviations from the mean: One is positive, and one is
negative. We won’t get a useful measure of variability by totaling up all the positive
and negative deviations because they will always sum to 0!
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−
x 5 4.546

20.60
Deviation 5 25.146

21.0 20.5

0.0

0.5

1.0

1.5

2.0

2.5

7.89
Deviation 5 3.344

3.0 3.5 4.0 4.5 5.0 5.5
Annual total return (percent)

6.0

6.5

7.0

7.5

8.0

8.5

9.0

Figure 5.15 Measuring variability by looking at the deviations of observations from their mean.

Squaring the deviations makes these numbers all positive, and a reasonable measure of
variability is the average of the squared deviations. This average is called the variance.
The variance is large if the observations are scattered widely around their mean. The
variance is small if the observations are fairly close to the mean.
But the variance does not have meaningful units. With the annual return data
measured in percentages, the variance has units of “squared percentages.” Taking the
square root of the variance yields the standard deviation, which gets us back to the
units of the original variable (in this case, percentages).

Self Check 9

Figure 5.15 shows the calculations for two of the deviations from the mean, x − x , for the data in Table 5.8.
(a) Calculate the deviations from the mean corresponding to the other three data values: 2.20, 4.73, and 8.51.
(b) Verify that the sum of all five deviations is 0 (or close
enough to 0 that any difference from 0 is due to
roundoff error).

Standard Deviation

DE F I N I T I O N

The standard deviation is a kind of “standard” or average amount that observed data
values deviate from their mean. More precisely, it is the square root of the mean of the
squared deviations, except that the mean involves dividing by n − 1 instead of the usual n.
(It turns out that n − 1 makes this particular formula more accurate, but the justification
is beyond the scope of this book.) In symbols, the standard deviation s of n observations
x 1 , x 2 , . . . , x n is
( x 1 − x )2 + ( x 2 − x )2 + . . . + ( x n − x )2
s=
n−1

Algebra Review Appendix
Powers and Roots

For simple datasets, standard deviation often can be estimated mentally by applying the first sentence of the above definition. For example, for the dataset {25, 25, 25,
30, 35, 35, 35}, we can readily see that 30 is the mean and that the other numbers are
each 5 units away from it. So we might assume that the standard deviation would be
a value close to or equal to 5—and it is! Here are the calculations.
s=
=

(25 − 30)2 + (25 − 30)2 + (25 − 30)2 + (30 − 30)2 + (35 − 30)2 + (35 − 30)2 + (35 − 30)2
7−1
25 + 25 + 25 + 0 + 25 + 25 + 25
=
6

150
= 25 = 5
6
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EXAMPLE

13

Calculating the Standard Deviation of the PTTAX Annual Return Data

To find the standard deviation of the five return rates in Example 12, first find the mean.
x=

2.20 + 4.73 + ( − 0.60) + 7.89 + 8.51
≈ 4.546%
5

Table 5.9 shows how we first calculate TABLE 5.9 Step-by-Step Approach to Calculating Standard Deviation
the deviations and then the squared deviaObservations Deviations (Observation - Mean)
Squared Deviations
tions. Keep in mind that you will get more
accuracy if you include more decimal places
xi
xi − x
( x i − x )2
for the mean throughout the process and do
2.20
2.20 − 4.546 = −2.346
not round until the end.
( −2.346)2 = 5.503716
The variance s2 is the sum of the
4.73
4.73 − 4.546 = 0.184
(0.184)2 = 0.033856
squared deviations divided by 1 less than
the number of observations, so it would be
−0.60 − 4.546 = −5.146
-0.60
( −5.146)2 = 26.481316
58.91452
≈
14.729
.
The
standard
deviation
is
5−1
7.89
7.89 − 4.546 = 3.344
(3.344)2 = 11.182336
the square root of the variance, so we obtain
s = 14.729 ≈ 3.84%. This standard deviation
8.51
8.51 − 4.546 = 3.964
(3.964)2 = 15.713296
of 3.84% is relatively low, suggesting that the
Sum = 58.91452
PTTAX mutual fund has some stability over
the five-year period from 2016 to 2020. In
Self Check 10, you’ll have the chance to c ompare the PTTAX performance to that of the
CSRSX mutual fund.

As you can imagine, calculating standard deviations using the formula above for
even a moderately sized dataset can be time consuming. In Spotlight 5.3, technology
comes to the rescue!

SPOTLIGHT

5.3

Using Technology to Calculate Standard Deviation and
Other Numeric Summaries
While the formula in the definition box for standard deviation
has conceptual clarity and a straightforward implementation (as
shown in Table 5.9), it can be tedious to apply to large datasets
with a basic-level calculator (such as a cell phone calculator).
This spotlight focuses on how to use technology to calculate
the mean, standard deviation, and five-number summary.
If you have a graphing calculator in the TI-83/84+ family,
here’s how to calculate a variety of numeric summaries including the standard deviation:

If your data have been entered into a column of an
Excel spreadsheet, you can calculate summary statistics as
follows:
●●

To calculate the mean, in an empty cell, enter = AVERAGE(
and then click on the first data value and drag down
to the last data value. Finish the command with ) and
press Enter.

●●

To calculate the standard deviation, replace AVERAGE
(above) with STDEV.

●●

●●

Press STAT 1 (for Edit).

●●

Clear any old data from list L1 and enter your data.

●●

Press STAT → CALC 1 (for 1-Var Stats). Press ENTER one
or more times.

●●

Read off the mean, x , and standard deviation, Sx. Press
the down arrow to reveal the five-number summary.

To calculate a five-number summary, replace AVERAGE
(above) with QUARTILE. Add a comma after your selection
of the first to last data values, followed by a number, 0, 1,
2, 3, or 4, to calculate the minimum, Q1, median, Q3 , or
maximum, respectively. Finish the command with ) and
press Enter.

For other calculators (both graphing and scientific), search for
a YouTube video demonstrating how to compute a standard
deviation and other statistics using your brand of calculator.

In addition to spreadsheet software, statistical software such
as JMP, Minitab, SPSS, and R all compute the numeric summaries covered in this chapter.
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EXAMPLE

14

Calculating Standard Deviation Using a TI-84 Graphing Calculator

Next, we compare the PTTAX fund from Example 12 TABLE 5.10 PTTAX and CSRSX Annual Total Return
(Table 5.8) with a different one—the Cohen & Steers
Calendar Year
2011
2012
2013
2014
2015
Realty Shares (symbol: CSRSX), a mutual fund that
invests in real estate investment trusts. Table 5.10 disCSRSX Return (%)
6.18
15.72
3.09
30.18
5.00
plays the calendar-year total returns (in percentages) of
−2.30
4.29
0.34
PTTAX Return (%)
3.74
9.93
the two funds for a 10-year period (which includes the
Calendar Year
2016
2017
2018
2019
2020
five years covered in Table 5.8).
We turn to the TI-84 graphing calculator to cal−4.19
32.9
CSRSX Return (%)
5.61
7.09
-2.88
culate the mean and standard deviations for the
PTTAX Return (%)
2.20
4.73
−0.60
7.89
8.51
CSRSX return percentage data in Table 5.10. After
entering the data and working through the instructions in Spotlight 5.3, we obtain the numeric summaries shown in Figure 5.16.
We repeat this process for the PTTAX return percentages and find
that the mean and standard deviation (rounded to two d ecimals)
are 3.87% and 4.06%, respectively. Now we are ready to compare
the results for the Cohen & Steers Realty Shares (CSRSX) with the
results for PIMCO Total Return A (PTTAX). On the one hand, the
mean of the CSRSX returns is approximately 9.87%, which is more
Figure 5.16 Using the TI-84 to
than 2.5 times the mean of 3.87% from the PTTAX returns. However, it comes with a trade-off—a much higher standard deviation of approximately calculate mean, standard deviation,
12.68% compared to only 4.06% for PTTAX. Scanning the numbers in Table 5.10, and five-number summary.
we see the dramatic lows and highs that make this fund feel like a roller-coaster
ride! Knowing how to interpret these numbers is critical when making investment
choices to fit your financial goals and tolerance for risk.

Self Check 10

Return to Table 5.10 for the CSRSX percentages. Focus
on the last five years of data, the same years used for the
PTTAX data in Table 5.8.
(a) Calculate the mean annual total return percentage for
CSRSX over the years 2016–2020. Compare this value
to the mean for PTTAX over those same five years.
(b) Calculate the standard deviation for the CSRSX data
over these same years. Which fund, PTTAX or CSRSX,
was more variable over the years 2016–2020? Explain.

More important than the details of calculation of the standard deviation are the
properties that determine the usefulness of the standard deviation:
1. s measures variability about the mean x . Use s to describe the variability of a
distribution only when you use x to describe the center.
2. s = 0 only when there is no variability. This happens only when all observations
have the same value. Otherwise, s > 0 . As the observations display more
variability about their mean, s gets larger.
3. s has the same units of measurement as the original observations. For example, if
you measure heights in inches, both the mean x and the standard deviation s are
also in inches.
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4. The use of squared deviations in its computation makes s even more sensitive
than x to a few extreme observations. Distributions with outliers and strongly
skewed distributions have large standard deviations. The number s does not give
much helpful information about such distributions.
We now have a choice between two descriptions of the center and variability of a
distribution: (1) the five-number summary or (2) x and s.

Choosing a Summary

RULE

• The five-number summary is usually better than the mean and standard deviation for
describing a skewed distribution or a distribution with outliers.
• Use x and s only for reasonably symmetric distributions that are free of outliers.

Although the mean and standard deviation are widely used, the real reason for
the popularity of the standard deviation is that it is the measure of variability generally used for the special class of distributions called normal distributions, which we will
discuss in Section 5.7.

5.7 Normal Distributions
We now have a kit of graphical and numerical tools for describing distributions.
In addition, we have a clear strategy for exploring data on a single numerical
variable:

Figure 5.17 A histogram of the
vocabulary scores of 947 seventhgrade students in Gary, Indiana.
The smooth curve, bell-shaped in
this graph, shows the overall shape
of the distribution.

2

3

1. Always plot your data. Make a graph, usually a histogram, a dotplot, or a
stemplot.
2. Look for the overall pattern (shape, center, variability) and for striking
deviations, such as outliers.
3. Calculate a numerical summary to give some description of center and
variability.
Here is one more step to add to this strategy:
4. I f the overall pattern of a large number of observations is so regular that we
can describe it by a smooth curve, then draw that curve superimposed on the
histogram.

4
5
6
7
8
9
10
Vocabulary score (grade level equivalent)

11

12

Figure 5.17 is a histogram of Iowa Test vocabulary
scores of 947 seventh-grade students. It has been
scaled so that the area under each bar represents the
proportion of students who scored at that level. Like
most histograms from national standardized tests,
the histogram is symmetric and single-peaked and
has a distinctive bell shape, which we have superimposed on the histogram.
The smooth curve, called a density curve, is an
idealized description of the distribution. It gives a
compact picture of the overall pattern of the data
but ignores minor irregularities as well as any outliers. The curve in Figure 5.17 due to its bell shape
is a normal density curve. A distribution whose
shape is described by a normal curve is a normal
distribution.
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Density Curve

DE F I N I T I O N

A density curve is a curve that
• is always on or above the horizontal axis and
• has an area under the curve that is exactly 1.
A density curve summarizes the overall pattern of a distribution. The area under the curve
above any interval is the proportion of all observations that fall in that interval.

Normal Distribution

DEF I N I T I O N

The distribution of a variable tells us what values the variable takes and how often it takes
these values. A normal distribution is described by a normal density curve, which has a
bell-shaped graph.

EXAMPLE

15

From Histogram to Density Curve

You can think of a normal curve as a smoothed-out histogram when there is symmetry
and one mode. Our eyes respond to the areas of the bars in a histogram. The bar areas
represent proportions of the observations. Figure 5.18a is a copy of Figure 5.17 in which
the bars to the left of a score of 6 are shaded. The area of the shaded bars represents
the proportion of Gary, Indiana, seventh graders with vocabulary scores of 6 or lower,
which turns out to be 287/947 ≈ 0.30. So, 6.0 is the 30th percentile, meaning that 30% of
the students scored at or below 6.0.
You’ll notice that Figure 5.18b is very similar to Figure 5.18a, but there is a key difference. We have superimposed a normal density curve over the histogram and have shaded
the area under this bell-shaped curve to the left of 6.0. We know that the areas of histogram
bars represent proportions out of all the observations and that all the bars together represent a proportion of 1, or 100% of the observations. So, we treat the total area under the
normal curve as 1 (for 100%), which turns the curve into a normal density curve. Now,
areas under the density curve actually are proportions of the observations. The shaded area
under the normal density curve in Figure 5.18b approximates the proportion of students
with scores of 6.0 or lower (which is the area of the shaded bars in Figure 5.18a). This area
turns out to be 0.293, only 0.010 away from the histogram result. You see that areas under
the normal density curve give quite good approximations of areas given by the histogram.

The shaded
bars represent
scores 6.0.

2

3 4 5 6 7 8 9 10 11 12
Vocabulary score (grade level equivalent)

The shaded area
under the curve
represents
scores 6.0.

2

Figure 5.18a The proportion of scores less than or

3 4 5 6 7 8 9 10 11 12
Vocabulary score (grade level equivalent)
Figure 5.18b The proportion of scores less than or

equal to 6.0 from the histogram is 0.30.

equal to 6.0 from the normal density curve is 0.293.
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If a variable’s distribution can be described by a normal curve, then the area under
the normal density curve above any interval of values tells us what proportion of all
values of the variable lie in that interval. We apply that idea in Example 16.

EXAMPLE

16

Heights of American Women

Figure 5.19 shows the heights of American women between the ages of 18 and 24.
The proportion of young women who are between 60 inches (5 feet) and 65 inches tall
is given by the area under the density curve between 60 and 65. This area, calculated
using technology, is about 0.54, so approximately 54% of these women are between
60 and 65 inches tall.
The area under the
curve between 60
and 65 is ≈ 0.54.
So about 54% of
all values of this
variable are between
60 and 65.

56

58

60

62 64 66
Height (inches)

68

70

72

Figure 5.19 Areas under a normal density curve describe a normal distribution. This normal
curve describes the distribution of heights of American women.

Mountain
peak

Slope begins to flatten.

Mean

Normal Curves and the Standard Deviation
All normal curves have the same general shape. They are symmetric and bell-shaped, with tails that fall down rapidly from a central
peak. The center of the normal curve is the mean (balance point) of
the distribution. It is also the median because half the observations
(half the area under the curve) lie on each side of the center.
Normal curves have the special property that their variability is
determined completely by a single number, the standard deviation—
which can be found directly from the curve. Here’s how: Imagine that
you are skiing down a mountain that has the shape of a normal curve,
represented by the accompanying figure. At first, you descend at an
ever-steeper angle as you go out from the peak (which aligns with the
mean of a normal curve). Fortunately, before you find yourself going
straight down, the slope begins to grow flatter rather than steeper as
you continue downhill.
The points on a normal curve at which the change of curvature
takes place are located 1 standard deviation from the mean on either
side. You can feel the change as you run your finger along a normal
curve, and in that way you can find the standard deviation. Try it on the
two normal curves in Figure 5.20a, which have the same means but different standard deviations. Notice that the distribution with the larger
standard deviation is more spread out and has a flatter normal curve.
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Figure 5.20 (a) Two normal
curves with the same mean but
different standard deviations. The
standard deviation for each curve
is the distance from the center (the
mean) to the change-of-curvature
point on one side of the center.
(b) Two normal curves with the
same standard deviation but
different means.

Standard
deviation

Standard
deviation

Same standard
deviation

Different means
(b)

Mean
(a)

A normal distribution is completely determined by two numbers: the mean, m,
and the standard deviation, σ . (Note: µ and σ are the Greek letters mu and sigma,
respectively.) Normal curves with the same standard deviation have exactly the same
shape. Changing the mean just moves the center of the curve to a new location, as
Figure 5.20b shows, whereas changing the standard deviation changes the variability
of the curve, as Figure 5.20a shows.
Mean and Standard Deviation
of a Normal Distribution

DEF I N I T I O N

The mean of a normal distribution is at the center of symmetry of the normal curve.
The standard deviation of a normal distribution is the distance from the center to the
change-of-curvature points on either side.
When specifying a distribution by a density curve, we used the Greek letters µ and σ
for the mean and the standard deviation, respectively.

Self Check 11

(a) Which of the normal density curves at the right, the
solid curve or the dashed curve, represents the distribution with the larger mean?
(b) Which normal density curve represents a distribution
with the larger standard deviation?
10 15 20 25 30 35 40

Because any particular normal distribution is completely determined by its mean
and standard deviation, it is not surprising that all normal distributions are the same
in terms of what proportion of observations are within any given number of standard
deviations of the mean. Here is an important rule based on this fact.
The 68–95–99.7 Rule for Normal Distributions

R UL E

According to the 68–95–99.7 rule, in any normal distribution:
• About 68% of the observations fall within 1 standard deviation of the mean.
• About 95% of the observations fall within 2 standard deviations of the mean.
• About 99.7% of the observations fall within 3 standard deviations of the mean.

Figure 5.21 illustrates the 68–95–99.7 rule.
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99.7%
of data
95%
of data
68%
of data
−3

Figure 5.21 The 68–95–99.7
rule for normal distributions.

EXAMPLE

17

−2

−1

0
1
2
Mean
Standard deviations from mean

3

Heights of American Women: Application of the 68–95–99.7 Rule

The heights of women between the
ages of 18 and 24 are distributed
roughly normally, with a mean of 64.5
inches and a standard deviation of 2.5
inches. Two standard deviations are 5
inches for this distribution. The “95”
part of the 68–95–99.7 rule says that
the middle 95% of young women are
between 64.5 − 5 and 64.5 + 5 inches
tall, that is, between 59.5 inches and
69.5 inches.
The other 5% of American women
have heights outside the range from
59.5 to 69.5 inches. Because the normal distributions are symmetric, half of
these women are on the tall side, and
half on the short side. So the tallest
2.5% of young women are taller than
69.5 inches. See Figure 5.22.

Area 5 95%
Area 5 2.5%

Area 5 2.5%
59.5

62

64.5

2 standard deviations

67

69.5

2 standard deviations

Height (inches)
Figure 5.22 Shaded area (as a percentage of the total area under the curve) above
2 standard deviations about the mean.

In Example 17, we determined that the middle 95% of women’s heights were
between 59.5 inches and 69.5 inches. But what if we want to isolate the middle 50%
of heights, which are determined by the first and third quartiles? It turns out that the
first and third quartiles of a normal distribution are approximately 0.675 standard
deviation on either side of the mean. For the case of women’s heights, that means
Q1 ≈ 64.5 − 0.675(2.5) ≈ 62.8 inches and Q3 ≈ 64.5 + 0.675(2.5) ≈ 66.2 inches. In other
words, the middle 50% of women are between 62.8 and 66.2 inches tall.

Quartiles of a Normal Distribution

D EFI N I T I ON

The first and third quartiles of a normal distribution are located about 0.675 standard
deviation away from the mean: Q1 ≈ µ − 0.675σ and Q3 ≈ µ + 0.675σ .
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Math SAT Test Scores: Putting It All Together

The stemplot in Figure 5.7 (page 152)
of Math SAT scores appeared moundshaped and symmetric, or roughly normal. (It turns out that the distribution
of scores on many standardized tests,
such as the SATs and ACTs, are close to
normal.) Assume that Math SAT scores
have an approximate normal distribution
with µ = 500 and a standard deviation
σ = 100.
Sketching a normal curve and
scaling the horizontal axis with the
200
300
400
500
600
700
800
mean and points 1, 2, and 3 standard
432.5
567.5
deviations from the mean can help
Q1
Q3
you use the 68–95–99.7 rule. You can
SAT score
also mark the first and third quartiles,
Figure 5.23 This normal curve represents the distribution of Math SAT scores. This
Q1 and Q3 , to get a sense of where the
normal curve has a mean of 500 and a standard deviation of 100. The scaling for the
middle 50% of the data fall. We have horizontal axis includes the mean and tick marks 1, 2, and 3 standard deviations from
done this in Figure 5.23 for the Math the mean. In addition, Q1 and Q3 have been indicated in red.
SAT scores.
Based on the distribution shown in Figure 5.23 and using the rules that we just
learned, we can answer the following questions.
What percentage of scores is above 600? What percentile is represented by 600?
●●

●●

A score of 600 is 1 standard
deviation above the mean. By the
“68” part of the 68–95–99.7 rule,
68% of all scores fall between
400 and 600, and 32% fall
below 400 or above 600 (see
Figure 5.24). Because normal
curves are symmetric, half of this
32% are above 600. So, 16% of
test-takers score above 600.
A score of 600 is at the 84th
percentile of all test-takers,
meaning that 84% of test-takers
have scores at or below 600. We
determine this value by adding
16% and 68% (corresponding
to the lower blue area and
middle white area in Figure 5.24).

Area = 68%

Area = 16%

200

300

Area = 16%

400

432.5
Q1

500

700

800

SAT score

What percentage of scores falls between 200 and 800?
●●

600

567.5
Q3

Figure 5.24 Using the 68–95–99.7
rule to find the percentage of Math SAT
scores that are above 600.

Scores of 200 and 800 are 3 standard deviations on either side of the mean.
The “99.7” part of the 68–95–99.7 rule says that 99.7% of all scores lie in this
interval. (In practice, the SAT makes this 100% by reporting as 200 those
rare scores below 200 or as 800 those rare scores above 800. So, this normal
distribution is a good—but not perfect—model of reality.)

What is the lowest score that would still fall in the top 25%?
To answer this question, we use the third quartile, which we have already
marked in Figure 5.23: Q3 = 500 + (0.675)(100) = 567.5.

●●
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Self Check 12

Use the distribution of Math SAT scores given in
Example 18 to answer the following questions.
(a) What percentage of the SAT scores is below 300?
(b) What percentage of the SAT scores is between 300
and 600?
(c) What is the highest score that would fall in the bottom
25th percentile?

The 68–95–99.7 rule allows you to find selected areas under a normal curve—
areas for outcomes bounded by 1, 2, or 3 standard deviations away from the mean.
You can use tables, software, a graphing calculator, or the Normal Density Curve applet
to find any area under a normal curve (as was done in Figure 5.18b, page 169). See
Applet Exercises 2 to 4 to practice using the applet to find proportions.
While many types of data can be modeled by normal distributions, don’t forget
that many datasets do not follow a normal pattern. For example, most income distributions, such as the histogram of total family income in Figure 5.8 (page 154), are
skewed to the right and are not normal. However, density curves can be fit to nonnormal data as shown in Spotlight 5.4.

SPOTLIGHT

5.4

Density Estimation
Normal curves are one type of density curve, but there are
many other types used for different purposes. Clever software for “density estimation” will calculate a density curve to
describe any set of observations you give it.
The accompanying figure shows a strongly right-skewed
distribution based on around 10,000 total family incomes,
considerably more values than for the dataset in Table 5.7
(page 158). Two graphs of the distribution are overlaid: a
histogram and a density curve (created using the statistical
package R). The histogram and density curve agree on the
overall shape and on the little “bumps” in the long right tail.
Because the density estimators don’t depend on dividing the
data into classes as histograms do, many statisticians prefer
them when they need a picture of a distribution.

0

200,000 400,000 600,000 800,000
Total family income (dollars)

Histogram and density curve based on 10,000 observations of
total family income.

Review Vocabulary
Bimodal distribution A distribution with two peaks separated by

a valley. (p. 151)
Boxplot A graph of the five-number summary. A box spans

the quartiles, with an interior line marking the median. Lines
extend out from the ends of this box to the extreme high and

low observations. A modified version of the boxplot extends the
lines only to the extreme high and low observations that are
within 1.5 box lengths of the quartiles. Any values that are more
extreme are marked (often with dots or asterisks) as outliers.
(p. 163)
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Central tendency A measure of central tendency is a single
value that represents the center point or typical value of a
dataset. (p. 156)
Class intervals Nonoverlapping, consecutive intervals into
which data are classified to give an idea of the distribution.
Class intervals are generally of equal width. (p. 146)
Density curve A curve that summarizes the overall pattern of a

distribution. A density curve lies on or above the horizontal axis
and has an area under the curve equal to 1. (p. 169)
Distribution The pattern of how often a variable takes certain
values or intervals of values. (p. 145)
Dotplot A display of the distribution of a variable in which

each observation (or group of a specified number of
observations) is represented by a dot above a horizontal axis.
Dots representing the same value are stacked vertically above
that value. (p. 156)
Exploratory data analysis (EDA) The practice of using graphs
and numbers to examine data for overall patterns and special
features without necessarily seeking answers to specific
questions. (p. 144)
Five-number summary A summary of a distribution that gives

the smallest observation, first quartile, median, third quartile,
and largest observation, in that order. (p. 162)
Frequency distribution Classification of all observed values of a

variable into nonoverlapping classes or intervals that records
how many times data values occur in each class. (p. 145)
Histogram A graph of the distribution of outcomes (often

divided into classes) for a single quantitative variable. The
height of each bar is the number of observations (or proportion
of observations) in the class of outcomes covered by the base
of the bar. All classes should have the same width, and each
observation must fall into exactly one class. (p. 147)
Individuals The people, animals, or things described by a
dataset. (p. 143)
Interquartile range (IQR) A measure of the variability of the

middle 50% of the data. The IQR is the difference of the first
and third quartiles. (p. 162)
Left-skewed distribution A distribution in which the longer tail

of the histogram is on the left side. (p. 155)
Mean The ordinary arithmetic average of a set of observations.
To find the mean, add all the observations and divide the sum
by the number of observations. (p. 157)
Mean of a normal distribution The balance point of a normal
density curve that represents a normal distribution. The mean is
at the line of symmetry of the normal curve. (p. 171)
Median The middle of a set of ordered observations. Half

Normal density curve Symmetric, bell-shaped curve. The
center line of the normal curve is at the mean. The changeof-curvature point in the bell-shaped curve occurs 1 standard
deviation on either side of the mean. All density curves are
scaled so that the area under the curve is 1. (p. 169)
Normal distributions A family of distributions that describe how

often a variable takes its values by areas under a curve, called
a normal density curve. A specific normal curve is completely
described by two numbers: its mean and its standard deviation.
(p. 169)
Outlier A data point that falls clearly outside the overall pattern
of a set of data. (p. 150)
Quartiles The first quartile (Q1) of a distribution is the point
with one-quarter of the observations falling below it; the third
quartile (Q3) is the point with three-quarters below it. Calculate
Q1 and Q3 by determining the median of the lower half and
upper half of the ordered observations, respectively. (p. 161)
Quartiles of a normal distribution The first and third quartiles

of a normal distribution are around 0.675 standard deviation
below and above the mean, respectively. (p. 172)
Range The measure of variability obtained by subtracting the
smallest observation from the largest observation. (p. 161)
Relative frequency distribution Classification of all observed

values of a variable into nonoverlapping classes or intervals
that records the fraction of times data values occur in each
class. (p. 145)
Right-skewed distribution A distribution in which the longer tail
of the histogram is on the right side. (p. 154)
68–95–99.7 rule In any normal distribution, approximately 68% of
the observations lie within 1 standard deviation on either side of
the mean, 95% lie within 2 standard deviations of the mean, and
99.7% lie within 3 standard deviations of the mean. (p. 171)
Standard deviation A measure of the variability of a

distribution about its mean as center. It is the square root of
the average squared deviation of the observations from their
mean. (p. 165)
Standard deviation of a normal distribution The horizontal

distance from the mean to the change-of-curvature point on
either side of the normal density curve that represents the
distribution. (p. 171)
Stemplot A display of the distribution of a variable that attaches
the final digits of the observations as leaves on stems made up
of all but the final digit. (p. 149)
Symmetric distribution A distribution with a histogram,

stemplot, or dotplot in which the part below the median
is roughly a mirror image of the part above the median. (p. 153)

the observations fall below the median, and half fall above.
(p. 157)

Unimodal distribution A distribution with one peak. The values
increase at first and then decrease after reaching a peak. (p. 152)

Mode The most frequently occurring value in a set of
observations. (p. 160)

Variable A particular characteristic that can take on different

values for different individuals. (p. 143)
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Self Check Answers
(a) The individuals are the students.

(b) “Major” is a qualitative variable, and “points” is a quantitative variable.
2.

Tally

Frequency

Relative
Frequency

0 ≤ COINS < 50

|||| |||| |

11

11/33 ≈ 0.333

50 ≤ COINS < 100

|||| |||| |

11

11/33 ≈ 0.333

100 ≤ COINS < 150

|||| |

6

6/33 ≈ 0.182

150 ≤ COINS < 200

|||

3

3/33 ≈ 0.091

200 ≤ COINS < 250

||

2

2/33 ≈ 0.061

12
10
8
6
4
2
0

9
10
11
12
13
14
(a)

1
1
1
1
1
2

Frequency

(b)

4.

(b) If you rotate the display 90 degrees left, here’s how it would look.

(a)

Class Interval

3.

5. (a) The shape of the distribution is skewed to the right
since the long tail extends to the right in the histogram.

1
223
4 4 4 5555
6 6 6666666666666777777777777
8 8 8888999
0011

1.

0

50

100
150
Coins (cents)

200

250

The data are concentrated on the right, with a tail that stretches
out slightly to the left. So, the distribution appears slightly
skewed to the left.
6.

8

(a)

Highway driving
2
0047 8
2
17
3
3
3
3
4
4
4
4
4
5
5
5
5
5
6
6
6
6
6
7

City driving

18 20 22 24 26 28 30 32 34 36 38 40 42 44 46 48 50 52 54 56 58 60

mpg

487
≈ 34.8 mpg ; M = 34.5 mpg .
14
(c) Sample answer: The median gas mileage for highway driving is 34.5 mpg compared to only 24.5 mpg for city driving. The
dotplot for highway driving appears shifted to the right compared to the dotplot for the city driving. However, the data
value for the Prius is not as extreme in the highway driving
dotplot (53 mpg) compared to the city driving dotplot (58 mpg).
(b) x =

3
6
11
23 3
45 5 5 5
66 6 7
88 8 8 8 8 9 9
000011111
2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 3 3 3 3 333
444555555
666666667777
888889
001111
22 2 2 2 3 3
44

7. (a) Minimum = 26, Q1 = 30, M = 34.5, Q3 = 37 ,
maximum = 53.
(b) IQR = 37 − 30 = 7 mpg
8.

(a) IQR = 47.5 − 30 = 17.5; 1.5 × 17.5 = 26.25

Q1 − 1.5 × IQR = 3.75
Q3 + 1.5 × IQR = 73.75
There is only one age above 73.75, namely, 81.
(b)

89
1

30 36

47.5

23

(b) Sample answer: Overall, it appears single-peaked and
roughly symmetric.
(c) After expanding the stem, 330, 360, 680, 690, and 710 are
potential outliers.

20

81

65

30

40

50
Age

60

70

80
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(c) Skewed to the right. The upper whisker is longer than the
lower whisker.
9. (a) 2.20 − 4.546 = −2.346, 4.73 − 4.546 = 0.184,
8.51 - 4.546 = 3.964.

11. (a) The solid curve represents the distribution with the
larger mean since its center of symmetry is around 30 and the
dashed curve’s center of symmetry is around 25.
(b) The dashed curve represents a distribution with the larger
standard deviation since it is the flatter of the two density
curves.

(b) ( −2.346) + 0.184 + ( −5.146) + 3.344 + 3.964 = 0.
10. (a) x = 38.53/5 ≈ 7.706%. This mean is higher than the
4.546% for PTTAX.

12. (a) 2.5%

(b) s = 14.94%; CSRSX is more variable over this five-year
period than PTTAX. Its standard deviation is nearly four times
the standard deviation for PTTAX.

(c) 500 − 0.675(100) = 432.5

(b) (13.5 + 68)% = 81.5%

Skills Check
1. A university conducted a study on factors related to
student success. The accompanying table shows the first
four rows of a dataset used as part of this study. Describe the
individuals in these data.

7. Brenner looks at real estate ads for houses in Sarasota,
Florida. There are many houses ranging from $200,000 to
$400,000 in price. A few houses on the coast, however, have
prices from $500,000 up to $15 million. The
distribution of house prices will be

Gender

Scholarship
Award

High
School
Percentile

Residency

First-year
GPA

10256

Male

2000

64

Commuter

2.81

10260

Female

4000

72

On campus

3.62

10349

Female

2000

65

On campus

2.35

10388

Male

6000

85

On campus

3.76

Student ID

2. How many variables are shown in the table in Skills
Check 1? Classify each as quantitative or qualitative.
Figure 5.8b (page 154) is a histogram of the total family income for
50 families in the United States. Skills Checks 3, 4, and 5 are based
on this histogram.
3. The number of families with total incomes covered by the
leftmost bar in the histogram is
.
4. What is the relative frequency for the interval covered by
the leftmost bar?
5. What percentage of families had total family incomes of at
least $90,000?
6. The histogram below represents the number of job
applications completed by recent college graduates before securing
a job. This distribution is best described as
-skewed.

Frequency

150

(b) roughly symmetric.
(c) skewed to the right.
8. Here are foot lengths (in centimeters) of 15
randomly chosen soldiers:
27.2

28.0

26.2

25.7

32.8

25.0

26.3

28.0

27.4

25.8

26.9

26.8

27.3

29.0

28.8

In a stemplot of these measurements, the largest stem is
.
9. In a stemplot of the measurements in Skills Check 8, the
final (rightmost) digit of an observation would be called a
.
10. Skills Check 1 showed the first four
rows of a dataset collected by a university
on incoming students. The accompanying
stemplot was created from the high school
percentile for the first 20 students in this
dataset. What high school percentile does
7|0 represent?

4
5
6
7
8
9

6
45
0144556
012467
58
02

11. Return to Skills Check 10. What is the
median high school percentile?
12. The mean foot length of the 15 soldiers in Skills Check 8
is
.

100

13. The median foot length of the 15 soldiers in Skills Check 8
is
.

50
0

(a) skewed to the left.

0

2

4
6
8
10
12
Applications completed

14

16

14. The mode of the foot length data in Skills Check 8 is
.

Copyright ©2022 COMAP, Inc. Distributed by W.H. Freeman Publishers. Not for redistribution.
06_fapp11e_05570_ch05_140_189.indd 177

03/07/21 9:25 AM

178  

CHAPTER 5

| Exploring Data: Distributions

15. If a single-peaked distribution is skewed to the right,
which measure of center would you expect to be larger, the
mean or the median?

24. You have data on the weights (measured in grams) of
pieces of gold jewelry. The correct units for the standard
.
deviation of these weights are

16. Between the first quartile and the third quartile lie
% of the observations in a distribution.

25. What are all the values that a standard deviation s can
possibly take?

17. Which of these is generally greatest?

(a) 0 ≤ s

(a) The first quartile

(b) 0 ≤ s ≤ 1
(c) −1 ≤ s ≤ 1

(b) The third quartile
(c) The median
18. Which measure of variability is more affected by an outlier:
the range or the interquartile range?
19. In degrees Fahrenheit, a typical January day in Houston
has a low of 46 and a high of 63, while in El Paso a typical
January day has a low of 32 and high of 57. Which city has a
larger temperature range for January?

26. To specify the shape of a normal distribution completely,
you must give its mean and its
.
27. If two normal curves have the same mean but different
standard deviations, the curve with the larger standard
deviation will be
the other curve.
(a) as tall as
(b) taller than

(a) Houston, because 63 > 57 and 46 > 32

(c) shorter than

(b) El Paso, because 57 − 32 > 63 − 46

28. The steepest part of a normal curve is at the

(c) El Paso, because 46 − 32 > 63 – 57

(a) first and third quartiles.

20. The first quartile of the dataset {1, 2, 3, 4, 5, 6} is
.

(b) points at which the curvature changes.

21. Which of these measures is not in a five-number summary?

29. The scale of scores on an IQ test is approximately
normal with a mean of 100 and a standard deviation of 15.
The organization Mensa, which calls itself the “high-IQ
society,” requires an IQ score of 130 or higher for membership.
Approximately what percentage of adults would qualify for
membership?

(a) Median
(b) Minimum
(c) Mean
22. Determine the five-number summary of the 15 soldiers’
foot lengths in Skills Check 8.
23. What is the standard deviation of the 10 blood pressures in
Self Check 3 (page 150)? (Support your answer by showing the
calculations.)
(a) 13.23
(b) 13.95
(c) 194.6

(c) mean.

(a) 95%
(b) 5%
(c) 2.5%
30. The length of human pregnancies from conception
to birth varies according to a distribution that is
approximately normal, with a mean of 266 days and a
standard deviation of 16 days. We can expect that about
% of all completed pregnancies are between
234 and 298 days.

  Chapter 5 Exercises
NOTE: Some exercises require use of a calculator (or software or
Internet applet) that will find mean and standard deviation from
keyed-in data.

TABLE 5.11 Data on 2021 Alternative Fueled Cars
Make and
Model

Engine
Description

Fuel

City
mpg

Highway
mpg

5.1 Individuals and Variables

Toyota Camry
Hybrid LE

2.5L I4

Hybrid
Electric

51

53

1. Table 5.11 shows a small part of a dataset that describes the
fuel economy (in miles per gallon) of alternative fuel 2021 cars.

Chevrolet Tahoe

3.0L V6

Biodiesel

21

28

Hyundai Sonada
Hybrid

2.0L I4

Hybrid
Electric

45

51

Dodge Charger

3.6L V6

Ethanol

19

30

(a) What are the individuals in this dataset?
(b) For each individual, what variables are given? Identify each
of the variables as qualitative or quantitative.
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   Chapter 5 Exercises   179
2. Table 5.12 shows data on 10 college students who took
part in a study. The data contain students’ ID, gender, housing,
high school and first-year college grade-point averages (HS
GPA, C GPA), credits earned their first year, and major. Identify
each of the variables as qualitative or quantitative.

(c) Draw a histogram that represents your frequency
table. (Use either frequency or relative frequency for the
vertical axis.)
5. Return to the femur length data given in Exercise 4. Make
a stemplot of the femur length data.

TABLE 5.12 Data on College Students
ID

Gender

Housing

HS GPA

C GPA

Credits

Major

101

Female

Campus

3.20

2.93

23

Sociology

102

Female

Campus

3.30

2.99

26

English

103

Male

Off campus

3.30

3.45

30

Business

104

Female

Off campus

4.00

3.10

34

History

105

Male

Off campus

3.38

2.90

32

Sociology

106

Female

Off campus

3.80

3.89

34

Music

107

Female

Campus

3.75

2.94

30

Math

108

Female

Off campus

3.63

3.58

30

Psychology

109

Male

Campus

2.46

1.99

24

Business

110

Male

Campus

2.20

2.71

24

Business

6. Eating fish contaminated with
mercury can cause serious health
problems. Mercury contamination from
historic gold mining operations is fairly
common in sediments of rivers, lakes, and
reservoirs today. A study was conducted on
Lake Natoma in California to determine
whether the mercury concentration in fish in
the lake exceeded guidelines for safe human
consumption. A sample of 83 largemouth bass
was collected, and the concentration of
mercury from sample tissue was measured.
Mercury concentration is measured in
micrograms of mercury per gram or µ g/g.
Figure 5.25 presents a histogram of the results
of the study.
( a) Which class interval contains the highest
number of data values? Approximately what
percentage of the fish in the sample had mercury concentrations that fell within this class
interval?

5.2 Displaying Distributions: Histograms
3.

Return to Table 5.12 (Exercise 2).

(a) Make a frequency distribution table for credits earned
during the first year of college.
(b) Add a column to your table from (a). In this column
you will enter the cumulative frequencies. The cumulative
frequency for a given class is computed by summing the
frequency in the given class with the frequencies of all classes
below that class.
(c) It is recommended that students earn at least 30 credits
each year. Based on the cumulative frequency column from
your table for (b), how many students in the study are not
meeting this recommendation because they have earned fewer
than 30 credits in their first year?
4. The femur (thighbone) is the longest bone in the human
body. Femur lengths (in millimeters) of 15 people are given
below.
435

507

448

435

463

440

448

413

432

458

473

465

428

472

439

(a) Summarize the data on femur lengths in a frequency table.
Use class intervals that start at 400 and have width 20.
(b) Add a column to your table from part (a) for the relative
frequencies.

(b) The U.S. Environmental Protection Agency (US EPA)
human-health criterion for methylmercury in fish is 0.30 µ g/g.
Approximately how many of the fish in the sample had mercury concentrations below the level set by the US EPA (and
hence were considered safe for human consumption)?
(c) Approximately what percentage of the sample had mercury concentrations higher than the level set by the US EPA?
Show how you arrived at your answer.

Count

and Stemplots

30
25
20
15
10
5
0

0

0.2
0.4
0.6
0.8
1
Mercury concentration (mg/g)

Figure 5.25 Mercury concentration in fish tissue.

5.3 Interpreting Histograms and Stemplots
7. For a study on traffic density, weekday traffic data were
collected on a section of the Massachusetts Turnpike near
Boston. Histograms of the data (based on different class
intervals) appear in Figures 5.26 and 5.27.
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(a) The histogram in Figure 5.26 is based on class intervals of
four hours. Describe the overall shape of the distribution. What
can you learn about traffic density from this histogram?

Number of vehicles

(b) The histogram in Figure 5.27 is based on class intervals of
one hour. Describe the overall shape of the distribution. What
can you learn about traffic density from this histogram that was
not evident from Figure 5.26?

160,000
120,000
80,000

0

4
8
12
16
20
Time of day (hours since midnight)

24

Number of vehicles

Figure 5.26 Histogram of traffic density in four-hour intervals.
50,000
40,000
30,000
20,000
10,000
0

25
20
15
10
5
0

1

2 3 4 5 6 7 8 9 10 11 12
Number of letters in word

Figure 5.28 Histogram of the lengths of words used. (The

40,000
0

Percent of Shakespeare’s words

180  

vertical axis gives the percentage rather than the frequency for
each word length.)

9. Suppose that you and your friends emptied your
pockets of coins and recorded the year marked on each
coin. Would you expect the histogram for the distribution of
dates to be skewed to the left or right? Explain your answer and
make a sketch of this histogram.
10. People with diabetes must monitor and control their blood
glucose level. The goal is to maintain“fasting plasma glucose”
between about 90 and 130 milligrams per deciliter (mg/dl). Here
are the fasting plasma glucose levels for 18 diabetics enrolled in a
diabetes management class five months after the end of the class:

0

4
8
12
16
20
Time of day (hours since midnight)

24

Figure 5.27 Histogram of traffic density in one-hour intervals.

DENIS SINYAKOV/AFP/Getty Images

8. Figure 5.28 is a histogram of the lengths of words
used in Shakespeare’s plays. Because there are so many
words in the plays, the vertical axis of the graph is the
percentage rather than the frequency for each word length. In
this case, the class intervals are centered at integer values since
the data consist only of counting numbers.
What is the overall shape of this distribution? What does
this shape say about word lengths in Shakespeare? Do you
expect other authors to have word-length distributions of the
same general shape? Why?

78

103

141

148

172

255

95

112

145

153

172

271

96

134

147

158

200

359

(a) Make a stemplot of these data. Truncate the last digit and
use a leaf unit of 10. (For example, 141 is truncated to 14, and
1|4 represents a number in the 140s.)
(b) Describe the main features of the distribution. Are there
outliers?
(c) Expand the stem into two using 0, 1, 2, 3, and 4 for the first
stem and 5, 6, 7, 8, and 9 for the second.
(d) Did expanding the stem reveal any new information?
Using your stemplot in (c), describe the main features of the
distribution. Are there outliers? How well is the group as a
whole achieving the goal for controlling glucose levels?
11. The Survey of Study Habits and Attitudes (SSHA) is a
psychological test that evaluates college students’ motivation,
study habits, and attitudes toward school. A private college
gives the SSHA to 18 of its incoming first-year women
students. Their scores are as follows (sorted in ascending order
from column to column):
101

115

129

140

154

165

103

126

137

148

154

178

109

126

137

152

165

200

(a) Make a stemplot of these data. The overall shape of the
distribution is irregular, as often happens if only a few observations are available. Are there any potential outliers?
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(b) Make a histogram of these data. Use class intervals of
width 20, with the first class interval having a left endpoint at
100. Since the histogram summarizes individual data values
into class intervals, you may be able to better detect a pattern
with the histogram. Describe the shape of the data based on
your histogram.
(c) About where is the center of the distribution (the score
with half the scores above it and half below)? What is the variability of the scores (ignoring any outliers)?
12. In 1798, the English scientist Henry Cavendish measured
the density of Earth in a careful experiment with a torsion
balance. In sorted order, here are his 29 measurements of the
same quantity (the density of Earth relative to that of water)
made with the same instrument. [Source: S. M. Stigler, Do
robust estimators work with real data? Annals of Statistics, 5
(1977): 1055–1098.]
4.88

5.29

5.36

5.47

5.58

5.68

5.07

5.29

5.39

5.50

5.61

5.75

5.10

5.30

5.42

5.53

5.62

5.79

5.26

5.34

5.44

5.55

5.63

5.85

5.27

5.34

5.46

5.57

5.65

fees and private institution tuition and fees. (Save your answers
for use in Exercises 23, 28, and 35.)
(a) Make a histogram using all the 62 schools (both private
and public). Use class intervals of width $5000, with the left
endpoint of the first interval at $10,000.
(b) Describe the shape of the histogram. Can you offer
an explanation for why the distribution might have this
shape?
(c) Cut the width of the class intervals to $2000 and
redraw the histogram. Do you learn any new information
from this histogram that was not apparent in your
histogram for (a)?

5.4 Describing Center: Mean and Median
14. In Malay, the expression for the mean is sama rata,
which roughly translates as “same level.” To understand
this cultural and conceptual connection, take some poker chips
(or other equal-sized, stackable objects) and make stacks with
three, seven, and eight chips.
(a) Explain how to redistribute chips among the stacks until
they are at the same level.
(b) How does this relate to the mean?

(a) Make a stemplot of the data. Use a leaf unit of 0.01 (so that
you do not have to truncate or round the last digit).
(b) Describe the distribution: Is it approximately symmetric or
distinctly skewed? Are there gaps or outliers?
13. Jeanna plans to attend college in her home state of
Massachusetts. She looks up annual tuition and fees for all 62
four-year colleges and universities in Massachusetts (omitting
art and music schools and other special colleges). The data
appear in Table 5.13 and list both public in-state tuition and

15. Refer to the data on the Survey of Study Habits and
Attitudes test from Exercise 11 and the graphic display that
you drew for part (a) of Exercise 11.
(a) Find the mean of the 18 values of SSHA test scores.
(b) Your stemplot of the scores from part (a) of Exercise 11
suggests that the score 200 is an outlier. Find the mean for the
17 observations that remain when you drop the outlier. [Hint:
Can you use the work you did in part (a) to avoid calculating
this new mean from scratch?]
(c) How does the outlier change the mean?
(d) Based on your histogram from part (b) of Exercise 11,
would you expect the median to be larger or smaller than the
mean? Explain?

TABLE 5.13 2021 Annual Tuition and Fees for
Massachusetts Colleges and Universities
Private
26,952

36,350

41,318

46,642

54,144

58,072

(e) Find the median. Does this result confirm your answer to
part (d)?

29,550

36,540

41,648

48,602

54,224

58,448

16. Two datasets are given below:

31,600

38,220

41,917

49,950

54,416

60,202

Dataset 1: 3 3 4 5 5 5 5 6 6 8

32,700

38,391

42,425

50,450

54,618

60,862

Dataset 2: 1 2 4 5 5 5 5 7 7 9

32,810

39,000

42,516

51,148

54,770

60,890

35,320

39,216

43,715

51,768

55,452

61,169

35,540

39,230

43,978

53,450

56,366

35,781

39,470

45,674

53,790

57,356

35,970

40,480

45,660

54,002

57,615

10,586

10,830

11,306

11,675

14,677

10,732

11,139

11,380

14,408

15,698

(a) Calculate the mean, median, and mode for Dataset 1
and Dataset 2. Compare these measures of center for the two
datasets.
(b) Make dotplots of the two datasets positioning one
directly above the other (similar to what was requested
in Self Check 6 for the city and highway mileage data).
Compare the two distributions.

Public
16,439
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17. Dotplots of three datasets appear below.

Dataset 1
Dataset 2
Dataset 3

3.0

3.5

4.0

4.5

5.0

5.5
Values

6.0

6.5

7.0

7.5

8.0

(a) Describe the shape of each of these datasets.

(a) Make a dotplot of the pulse data.

(b) Without doing any calculations, for each dataset order the
mean, median, and mode from smallest to largest.

(b) Determine the mean, median, and mode for these data.
Be sure to include units in your answers.

(c) For each dataset, determine the values for its mean,
median, and mode. [Were your orders in (b) correct?]

(c) Based on these data, which measure(s)—the mean,
median, or mode—best describe(s) the man’s typical pulse rate?
Explain your reasoning.

18. Table 5.14 shows the top 20 NBA players’ 3-pointer totals
and per game averages for the 2020–2021 season.

20. According to the Census Bureau’s Current
Population Survey report, the mean and median incomes
of American households were $78,500 and $97,974 in 2020.
Explain how you can tell which of these numbers is the mean and
which is the median.

(a) Make a histogram for the 3-pointer totals. Use class intervals that start at 170 and end at 350 with widths of 20.
(b) Describe the shape of the “3-pointer total” data. Do there
appear to be any outliers?

(d) Compute the mean and median of the “3-pointer totals” data.

21. The basic unit of census data is the household, not the
person. If divorce breaks one household into two but no
individual person’s income changes, how (if at all) is mean
household income affected?

(e) There was one player who broke 300 for his 3-pointer
total. Compute the mean and median with this value removed.
Compare how much the mean and median changed from the
values you computed in (d).

22. A sample of five households is selected, and the
size of each household is recorded. The median size is 3,
and the mode is 5. What is the mean? (Hint: Find the only
possible dataset.)

(c) Based on the shape of the “3-pointer total” data, would
you expect the mean to be smaller or larger than the median?
Explain.

TABLE 5.14 NBA Top 3-Pointer Totals and per Game Averages
Player

Total

Per Game

Stephen Curry

337

5.3

Buddy Hield

282

Damian Lillard

Player

Total

Per Game

Jayson Tatum

187

2.9

4.0

Joe Ingles

183

2.7

275

4.1

Bojan Bogdanović

180

2.5

Duncan Robinson

250

3.5

Devonte’ Graham

179

3.3

Terry Rozier

222

3.2

Donovan Mitchell

178

3.4

Joe Harris

211

3.1

Nikola Vučević

176

2.5

Jordan Clarkson

208

3.1

Saddiq Bey

175

2.5

Tim Hardaway, Jr.

207

3.0

Danny Green

175

2.5

Zach LaVine

200

3.4

Fred VanVleet

174

3.3

Luka Dončić

192

2.9

Justin Holiday

173

2.4

19. A male nursing home patient has his pulse taken every
day. His pulse readings (beats per minute) over a one-month
period appear below.
72 56 56 68 78 72 70 70 60 72 68 74 76 64 70 62
74 70 72 74 72 78 76 74 72 68 70 72 68 74 70

23. Return to Exercise 13 and
the data in Table 5.13 on tuition
and fees of Massachusetts colleges and
universities.
(a) From your histograms in parts (a) and
(c) of Exercise 13, it is clear that there is a gap
between tuition and fees for public colleges and
universities and private colleges and universities.
For the 11 public institutions, the mean is
$12,625, and for the 51 private institutions, the
mean is $46,074. Show how you can use this
information to calculate the overall mean tuition
and fees for all the colleges and universities
represented in Table 5.13.
(b) Based on your histogram in part (c) of
Exercise 13, is the overall mean a good measure of center of this distribution? Explain
why or why not?

(c) Your histogram in part (c) of Exercise 13 shows a
bimodal distribution for the public colleges/universities and
a bimodal distribution for the private colleges/universities.
Specify the modal classes for the peaks of each of these distributions. Are these reasonable measures of center? Explain.
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5.5 The Five-Number Summary and Boxplots
24. In chronological order, here are the percentages of the
popular vote won by each successful candidate in the last 18
presidential elections, starting in 1952:
Year

Percent

Year

Percent

Year

Percent

1952

54.9

1976

50.1

2000

47.9

1956

57.4

1980

50.7

2004

50.7

1960

49.7

1984

58.8

2008

52.9

1964

61.1

1988

53.4

2012

51.1

1968

43.4

1992

43

2016

46.1

1972

60.7

1996

49.2

2020

51.3

(a) Make a stemplot of the winners’ percentages. Use an
expanded stem in your plot.
(b) What is the median percentage of the vote won by the
successful candidate in presidential elections?
(c) Call an election a landslide if the winner’s percentage falls
at or above the third quartile. Find the third quartile. Which elections were landslides? (Which presidents won these landslides?)
(d) Find the range.
25. How much oil the wells in a given field will ultimately
produce is key information in deciding whether to drill
more wells. Below are the estimated total amounts of oil recovered
from 64 wells in the Devonian Richmond Dolomite area of the
Michigan basin, in thousands of barrels. (The data have been
sorted from smallest to largest.) [Source: J. Marcus Jobe and Hutch
Jobe, A statistical approach for additional infill development,
Energy Exploration and Exploitation, 18 (2000): 89–103.]
2.0

18.5

34.6

47.6

69.5

2.5

20.1

34.6

49.4

69.8

3.0

21.3

35.1

50.4

79.5

7.1

21.7

36.6

51.9

81.1

10.1

24.9

37.0

53.2

82.2

10.3

26.9

37.7

54.2

92.2

12.0

28.3

37.9

56.4

97.7

12.1

29.1

38.6

57.4

103.1

12.9

30.5

42.7

58.8

118.2

14.7

31.4

43.4

61.4

156.5

14.8

32.5

44.5

63.1

196.0

17.6

32.9

44.9

64.9

204.9

18.0

33.7

46.4

65.6

(c) Give the five-number summary and explain briefly how it
reflects the shape of the distribution.
(d) In a modified boxplot, any data value that is more than
1.5 × IQR below Q1 or above Q3 is marked as an outlier. Are any
of the data values outliers?
26. Make up an example of a small dataset for which the mean
lies in the top 25% of the data values. (In other words, the
mean is greater than Q3.)
27. Return to Example 6 (page 152). Figure 5.5 shows a
stemplot of Math SAT scores for 100 students. (Recall: The leaf
unit in the stemplot is 10, so 7|1 represents a score of 710.)
(a) Find a five-number summary for the Math SAT scores.
(b) Represent the five-number summary graphically with a
boxplot. Then modify your boxplot so that it shows outliers
(similar to what was done in Figure 5.14).
(c) Describe the shape of your boxplot in (b). How many outliers are there?
(d) What can you learn from the boxplot that is not evident in
the stemplot in Figure 5.5? What can you learn from Figure 5.5
that is not evident in your boxplot?
28. Return to Exercise 13 and the data in Table 5.13 of the
tuition and fees for colleges and universities in Massachusetts.
(a) Find a five-number summary for the tuition and fees for the
private colleges and universities. Then find a five-number summary
for the tuition and fees for the public colleges and universities.
(b) Make side-by-side boxplots that compare the tuitions and
fees of the two types of colleges and universities.
(c) Focus on the boxplot for the private colleges and universities. What distinctive feature of your histogram for part (a) of
Exercise 13 does the boxplot miss?
29. Figure 5.29 shows boxplots of the incomes of a
large sample of people who have a high school diploma
but no further education and another large group of people

(a) Make a histogram and describe its main features.
(b) Find the mean and median of the amounts recovered.
Explain how the relationship between the mean and the
median reflects the shape of the distribution.

Figure 5.29 Boxplots comparing the incomes of full-time
workers aged 25 to 64 years at two levels of education. The top
5% of incomes in each group are omitted.
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with a bachelor’s degree but no higher degree. The data come
from a Census Bureau survey and represent all people aged 25
to 64 in the United States. Because there are a few extremely
high incomes, the boxplot leaves out the highest 5% in each
group. Based on the plot, compare the distributions of income
for these two levels of education. Comment on both center and
variability. (Note that the boxplots in Figure 5.29 are drawn
vertically instead of horizontally as was done in the chapter.)
30. The data that generate Figure 5.29 include the incomes of
14,959 people whose highest level of education is a bachelor’s
degree.
(a) What is the position of the median in the ordered list of
incomes (1 to 14,959)? From the boxplot, about what is the
median income of people with a bachelor’s degree?
(b) What is the position of the first and third quartiles in the
ordered list of incomes for these people? About what are the
numerical values of Q1 and Q3?
31. Forty 6-year-olds were randomly selected from the
participants in a study investigating childhood obesity. The
children’s weights (in kilograms) are arranged below in order
from smallest to largest:
16.9 17.0 17.1 17.5 17.7 18.1 18.3 18.6 18.8 18.9
19.1 19.1 19.2 19.5 19.6 19.9 20.0 20.2 20.3 20.4
20.5 20.8 20.8 20.8 21.0 21.3 21.9 22.2 22.5 22.7
22.9 23.0 23.4 23.5 24.4 25.6 26.5 34.2 38.2 44.8

(a) Give the five-number summary of the weights of these
6-year-olds and then draw a boxplot to represent this summary.
(b) The width of your box, Q3 − Q1, gives the interquartile
range (IQR). Calculate the IQR for these data.
(c) Consider any weights that fall more than 1.5 × IQR above
the third quartile or below the first quartile as outliers. Identify
any outliers.
(d) Use the information from parts (a) through (c) to draw a
modified boxplot of the weight data (similar to the ones shown
in Figure 5.14).
(e) Which boxplot do you think better represents these
data, the one from part (a) or the modified boxplot in part
(d)? Why?

5.6 Describing Variability: The Standard
Deviation

32. Return to Datasets 1 and 2 from Exercise 16. If you have not
already completed that exercise, do so before starting this exercise.
(a) Calculate the standard deviations for Datasets 1 and 2.
(b) Calculate the IQRs for Datasets 1 and 2.
(c) Compare the two datasets in terms of their variability and
central tendency.
33. Return to Datasets 1, 2, and 3 represented by dotplots in
Exercise 17.
(a) Compute the range of each of the three datasets.

(b) Without doing any calculations, which of the three datasets would you expect to have the smallest standard deviation?
Explain.
(c) Compute the standard deviations for each of the three
datasets.
34. The level of various substances in the blood influences our
health. Here are measurements of the level of phosphate in the
blood of a patient, in milligrams of phosphate per deciliter of
blood, made on six consecutive visits to a clinic:
5.6  5.2  4.6  4.9  5.7  6.4
(a) Find the mean.
(b) Find the standard deviation.
35. Return to Exercise 13 and Table 5.13 of the annual tuition
and fees for public and private colleges and universities in
Massachusetts.
(a) Calculate the mean and standard deviation for the tuition
and fees for the public institutions.
(b) For part (a) of Exercise 13, you drew a histogram of the
data from Table 5.13. The bars of the histogram appeared in two
clusters, the lower cluster for the public institutions and the
upper cluster for the private institutions. Based on your histogram, do you think the standard deviation of the tuition and
fees of the public colleges and universities in Massachusetts is
bigger or smaller than the standard deviation for the private
colleges and universities? Why?
36. Here is a tale of two cities: Portland, Oregon, and
Montreal, Canada. The average monthly precipitation (in
inches) of these two cities is given in the table below.
Month

Portland

Montreal

January

5.4

2.8

February

3.9

2.6

March

3.7

2.8

April

2.5

2.9

May

2.2

2.7

June

1.5

3.3

July

0.6

3.4

August

0.9

3.6

September

1.5

3.3

October

3.1

3.0

November

5.5

3.5

December

5.9

3.4

 alculate the mean and standard deviation of the monthly
C
average precipitation data for each city. What can you conclude
about precipitation in these two cities from these means and
standard deviations?
37. The mean x and standard deviation s are not generally a
complete description. Datasets with different shapes can have
the same mean and standard deviation.
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(a) To demonstrate this fact, use your calculator (or software)
to find x and s for the two small datasets below.
(b) Make a stemplot of each dataset and comment on the
shape of each distribution. (Either round or truncate data values
to one decimal place.)

Dataset A:

Dataset B:

40. This is a standard deviation contest. You must choose
four numbers from the whole numbers 0 to 10, with
repeats allowed.
(a) Choose four numbers that have the smallest possible standard deviation.

9.14

8.14

8.74

8.77

(b) Choose four numbers that have the largest possible standard deviation.

9.26

8.10

6.13

3.10

(c) Is more than one choice possible in part (a)? Explain.

9.13

7.26

4.74

7.46

6.77

12.74

7.11

7.81

8.84

6.08

5.39

8.15

6.42

5.73

(d) Is more than one choice possible in part (b)? Explain.

38. Many standard statistical methods are intended for use
with distributions that are symmetric and have no outliers.
These methods start with the mean and standard deviation,
x and s. An example of scientific data for which standard
methods should work well is Cavendish’s measurements of the
density of Earth in Exercise 12.

5.7 Normal Distributions
41. Figure 5.30 shows four normal density curves. Match
the density curves with each of the following means, µ , and
standard deviations, σ . Explain how you matched the curves to
their means and standard deviations.
(a) µ = 4 and σ = 1
(b) µ = 5 and σ = 2
(c) µ = 4 and σ = 0.5
(d) µ = 15 and σ = 3

(a) Summarize this dataset by giving x and s.
(b) Find the median. Is the median quite close to the mean, as
we expect it to be for symmetric distributions?
39. “Conservationists have despaired over destruction of
tropical rainforest by logging, clearing, and burning.” These
words begin a report on a statistical study of the effects of logging
in Borneo. [Source: C. H. Cannon, D. R. Peart, and M. Leighton,
Tree species diversity in commercially logged Bornean rainforest,
Science, 281 (1998): 1366–1368.] Researchers compared forest plots
that had never been logged (Group 1) with similar plots nearby
that had been logged one year earlier (Group 2) and eight years
earlier (Group 3). All plots were 0.1 hectare in area. Here are the
counts of trees for plots in each group, courtesy of Charles Cannon:
Group 1:

Group 2:

Group 3:

27

22

29

21

19

33

16

20

24

27

28

19

12

12

15

9

20

18

17

14

14

2

17

19

18

4

22

15

18

19

22

12

12

Edward Parker/Alamy

 ive a complete comparison of the three distributions, using
G
both graphs and numerical summaries. To what extent has
logging affected the count of trees? The researchers used an
analysis based on x and s. Explain why using this analysis is
reasonably well justified.

6

8

10 12 14 16 18 20 22 24
(a)

0

2.5

1

2

3

2

4

3.5

3

(b)

4
(c)

4
(d)

6

8

10

4.5

5

5.5

5

6

7

Figure 5.30 Four normal density curves.
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42. Figures 5.31a and 5.31b show histograms of the height
and body mass index (BMI), respectively, of 6-year-olds
participating in an investigation into childhood obesity.

(a) Draw a normal curve for this distribution on which the
mean and standard deviation are correctly located. (Hint: First
draw the curve and then mark the axis.)
(b) What percentage of pregnancies fall between 282 and
314 days?
(c) What percentage of pregnancies are sooner than
250 days?
45. Bigger animals tend to carry their young longer before
birth. The length of horse pregnancies from conception to birth
varies according to a roughly normal distribution, with a mean
of 336 days and a standard deviation of 3 days. Use the
68–95–99.7 rule to answer the following questions.

102

110

118
Height (cm)
(a)

126

134

(a) Almost all (99.7%) horse pregnancies fall in what interval
of lengths?
(b) What percentage of horse pregnancies is longer than
339 days?
(c) What is the 75th percentile (in other words, Q3) for the
duration of horse pregnancies?
46. According to the College Board, scores on the Math
SAT for the class of 2017 had a mean of 527 and a standard
deviation of 107. Assume that they are roughly normally
distributed.
(a) What was the interval spanned by the middle 50% of
scores?
(b) What was the interval spanned by the middle 68% of
scores?

14

16

18

20
BMI
(b)

22

24

26

Figure 5.31 Histograms of (a) height and (b) BMI for
6-year-olds participating in an obesity study.

(a) Make a sketch of the histogram in part (a) of Figure 5.31.
Do you think that the height of 6-year-olds follows a normal distribution? If yes, draw a normal curve over your histogram. If no,
explain why not and draw a density curve that provides a better fit.
(b) Make a sketch of the histogram in part (b) of Figure 5.31.
Do you think that the BMI of 6-year-olds follows a normal distribution? If yes, draw a normal curve over it. If no, explain why
not and draw a density curve that provides a better fit.
43. Some teachers grade on a bell curve based on the belief
that classroom test scores are normally distributed. One way
of doing this is to assign a “C” to all scores within 1 standard
deviation of the mean. The teacher then assigns a “B” to all
scores between 1 and 2 standard deviations above the mean
and an “A” to all scores more than 2 standard deviations above
the mean and uses symmetry to define the regions for “D” and
“F” on the left side of the normal curve. If 200 students take an
exam, determine the number of students who receive a B.
44. The length of human pregnancies from conception to birth
varies according to a distribution that is approximately normal,
with a mean of 266 days and a standard deviation of 16 days.

(c) How high must a student score in order to be in the top
2.5% of scores?
47. You can compare observations from different normal
distributions if you measure in standard deviations away from
the mean. Scores expressed in standard deviation units are
called standard scores (or z-scores), and tables and technology
commands can convert z-scores into percentiles. A z-score that
is more than 3 or less than −3 would definitely be considered
an outlier.
(a) Scores on the ACT college entrance exam in a recent year
were roughly normal, with a mean of 21.2 and a standard deviation of 4.8. Jermaine scores 27 on the ACT. Express his score in
standard deviation units by calculating
score − mean
standard score =
standard deviation
(b) Scores on the SAT Reasoning college entrance exam in the
same year were roughly normal, with mean 1511 and standard
deviation 194. Tonya scores 1718 on the SAT. What is her standard score?
(c) Assuming that the ACT and the SAT tests measure
the same thing, did Jermaine or Tonya have the better
performance?
48. The Boston Beanstalks Club is a social club for tall
people. To join the club, women must be at least 5 feet
10 inches (70 inches) and men at least 6 feet 2 inches (74
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inches). Both men’s and women’s heights are approximately
normally distributed but from different normal distributions.
You can compare observations from different normal
distributions if you measure in standard deviations away from
the mean, which converts the observation to a z-score. To
compute an observation’s z-score, subtract the mean and then
divide the result by the standard deviation:
z=

observation − mean
standard deviation

(a) Assume that women’s heights follow an approximately
normal distribution with µ = 63.8 inches and σ = 4.2 inches.
How many standard deviations above the mean must a woman
be in order to join the Boston Beanstalks?
(b) Assume that men’s heights follow an approximately normal distribution with µ = 69.4 inches and σ = 4.7 inches. How
many standard deviations above the mean must a man be in
order to join the Boston Beanstalks?
(c) In terms of joining the Boston Beanstalks, which is more
stringent, the height requirements for women or the height
requirements for men? Explain.
49. In order for men to join the Boston Beanstalks (see
Exercise 48), they must be at least 6 feet 2 inches (74 inches)
tall. Assume that men’s heights are approximately normal with
µ = 69.4 inches and σ = 4.7 inches. Use the 68–95–99.7 rule
to estimate the percentage of men who are eligible to join the
Boston Beanstalks.

Chapter Review
Different varieties of the bright tropical flower Heliconia are
fertilized by different species of hummingbirds. Over time,
the lengths of the flowers and the form of the hummingbirds’
beaks have evolved to match each other. Below are data on
the lengths in millimeters of two varieties of these flowers on
the island of Dominica. Exercises 50–54 use these data.

emarys/iStock/Getty Images

Heliconia caribaea Red
37.40

38.07

38.87

40.66

41.93

37.78

38.10

39.16

41.47

42.01

37.87

38.20

39.63

41.69

42.18

37.97

38.23

39.78

41.90

43.09

38.01

38.79

40.57

51. Find the five-number summaries of the two distributions
of flower lengths. Make side-by-side boxplots to give a quick
picture that compares the two distributions.
52. The biologists who collected the flower length data
compared the two Heliconia varieties using statistical methods
based on the mean and standard deviation.
(a) Find x and s for each variety.
(b) Based on Exercise 51, which distribution is more suitable
for use of x and s as summaries? Why?
53. Your stemplot in Exercise 50 suggests that the
distribution of lengths of yellow Heliconia flowers is roughly
normal. Suppose that the distribution is exactly normal. Use
the mean and standard deviation you found in Exercise 52 as
the µ and σ of the distribution.
(a) What interval of lengths covers the middle 50% of yellow
flowers?
(b) What interval of lengths covers the middle 95% of yellow
flowers?
54. Continue to work with the normal distribution of lengths
of yellow flowers in Exercise 53. The shortest red flower was 37.4
millimeters long. Using the 68–95–99.7 rule and the location of
the quartiles in normal distributions, what can you say about the
percentage of yellow flowers that are longer than 37.4 millimeters?
55. Using the formula for computing standard deviation, find
the standard deviation of these five numbers: 0, 1, 3, 4, 12.
Show your work.
56. If every number in a dataset is increased by 10, which of
these measures will increase: range, standard deviation, mode,
mean, or median?
57. In Self Check 8 (on page 164), you drew a modified
boxplot of the ages of the Academy Award–winning best
actresses from 1990 to 2021. Below are the ages corresponding
to the best actor winner over the same time period. The ages
have been ordered from smallest to largest.
30

32

33

33

37

37

38

38

39

39

40

41

41

42

43

44

44

45

46

46

46

47

49

50

51

53

54

56

60

60

61

84

(a) Determine a five-number summary for the actor data. Use
the 1.5 × IQR rule to determine any outliers.

Heliconia caribaea Yellow
Flavio Vallenari/E+/Getty Images

50. Make stemplots of the lengths of each of the two varieties
(red and yellow). Briefly describe the overall shape of the two
distributions.

34.57

35.45

36.03

36.66

37.02

34.63

35.68

36.11

36.78

37.10

35.17

36.03

36.52

36.82

38.13

Thanks to Ethan J. Temeles of Amherst College for
providing the data. His work is described in Ethan J.
Temeles and W. John Kress, Adaptation in a
plant–hummingbird association, Science,
300 (2003): 630–633.

(b) Draw side-by-side modified boxplots for the male winners
and female winners.
(c) Discuss similarities and differences between the ages of
the best actor winners and best actress winners.
58. Table 5.14 (Exercise 18) shows the top 20 NBA players’
3-pointer totals and per game averages for the 2020–2021 season.
(a) Compute a five-number summary for the“3-pointer total”data.
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(b) In your histogram for part (a) of Exercise 18, there appears
to be one definite outlier, 337, and three potential outliers, 250,
275, and 282. Check to see if any of these values are larger than
Q3 + 1.5 × IQR, in which case they would be classified as outliers.
(c) Next, focus on the “per game average” data. Find a
five-number summary for these data. (Notice that the “per

game” data are not listed exactly in order. If you are not using
technology, you will need to put the data in order before finding the five-number summary.)
(d) Determine if there are any outliers in the “per game”
data. Do these outliers correspond to the same players as the
outlier(s) in (b)?

Applet Exercises
These applets are available via registration in
a FAPP11e Achieve course:
achieve.macmillanlearning.com.

(b) What proportion of SAT scores is between 420 and 640?
(If you drag one flag across the other, the applet shows the area
between the flags.)

1. The Mean and Median applet allows you to place
observations on a line and see their mean and median visually.

3. Because Internet browsers have limited resolution, the
Normal Density Curve applet can’t always get exactly the values
you want. Use the applet as set in the previous exercise to come
close to exact answers to these questions.

(a) Place two observations on the line by clicking below it.
Why does only one arrow appear?
(b) Now move the rightmost point close to the other point.
(Place the cursor on the point, hold down the mouse button,
and drag the point.) Add a third point that is somewhat to the
right of the other two. Pull the single rightmost observation
out to the right. How does the mean behave? How does the
median behave? Explain briefly why each measure acts as it
does.
2. In Example 18 (page 173), we used the fact that SAT
section scores are close to normal and are adjusted so that the
mean is close to 500 and the standard deviation is close to 100.
(Actual scores in a particular year have a slightly different mean
and standard deviation.) Use the Normal Density Curve applet
with mean µ = 500 and standard deviation σ = 100 to answer
these questions:
(a) What proportion of SAT scores is above 640? (You may
want to uncheck the 2-Tail box.)

(a) How high must an SAT score be to fall in the top 10% of
all scores?
(b) How high must an SAT score be to fall in the top 1% of all
scores?
4. The 68–95–99.7 rule for normal distributions is a useful
approximation. You can use the Normal Density Curve applet
to see how accurate the rule is. Drag one flag across the other
so that the applet shows the area under the curve between the
two flags.
(a) Place the flags 1 standard deviation on either side of the
mean. What is the area between these two values? What does
the 68–95–99.7 rule say this area is?
(b) Repeat for locations 2 and 3 standard deviations on either
side of the mean. Again, compare the 68–95–99.7 rule with the
area given by the applet.

Extended Projects
1. Go online and look up information about
“statistical quality control” and “six-sigma.” Write a
paragraph or two about what you learned and how it connects
to variability in general and to standard deviation and the
normal curve in particular.
2. Many social issues involve data and interpreting data.
Example 7 (page 153) focused on sample data on total family
income and showed a distribution of incomes that was rightskewed with some outliers at the upper end. Income inequality
(roughly speaking, the gap in income between people toward
the top of the income scale and people toward the bottom) has
increased in the past few decades. A good place to find data on
income is on the Census Bureau website (www.census.gov).
Click the Browse-By-Topic tab and select Income and Poverty.
You will find a list of reports and also a menu on the left that
provides access to data.

(a) Select one of the reports listed and extract a few details
that describe the extent of income inequality or changes in
income patterns.
(b) On the menu to the left, click Data and select Income and
Poverty Data Tables. Scroll down and select the specific tables
(for example, Current Population Survey Tables for Family
Income). From there you can select a year, a specific table, and
a particular filter for the data (such as “All races”). Click by the
filter category to open an Excel table. Select a few interesting
numeric summaries relevant to income.
3. Exercise 8 showed a histogram of lengths of words used in
Shakespeare’s plays (Figure 5.28, page 180). The question was
asked whether you expect other authors to have word-length
distributions of the same general shape. In this project, you will
gather data to support your discussions of Exercise 8. Start with
the first paragraph in the opening to Part II (page 140), which
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begins: “Data are collected every day.” Create a frequency table
of word lengths for this paragraph and represent the frequency
table with a histogram. (Use a percent scale for the vertical
axis.) Then do the same for a different book (perhaps a book of
fiction) and for a children’s book (depending on the book, you
might need to use a few paragraphs). Compare the shapes of the
distributions of word lengths from the three books from which
you gathered data to the distribution from Shakespeare’s plays.
4. Exercises 18 and 58 focused on the top 20 NBA players
in terms of 3-pointer totals. Data on many variables related to
both players and teams are available via the Internet to fans of
most professional sports. Select a sport and several variables

that you think are important in determining team rankings.
Analyze the data on these variables. For example, you could
find data on the NFL teams at www.pro-football-reference.com.
Select a season, then a ranking category, say Team Offense, and
a set of variables, such as number of passing touchdowns (TD)
and number of rushing touchdowns. Create graphic displays
and calculate numeric summaries for your chosen variables and
describe the results. Not a fan of football? Here are some other
possibilities for obtaining data from different sports:
•
•
•
•

NBA: www.basketball-reference.com
MLB: www.baseball-reference.com
NHL: www.hockey-reference.com
Soccer: fbref.com/en

Suggested Readings and Websites
CLEVELAND, WILLIAM S. The Elements of Graphing Data,
rev. ed., Hobart Press, Summit, NJ, 1994. A careful study of the
most effective elementary ways to present data graphically, with
much sound advice on improving simple graphs.
JOINER, B. L. Living histogram, International Statistical Review,
3 (1975): 339–340. This article examines how the percentage
of females in groups of students can affect the shape of “living
histograms” of height.
LESSER, LAWRENCE M. Critical values and transforming
data: Teaching statistics with social justice. Journal of Statistics
Education, 15(1) (2007): www.amstat.org/publications/jse
/v15n1/lesser.html. Resources for finding social justice data to
extend Extended Project 2.
MOORE, DAVID S., WILLIAM I. NOTZ, AND MICHAEL A.
FLIGNER. The Basic Practice of Statistics, 9th ed., Macmillan
Learning, New York, 2021. This text is a natural next step to
learning more detail on all the material in Part II, at about the
same mathematical level. The first three chapters provide a
more extensive treatment of the material of Chapter 5.
ROSSMAN, ALLAN J., AND BETH L. CHANCE. Workshop
Statistics: Discovery with Data, 4th ed., Wiley, Hoboken, NJ,
2011. A different approach to basic data analysis, using
hands-on activities. There are several versions, keyed to
graphing calculators and to several different software
packages.

www.census.gov The website of the U.S. Census Bureau is a
good source of information on many topics. The latest estimates
for the populations of the United States and the world are on
the home page, updated regularly. See what data you can find
within “American Fact Finder” or the Statistical Abstract of the
United States. Canadians can find similar help at the website of
Statistics Canada: www.statcan.gc.ca.
nces.ed.gov Interested in data about schools, colleges, and
students? The National Center for Education Statistics is the
place to look. Go to the “What’s New” section.
www.learner.org/series/against-all-odds-inside-statistics
Want to view videos showing “statistics in action” or learn
more about statistical techniques and analyses? Take a look at
Against All Odds: Inside Statistics. Units 2 through 8 provide a
more extensive treatment of the material of Chapter 5.
www.amstat.org/sections/educ/applets.html Entire
collections of statistics applets can be found here.
education.ti.com/en/us/downloads-and-activities?active=
guidebooks#! Texas Instruments guidebooks are available here.
afdc.energy.gov/data_download Recent years have seen
a proliferation of public electric vehicle charging stations.
The Alternative Fuels Data Center allows you to track the
availability of a variety of alternative fuel stations, including
electric, across the country.
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