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Galápagos marine iguana

 12 Comparing two means

Biological data are often gathered to compare different group or treatment means. Do 

female hyenas differ from male hyenas in body size? Do patients treated with a new 

drug live significantly longer than those treated with the old drug? Do students per-

form better on tests if they stay up late studying or get a good night’s rest? In Chapter 

8, we presented methods to compare proportions of a categorical variable between 

different groups. In this chapter, we develop procedures for comparing means of a 

numerical variable between two treatments1 or groups. We also include methods to 

compare two variances. All of the methods in the current chapter assume that the 

measurements are normally distributed in the populations.

We show analyses for two different study designs. In the paired design, both treat-

ments have been applied to every sampled unit, such as a subject or a plot, at differ-

1. We will use the term “treatments” in a broad sense to refer to different states or conditions experienced 
by subjects, not just to formal experimental treatments.
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328 Chapter 12  Comparing two means

ent times or on different sides of the body or of the plot. In the two-sample design, 

each group constitutes an independent random sample of individuals. In both cases, 

we make use of the t-distribution to calculate confidence intervals for the mean dif-

ference and test hypotheses about means. However, the two different study designs 

require alternative methods for analysis. We elaborate on the reasons in Section 12.1.

 12.1 Paired sample versus two  
independent samples

There are two study designs to measure and test differences between the means of 
two treatments. To describe them, let’s use an example: does clear-cutting a forest  
affect the number of salamanders present? Here we have two treatments (clear- 
cutting/no clear-cutting), and we want to know if the mean of a numerical variable 
(the number of salamanders) differs between them. “Clear-cut” is the treatment of 
interest, and “no clear-cut” is the control. This is the same as asking whether these 
two variables, treatment (a numerical variable) and salamander number (a categori-
cal variable), are associated.

We can design this kind of a study in either of two ways: a two-sample design 
(see the left panel in Figure 12.1-1) or a paired design (see the right panel in Fig- 
ure 12.1-1). In the two-sample design, we take a random sample of forest plots from 
the population and then randomly assign either the clear-cut treatment or the no-clear-
cut treatment to each plot. In this case, we end up with two independent samples, one 
from each treatment. The difference in the mean number of salamanders between the 
clear-cut and no-clear-cut areas estimates the effect of clear-cutting on salamander 
number.2

In the paired design, we take a random sample of forest plots and clear-cut a ran-
domly chosen half of each plot, leaving the other half untouched. Afterward, we 
count the number of salamanders in each half. The mean difference between the two 
sides estimates the effect of clear-cutting.

Each of these two experimental designs has benefits, and both address the same 
question. However, they differ in an important way that affects how the data are  
analyzed. In the paired design, measurements on adjacent plot-halves are not inde-

2. We are assuming that you have persuaded an enlightened forest company to go along with this exper-
iment. It is more likely that the forest company has already clear-cut some areas and not others, and 
you must compare the two treatments after the fact with an observational study. Both the experimental 
approach and the observational design yield a measure of the association between clear-cutting and  
salamander number, but only the experimental study can tell us whether clear-cutting is the cause of 
any difference (Chapter 14). The study design issues are the same, however: whether to choose forest 
plots randomly from each treatment (the two-sample design) or to randomly choose forest plots that 
straddle both treatments, making it possible to compare cut and uncut sites that are side by side (the 
paired design).
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 Section 12.2  Paired comparison of means 329

pendent. This is because they are likely to be similar in soil, water, sunlight, and other 
conditions that affect the number of salamanders. Because of these similarities, we 
can control for some of the noise between plots and see more clearly the effects of the 
treatment. As a result, we must analyze paired data differently than when every plot is 
independent of all the others, as in the case of the two-sample design.

In the paired design, both treatments are applied to every sampled unit. In the 
two-sample design, each treatment group is composed of an independent, ran-
dom sample of units.

Paired designs are usually more powerful than unpaired designs, because they 
control for a lot of the extraneous variation between plots or sampling units that 
sometimes obscures the effects we are looking for. It is easier to see a real difference 
between two treatments if nearly everything else is similar between sides of the same 
plot or sampling unit. Very often, though, a paired design is just not possible.

 12.2 Paired comparison of means

The main advantage of the paired design is that it reduces the effects of variation 
among sampling units that has nothing to do with the treatment itself. This feature 
increases the power and the precision of estimates. For example, forest or agricultural 
plots likely differ greatly in their local environmental features, and this variation can 
make it difficult to detect a difference between the effects of two treatments applied 
to separate plots. The paired design reduces the impact of this variation by applying 
both treatments to different sides of all plots, making it easier to detect a real differ-
ence between treatments. Here are some other examples of paired study designs:

n  Comparing patient weight before and after hospitalization
n  Comparing fish species diversity in lakes before and after heavy metal  

contamination

Figure 12.1-1 
Alternative designs to compare two treatments. 
A two-sample design is on the left; the paired 
design is on the right. Freestanding blocks repre-
sent sampling units, such as plots. The red and 
gold areas represent different treatments (e.g., 
clear-cut and not clear-cut). In the paired design 
(right), both treatments are applied to every unit. 
In the two-sample design (left), different treat-
ments are applied to separate units.

PairedTwo-sample
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330 Chapter 12  Comparing two means

n  Testing effects of sunscreen applied to one arm of each subject compared with 
a placebo applied to the other arm

n  Testing effects of smoking in a sample of smokers, each of which is compared 
with a nonsmoker closely matched by age, weight, and ethnic background

n  Testing effects of socioeconomic condition on dietary preferences by compar-
ing identical twins raised in separate adoptive families that differ in their socio-
economic conditions

The last two examples (the effects of smoking and socioeconomic condition) show 
that even two unique individuals can constitute a pair if they are similar due to shared 
physical, environmental, or genetic characteristics.

In a paired study design, the sampling unit is the pair. We must therefore reduce 
the two measurements made on each pair down to a single number—that is, the dif-
ference between the two measurements made on each sampling unit (e.g., patient, 
lake, subject, matched pair, or twins). This step correctly yields only as many data 
points as there are randomly sampled units. Thus, if 20 individuals are grouped into 
10 pairs, there are 10 measurements of the difference between the two treatments. 
Ten would be the sample size. We can estimate and test the effect of treatment using 
the mean of the differences.

Paired measurements are converted to a single measurement by taking the dif-
ference between them.

Estimating mean difference from paired data

We now describe how to estimate mean differences and calculate confidence intervals 
for those estimates. This method assumes that we have a random sample of pairs and 
that the differences between members of each pair have a normal distribution. We’ll 
use Example 12.2 to show the concepts and the calculation.

 So macho it makes you sick?

In many species, males are more likely to attract females if 
the males have high testosterone levels. Are males with high 
testosterone paying a cost for this extra mating success in 
other ways? One hypothesis is that males with high testoster-
one might be less able to fight off disease—that is, their high 
levels of testosterone might reduce their immunocompe-
tence. To test this idea, Hasselquist et al. (1999) experimen-
tally increased the testosterone levels of 13 male red-winged 
blackbirds by surgically implanting a small permeable tube 
filled with testosterone. They measured immunocompetence 
as the rate of antibody production in response to a nonpatho-
genic antigen in each bird’s blood serum both before and 

eXAMPLe

12.2
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 Section 12.2  Paired comparison of means 331

after the implant. The antibody production rates were measured optically, in units of log 
10-3 optical density per minute (ln[mOD/min]).

The graph in Figure 12.2-1 shows that there is considerable variation among birds 
in their natural antibody production rates and that antibody production went up after 
the implant in some birds but went down in others. What is the mean difference 
between the two treatments? We can address this question by constructing a confi-
dence interval for the mean change in antibody production.
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TablE 12.2-1 Antibody production rate in blackbirds before and after testosterone 
implants. Each bird is represented by a single row and has a pair of antibody measure-
ments; d is the difference (“after” minus “before”) between the pair of measurements.

  Before implant:  After implant:   
 Male identification  Antibody production  Antibody production   
 number (ln[mOD/min]) (ln[mOD/min]) d

 1 4.65 4.44 -0.21

 4 3.91 4.30 0.39

 5 4.91 4.98 0.07

 6 4.50 4.45 -0.05

 9 4.80 5.00 0.20

 10 4.88 5.00 0.12

 15 4.88 5.01 0.13

 16 4.78 4.96 0.18

 17 4.98 5.02 0.04

 19 4.87 4.73 -0.14

 20 4.75 4.77 0.02

 23 4.70 4.60 -0.10

 24 4.93 5.01 0.08

Figure 12.2-1 
Immunocompetence of 13 red-winged blackbirds 
before and after testosterone implants. Immunocompe-
tence was measured as the log of the rate of antibody 
production in response to an antigen (original units in 
mOD/min). The two measurements from each bird are 
connected by a line segment. 
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332 Chapter 12  Comparing two means

The first step is to calculate the difference in antibody production for each male. 
The data, listed in Table 12.2-1, consist of a pair of measurements for each male: anti-
body production before the testosterone implant and antibody production after the 
implant. We calculated the difference between measurements within each male i as

di = (antibody production of male i after) - (antibody production of male i before).

For bird 1, for example, d1 = 4.44 - 4.65 = -0.21. It doesn’t much matter 
whether we subtract the “after” measurement from the “before” measurement (as in  
Table 12.2-1) or vice versa, but it is critical that we calculate the differences the same 
way for each individual. A histogram of the resulting differences is shown in Fig- 
ure 12.2-2.
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We then find the sample mean difference (call it d ), the sample standard deviation 
of the differences (sd), and the sample size (n):

d = 0.056,
 sd = 0.159, and

 n = 13.

The trend was for immunocompetence (measured by the rate of antibody produc-
tion) to go up after the testosterone implant, not down as predicted by the hypothesis. 
The confidence interval for the mean of a paired difference is generated in the same 
way as the confidence interval for any other mean (see Section 11.2). The confidence 
interval for the mean difference (md) is

d - t�(2), df SEd 6 �d 6 d + t�(2), df SEd,

where

SEd = sd>2n

is the standard error of the mean difference. Note that n is the number of pairs, not the 
total number of measurements, because pairs are the independent sampling unit. For 
this reason, we are carrying out the analysis on the differences.

For the blackbird data, we calculate

SEd =
0.159213

= 0.044.

Figure 12.2-2 
A histogram of the differences in antibody production in 
male blackbirds before and after testosterone implants.
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 Section 12.2  Paired comparison of means 333

With n = 13, we have df = 12, so we look in Statistical Table C to find 
t0.05(2), 12 = 2.18. Thus, the 95% confidence interval for the mean difference between 
antibody production before and after testosterone implants is

 d - ta(2), df  SEd 6 md 6 d + ta(2), df  SEd

 0.056 - 2.18(0.044) 6 md 6 0.056 + 2.18(0.044)

 - 0.040 6 md 6 0.152.

In other words, the most-plausible range for the true mean difference is between 
-0.040 and 0.152 ln[mOD>min]. While this span includes zero, it is also consistent 
with the possibility of a modest drop in immunocompetence following testosterone 
implant. A larger sample of individuals would be needed to narrow the interval fur-
ther.

Paired t-test

The paired t-test is used to test a null hypothesis that the mean difference of paired 
measurements equals a specified value. The method tests differences when both treat-
ments have been applied to every sampling unit and the data are therefore paired.

The paired t-test is straightforward once we reduce the two measurements made 
on each pair down to a single number: the difference between the two measurements. 
This difference is then analyzed in the same way as a regular one-sample t-test, as 
described in Chapter 11. We’ll continue to analyze the blackbird testosterone data 
from Example 12.2 to ask whether the antibody production in blackbirds changed 
significantly after testosterone implants.

Because the data are paired, a paired t-test is appropriate, with before testoster-
one and after testosterone representing the two “treatments.” The null and alternative 
hypotheses are as follows.

H0: The mean change in antibody production after testosterone implants was zero.

HA: The mean change in antibody production after testosterone implants was not 
zero.

The alternative hypothesis is two-tailed, because either greater or lesser antibody 
production after the testosterone implants would reject the null hypothesis. These 
hypothesis statements could also be written as

H0: md = 0

and

HA: md Z 0,

where md is the population mean difference between treatments.
Again, the first step is to calculate the difference in antibody production before 

and after the implants, which we have already done in Table 12.2-1. We then need the 
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334 Chapter 12  Comparing two means

sample mean (d = 0.056) and standard error (SEd = 0.044) of the mean differences, 
which we calculated in the previous subsection.

From here on, the paired t-test is identical to a one-sample t-test on the differences. 
We can calculate the t-statistic as

t =
d - md 0

SEd
,

where md0 is the population mean of d proposed by the null hypothesis (0 in this 
example), and SEd  is the sample standard error of d. Under the null hypothesis, this 
t-statistic has a t-distribution with df = n - 1 degrees of freedom.

When this formula is applied to the blackbird testosterone data,

t =
0.056 - 0

0.044
= 1.27.

This test statistic has df = 13 - 1 = 12. The P-value for the test is

P = Pr[t12 6 -1.27] + Pr[t12 7 1.27] = 2 Pr[t12 7 1.27].

Using a computer, we calculated this probability under a t-distribution with  
12 df to be

P = 0.23.

P is greater than 0.05, so we do not reject the null hypothesis that md = 0 with these 
data.

If we did this test without a computer handy, we could use Statistical Table C 
instead. In that case, we would find that the critical value for a two-tailed test with  
a = 0.05 and 12 degrees of freedom is

t0.05(2), 12 = 2.18.

Because t = 1.27 does not fall outside the critical limits of -2.18 and 2.18, we know 
that P 7 0.05, and we do not reject the null hypothesis.

The mean difference that we saw (0.056 ln[mOD >min]) is in the direction of 
higher immune system function after testosterone implants, but we cannot reject the 
null hypothesis that the testosterone has no effect on immunocompetence. The con-
fidence interval that we calculated in the previous subsection indicates that a broad 
range of values is consistent with these data. On the basis of this data set, we do not 
reject the null hypothesis, but we might want to study the problem further to resolve 
the issue more precisely.

assumptions

The paired t-test and the method for calculating a confidence interval for a paired 
difference make the same assumptions as the one-sample methods described in  
Chapter 11:

n  The sampling units are randomly sampled from the population.
n  The paired differences have a normal distribution in the population.
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 Section 12.3  Two-sample comparison of means 335

The analysis makes no assumptions about the distribution of either of the two 
measurements made on each sampling unit. These measurements can have any dis-
tribution, as long as the difference between the two measurements is approximately 
normally distributed.

 12.3 Two-sample comparison of means

We now present methods to analyze the difference between the means of two treat-
ments or groups in the case of a two-sample design. In a two-sample design, the two 
treatments are applied to separate, independent samples from two populations. We 
illustrate the process using Example 12.3.

3 Spike or be spiked

The horned lizard Phrynosoma mcallii has many unusual features, including the ability to 
squirt blood from its eyes. The species is named for the fringe of spikes surrounding the 
head. Herpetologists recently tested the idea that long spikes help protect horned  lizards 
from being eaten, by taking advantage of the gruesome but convenient behavior of one of 
their main predators—the loggerhead shrike, Lanius ludovicianus. The loggerhead shrike 
is a small predatory bird that skewers its victims on thorns or barbed wire, to save for later 
eating.
 The researchers identified the remains of 30 horned lizards that had been killed by 
shrikes and measured the lengths of their horns (Young et al. 2004). As a comparison 
group, they measured the same trait on 154 horned lizards that were still alive and well. 
They compared the mean horn lengths of the dead lizards with those of the living lizards. 
Histograms of the horn lengths of the two groups are shown in Figure 12.3-1. Summary 
statistics are listed in Table 12.3-1.

TablE 12.3-1 Summary statistics for lizard horn lengths.

  Sample standard   
Lizard group Sample mean Y  (mm) deviation s (mm) Sample size n

Living 24.28 2.63 154

Killed 21.99 2.71  30

eXAMPLe

12.3
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The lizards that were killed by shrikes are different individuals than the living 
 lizards. They are not paired in any way; instead, each treatment (living or dead) is 
represented by a separate sample of lizards, belonging to different groups. Therefore, 
we must analyze the differences by using two-sample methods.

Figure 12.3-1 and Table 12.3-1 suggest that the dead lizards have shorter horns 
than the living lizards on average, as might be expected if shrikes avoid the longest 
horns. Next, we calculate a confidence interval for the difference, and we test whether 
the difference is real.

Confidence interval for the difference between two means

How much longer on average are the horns of the surviving lizards? The best  estimate 
of the difference between two population means is the difference between the  sample 
means, Y1 - Y2 . Here, we will use Y1 to refer to the sample mean of the live lizards, 
and Y2 to refer to the sample mean of the dead lizards. Which group we call 1 and 
which we call 2 is arbitrary, but we have to be consistent with the labels throughout. 
We use subscripts to indicate the population or sample that a value comes from.

The method for confidence intervals makes use of the fact that, if the variable is 
normally distributed in both populations, then the sampling distribution for the differ-
ence between the sample means is also normal. Thus, the Student’s t-distribution will 
be very helpful in describing the sampling properties of the standardized difference.

First, we will need the standard error of Y1 - Y2,  which is given by

SEY1-Y2
= As2

pa
1
n1

+
1
n2
b ,

Figure 12.3-1 
The frequency distributions of horn lengths for living and 
killed horned lizards. There are n1 = 154 live lizards and 
n2 = 30 killed lizards.
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 Section 12.3  Two-sample comparison of means 337

where

s2
p =

df1 s
2
1 + df2 s

2
2

df1 + df2
.

The quantity s2
p is called the pooled sample variance. It is a weighted average3 of 

the sample variances s2
1 and s2

2 (the squared standard deviations) of the two groups. 
The confidence interval formula assumes that the standard deviations (and variances) 
of the two populations are the same. The pooled variance s2

p uses the information 
from both samples to get the best estimate of this common population variance. The 
df1 and df2 terms refer to the degrees of freedom for the variances of the two samples:

df1 = n1 - 1

and

df2 = n2 - 1,

where n1 and n2 are the sample sizes from the two populations.

The pooled sample variance sp
2 is the average of the variances of the samples 

weighted by their degrees of freedom.

Because the sampling distribution of Y1 - Y2  is normal, the sampling distribu-
tion of the following standardized difference has a Student’s t-distribution:

t =
(Y1 - Y2) - (�1 - �2)

SEY1 - Y2

with total degrees of freedom equal to

df = df1 + df2 = n1 + n2 - 2.

From these two formulas, we can calculate the confidence interval for the difference 
between two population means:

(Y1 - Y2) - ta(2), df  SEY1 - Y2
6 m1 - m2 6 (Y1 - Y2) + ta(2), df  SEY1 - Y2

.

Let’s use the horned-lizard data to calculate the 95% confidence interval for the dif-
ference in horn length between the two groups of lizards. The place to start is with the 
summary statistics listed in Table 12.3-1. The difference in the means is

Y1 - Y2 = 24.28 - 21.99 = 2.29 mm.

After that, we start from the bottom—we’ll need the pooled variance to calculate the 
standard error of Y1 - Y2  and we’ll need the standard error to get the confidence 

3. A “weighted average” may count each group differently. In this case, each group is weighted by its 
degrees of freedom, so that the group with the larger sample size (i.e., with more information available) 
contributes proportionately more to the calculated average.
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338 Chapter 12  Comparing two means

interval for m1- m2. The pooled sample variance, which depends on the number of 
degrees of freedom (df1 = 153 and df2 = 29), is

  s2
p =

df1 s
2
1 + df2 s

2
2

df1 + df2

 =
153(2.632) + 29(2.712)

153 + 29
  = 6.98.

The standard error of the difference between the two means is then

SEY1 - Y2
= As2

pa 1
n1

+
1
n2
b = A6.98a 1

154
+

1

30
b = 0.527.

One common mistake is to forget that the standard error equation uses the sample 
sizes, n1 and n2, not the number of degrees of freedom, in the denominators.

There are 154 + 30 - 2 = 182 degrees of freedom in total, so we look up the crit-
ical value of t for df = 182:

t0.05(2), 182 = 1.97.

(There is no row in Statistical Table C for df = 182, but t0.05(2), df = 1.97 for both  
df = 180 and df = 200, and so to this order of precision, t0.05(2), 182 = 1.97 as well.)

By plugging these quantities into the formula, we find the 95% confidence interval 
for the difference in mean horn length between the living and dead lizards is

(Y1 - Y2) - ta(2), df  SEY1 - Y2
6 m1 - m2 6 (Y1 - Y2) + ta(2), df  SEY1 - Y2

2.29 - 1.97 (0.527) 6 m1 - m2 6 2.29 + 1.97 (0.527)

1.25 6 m1 - m2 6 3.33.

Thus, the 95% confidence interval for m1 - m2 is from 1.25 to 3.33 mm. We can be 
reasonably confident that surviving lizards have longer horns than lizards killed by 
shrikes, by an amount somewhere between 1.25 and 3.33 millimeters.

Two-sample t-test

The two-sample t-test is the simplest method to compare the means of a numerical 
variable between two independent groups. Its most common use is to test the null 
hypothesis that the means of two populations are equal (or, equivalently, that the dif-
ference between the means is zero):

H0: m1 = m2

and

HA: m1 Z m2,
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 Section 12.3  Two-sample comparison of means 339

where m1 is the population mean for the first of the two populations and m2 is the 
mean for the second population. It doesn’t matter which population we designate as 
population 1 and which as population 2 as long as we are consistent throughout the 
analysis. The two-sample t-test uses the following test statistic based on the observed 
difference between the sample means:4

t =
(Y1 - Y2)

SEY1 - Y2

.

Provided that the assumptions are met, this t-statistic has a t-distribution under 
the null hypothesis with n1 + n2 - 2 degrees of freedom. The denominator of this 
 formula, SEY1 -Y2

, is the standard error of the difference between the two sample 
means. This standard error is the same as that shown previously when discussing con-
fidence  intervals (p. 336):

SE Y1 -Y2 = As2
pa 1

n1
+

1
n2
b ,

The pooled sample variance, s2
p , was defined in the previous subsection. The  

null hypothesis is tested by comparing the observed t-value to the theoretical  
t-distribution with

df = df1 + df2 = n1 + n2 - 2

degrees of freedom.
To apply the two-sample t-test to the horned lizard study, begin by writing the null 

and alternative hypotheses.

H0: Lizards killed by shrikes and living lizards do not differ in mean horn length 
(i.e., m1 = m2).

HA: Lizards killed by shrikes and living lizards differ in mean horn length  
(i.e., m1 Z m2).

The alternative hypothesis is two-sided.
Let’s apply these equations to the lizard data to perform the two-sample t-test. 

Once again, the difference between the sample means of the two groups of lizards is

Y1 - Y2 = 2.29 mm.

The standard error of the difference, computed in the previous subsection, is

SEY1 -Y2
= 0.527.

4. More generally, the null hypothesized value for the difference between the two population means can 
be any number: H0: (m1 - m2) = (m1 - m2)0. In this case, we would calculate the test statistic as

t =
(Y1 - Y2) - (m1 - m2)0

SE Y1
 -  Y2

  instead.
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340 Chapter 12  Comparing two means

Now we can calculate the test statistic, t. According to the null hypothesis, the two 
means are equal; that is, m1 - m2 = 0. With this information, we can find

t =
(Y1 - Y2)

SEY1 -Y2

=
2.29

0.527
= 4.35.

We need to compare this test statistic with the distribution of possible values for t if 
the null hypothesis were true. The appropriate null distribution is the t-distribution, 
and it will have df1 + df2 = 153 + 29 = 182 degrees of freedom. The P-value is then

P = 2 Pr[t 7 4.35].

Using a computer, we find that this t-value corresponds to

P = 0.000023.

Since P 6 0.05, we reject the null hypothesis.
We reach the same conclusion using Statistical Table C. The critical value for  

a = 0.05 for a t-distribution with 182 degrees of freedom is

t0.05(2),182 = 1.97.

The t = 4.35 calculated from these data is much further into the tail of the distribution 
than this critical value, so we reject the null hypothesis. In fact, the t calculated for 
these data is further in the tail of the distribution than all values given in Statistical 
Table C, including those for a = 0.0002. From this information we may conclude 
that P 6 0.0002. Based on these studies, there is a difference in the horn length of 
 lizards eaten by shrikes, compared with live lizards. It is possible that shrikes avoid or 
are unable to capture the lizards with the longest horns. We can’t be certain that this 
explains the difference in horn length, because this is an observational study. To infer 
causation, we would need to carry out a controlled experiment that manipulates lizard 
horn lengths.

assumptions

The two-sided t-test and two-sample confidence interval for a difference in means are 
based on the following assumptions:

n  Each of the two samples is a random sample from its population.
n  The numerical variable is normally distributed in each population.
n  The standard deviation (and variance) of the numerical variable is the same in 

both populations.

We’ve heard the first two assumptions before—they are required for the one- 
sample t-test—but the third assumption is new. The two-sample methods we have just 
discussed are fairly robust to violations of this assumption. With moderate sample 
sizes (i.e., n1 and n2 both greater than 30), the methods work well, even if the standard 
deviations in the two groups differ by as much as threefold, as long as the sample 
sizes of the two groups are approximately equal. If there is more than a threefold dif-
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 Section 12.4  Using the correct sampling units 341

ference in standard deviations, or if the sample sizes of the two groups are very differ-
ent or less than 30 with some difference in standard deviations, then the two-sample 
t-test should not be used.

The two-sample t-test is also robust to minor deviations from the normal distri-
bution, especially if the two distributions being compared are similar in shape. For 
example, in Example 12.3, the distribution of horn size is unlikely to be perfectly 
normal in either group, but in both cases the measurements do not differ greatly from 
a normal distribution. The t-test is robust to these kinds of minor deviations from 
normality. The robustness of the t-test improves as the sample sizes get larger. In 
Chapter 13, we discuss at greater length the robustness of the t-test to deviations from  
normality.

a two-sample t-test when standard deviations are unequal

An important assumption of the two-sample t-test is that the standard deviations of 
the two populations are the same. If this assumption cannot be met, then the Welch’s 
approximate t-test should be used instead of the two-sample t-test. Welch’s  
t-test is similar to the two-sample t-test except that the standard error and degrees of 
freedom are computed differently. Similarly, it is possible to calculate a confidence 
interval for the difference in the means of the two groups using a formula that does 
not assume equal variance in the two groups. (See the Quick Formula Summary in 
Section 12.9 for the equations.) An example using the Welch’s t-test and Welch’s 
confidence interval is discussed in Section 12.4.

Welch’s t-test compares the means of two groups and can be used even when 
the variances of the two groups are not equal.

In Chapter 13, we describe additional ways to rescue situations in which the 
assumptions of normality and equal standard deviations are not met.

 12.4 Using the correct sampling units

An assumption of the t-test, as with all other tests in this book, is that the samples 
being analyzed are random samples. Quite often, repeated measurements have been 
taken on each sampling unit. Because measurements made on the same sampling unit 
are not independent, they require special handling. One solution we’ve already men-
tioned is to summarize the data for each sampling unit by a single measurement. One 
of the biggest challenges when comparing groups is to identify correctly the indepen-
dent units of replication. This decision determines not only what method is used, but 
it might also affect the conclusion reached, as Example 12.4 illustrates.
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342 Chapter 12  Comparing two means

 So long; thanks to all the fish

One of the greatest threats to biodiversity is the introduction of alien species from outside 
their natural range. These introduced species often have fewer predators or parasites in 
the new area, so they can increase in numbers and outcompete native species. Sometimes 

these species are introduced accidentally, but often they 
are introduced intentionally by humans. The brook trout, for 
example, is a species native to eastern North America that 
has been introduced into streams in the West for sport fish-
ing. Biologists followed the survivorship of a native species, 
chinook salmon, in a series of 12 streams that either had 

brook trout introduced or did not (Levin et al. 2002). Their goal was to determine whether 
the presence of brook trout affected the survivorship of the salmon. In each stream, they 
released a number of tagged juvenile  chinook and then recorded whether or not each chi-
nook survived over one year. Table 12.4-1 summarizes the data.

TablE 12.4-1 The numbers and proportion of chinook released and surviving in 
streams with and without brook trout. The study included 12 streams in total.

 Number of  Number of  Proportion  
Brook trout salmon released salmon surviving surviving

  Present 820 166 0.202

  Present 960 136 0.142

  Present 700 153 0.219

  Present 545 103 0.189

  Present 769 173 0.225

  Present 1001 188 0.188

  Absent 467 180 0.385

  Absent 959 178 0.186

  Absent 1029 326 0.317

  Absent 27 7 0.259

  Absent 998 120 0.120

  Absent 936 135 0.144

   Total 9211  1865

In all, 9211 salmon were released, of which 1865 survived and 7346 did not. 
A quick tally of the fish numbers by treatment yields the 2 * 2 table shown in  
Table 12.4-2.

TablE 12.4-2 Number of salmon surviving and not surviving in 
each trout treatment.

 Trout absent Trout present

Survived 946 919

Did not survive 3470 3876

eXAMPLe

12.4
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 Section 12.4  Using the correct sampling units 343

We would like to test whether the proportion of salmon surviving differed between 
trout treatments. What method shall we use? It is tempting to carry out a x2 contin-
gency test of association between treatment and survival.5

The problem with using the contingency test approach is that individual salmon 
are not a random sample. Rather, salmon are grouped by the streams in which they 
were released. If there is any inherent difference between the streams in the probabil-
ity of survival, over and above any effects of brook trout, then two salmon from the 
same stream are likely to be more similar in their survival than two salmon picked at  
random. In this case, salmon from the same stream are not independent. To lump all 
the salmon together and analyze with a contingency test is to commit the sin of pseudo- 
replication (see Interleaf 4).

The key to solving the problem lies in recognizing that the stream is the inde-
pendently sampled unit, not the salmon, and there are only 12 streams—six per treat-
ment. As a result, the fates of all the salmon within a stream must be summarized by a 
single measurement for analysis—namely, the proportion of salmon surviving (given 
in the last column of Table 12.4-2). This changes the data type, because we are no 
longer comparing frequencies in categories, but rather differences in the means of a 
numerical variable. A two-sample test of the difference between the means is there-
fore required.

Let’s label the streams with trout present as group 1 and the streams without trout 
as group 2. The null and alternative hypotheses are as follows:

H0: The mean proportion of chinook surviving is the same in streams with and 
without brook trout (m1 = m2).

HA: The mean proportion of chinook surviving is different between streams with 
and without brook trout (m1 Z m2).

Sample means and standard deviations are listed in Table 12.4-3. The 95% confi-
dence intervals are shown as “error bars” next to the data in Figure 12.4-1.
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Figure 12.4-1 
Proportion of chinook salmon surviving in streams with 
and without brook trout. Each open circle represents the 
measurement from a single stream. There are six streams 
of each type. Means and 95% confidence intervals are 
indicated with error bars to the right of the data.

5. The results of this folly would be x2 = 7.2, df = 1, and P = 0.0071. Thus, we would reject the null  
hypothesis of no association.
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344 Chapter 12  Comparing two means

TablE 12.4-3 Sample statistics for the proportion of salmon surviving in streams  
(Example 12.4), using the stream as the sampling unit.

     Group Sample mean Sample standard deviation, si Sample size, ni

Brook trout present 0.194 0.0297 6

Brook trout absent 0.235 0.1036 6

Figure 12.4-1 and the summary statistics in Table 12.4-3 show that streams 
without introduced trout have a sample standard deviation more than three times 
that of streams with trout. This is a case where the Welch’s approximate t-test is 
appropriate (see Section 12.3). Using Welch’s t-test and a computer, we find that 
t = 0.93, df = 5, and the P-value for the test is P = 0.39. Hence, P 7 0.05 and we 
cannot reject the null hypothesis. In other words, the data do not support the claim 
that the brook trout lower the survivorship of chinook salmon. The Welch’s 95% con-
fidence interval for the difference in means between these two groups ranges from 
-0.07 to 0.15.

The appropriate analysis, in which salmon data within streams are reduced to a 
single measurement per stream, might seem like a waste of hard-earned data. We 
started with survival data on 9211 salmon but used only six measurements per treat-
ment. The contingency analysis rejected H0, but the Welch’s two-sample test did not! 
Have we thrown away data and lost power as a result?

There are two answers to this question. First, if the raw data are not randomly sam-
pled, then it is not legitimate to analyze them as though they were a random sample. 
You can’t lose power that you never had. But the kinder, gentler answer is that the 
data are not wasted. By pooling together several related data points into a single sum-
mary measure, such as a proportion, you will have an increasingly reliable measure 
of the true value of that measure in a given sample unit, such as a stream. As a result, 
little or no information is “lost.”

 12.5 The fallacy of indirect comparison

A common error when comparing two groups is to test each group mean separately 
against the same null hypothesized value, rather than directly comparing the two means 
with each other. The error might go something like this: “Since group 1 is significantly 
different from zero, but group 2 is not, group 1 and group 2 must be different from each 
other.” We call this error the “fallacy of indirect comparison.” Example 12.5 demon-
strates that even papers published in scientific journals with the highest profile can 
make this mistake.
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 Section 12.5  The fallacy of indirect comparison 345

 Mommy’s baby, Daddy’s maybe

Do babies look more like their fathers or their mothers? The answer matters because, in 
most cultures, fathers are more likely to contribute to child rearing if they are convinced 
that a child is their biological offspring. In this case, babies who resemble their dads 
more closely have an evolutionary advantage, because they provide stronger assurance of 
paternity, which leads to greater paternal care (mothers do not face the same uncertainty 
of maternity). Christenfeld and Hill (1995) tested this by obtaining pictures of a series of 
babies and their mothers and fathers. A photograph of each baby, along with photos of 
three possible mothers and of three possible fathers, was shown to a large number of 
volunteers. Each volunteer was asked to pick which woman and which man were the par-
ents of the baby based on facial resemblance. The percentage of volunteers who correctly 
guessed a parent was used as the measure of a given baby’s resemblance to that parent. If 
there were no facial resemblance of babies to parents, then the mean resemblance should 
be 33.3%, the percentage of correct guesses expected by chance. If babies did resemble 
a parent, then the mean resemblance should be greater than 33.3%. Figure 12.5-1 shows 
the means for each  parent and the corresponding 95% confidence intervals.
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The null hypothesis of no resemblance (i.e., one-third correct guesses) was 
soundly rejected for fathers, and the null hypothesis of no resemblance was not 
rejected for mothers. So far, so good. However, the researchers concluded from these 
tests that babies therefore resembled their fathers more than they resembled their 
mothers. This is an indirect comparison. That is, both groups were tested against the 
same null expectation (i.e., 33.3%), but mothers and fathers were not directly com-
pared with each other. If they had been, no significant difference would have been 
found.

The problem with this sort of indirect comparison can be understood by consid-
ering a more extreme hypothetical case. In the example shown in Figure 12.5-2, the 
mean of group 1 is significantly different from the null expectation (indicated by the 
dashed line), but the mean of group 2 is not. It is false to conclude, therefore, that 
group 1 has a larger mean than group 2. In this example, it is group 2 that has the 
larger sample mean!

eXAMPLe

12.5

Figure 12.5-1 
Resemblance of babies to their biological mothers and 
fathers, as measured by the percentage of volunteers who 
correctly guessed the mother and father of each baby from 
facial photographs. Dots are means, and vertical lines 
(error bars) are the 95% confidence intervals. The null 
expectation is 33.3% (shown with the red horizontal line). 
n = 24 babies.

WS2_Ch12_p327-368.indd   345 5/3/14   7:06 PM

© 20
14

 W
.H

. F
ree

man
 an

d C
o.



346 Chapter 12  Comparing two means

Group 1 Group 2

Y

How, then, should mothers and fathers be compared? They should be compared by 
testing directly whether the mean resemblance of babies to mothers is different from 
the mean resemblance to fathers. If the null hypothesis of no difference is rejected, 
then—and only then—we can conclude that babies resemble one parent more than 
the other.6

Indirectly comparing two groups by comparing them separately to the same null 
hypothesized value will often lead you astray. This error is extremely common in the 
published scientific literature (Nieuwenhuis et al. 2011). Groups should always be 
compared directly to each other.

Comparisons between two groups should always be made directly, not indi-
rectly by comparing both to the same null hypothesized value.

 12.6 Interpreting overlap of confidence intervals

Scientific papers often report the means of two or more groups, along with their con-
fidence intervals, but they might not test the difference between the means of the two 
groups with a two-sample t-test. How much information about whether group means 
differ significantly is contained in the amount of overlap between their separate con-
fidence intervals?

It turns out that reliable conclusions can be drawn only under the two scenarios 
depicted in panels (a) and (b) of Figure 12.6-1.

If the 95% confidence intervals7 of two estimates do not overlap at all (as in  
Figure 12.6-1, panel [a]), then the null hypothesis of equal means would be rejected 

Figure 12.5-2 
The 95% confidence intervals for the means of two 
hypothetical groups. The dashed line represents the null 
hypothesized value for the means of both groups.

6. Larger follow-up studies have failed to find any difference between mothers and fathers in the degree to 
which their babies resemble them (Brédart and French 1999).

7. When you’re reading scientific reports, interpret error bars on a graph with care. Sometimes error bars 
are used to show one standard error above and below the estimate, sometimes they show two standard 
errors, sometimes they show a confidence interval, and sometimes they just show standard deviations. 
Figure 12.6-1 shows confidence intervals.
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 Section 12.7  Comparing variances 347

at the a = 0.05 level. If, on the other hand, the value of one of the sample means is 
included within the 95% confidence interval of the other mean (as in Figure 12.6-1, 
panel [b]), then the null hypothesis of equal means would not be rejected at  
a = 0.05. Between these two extremes, where the confidence intervals overlap but 
neither interval includes the sample mean of the other group (as in Figure 12.6-1, 
panel [c]), we cannot be sure what the outcome of a two-sample t-test would be from 
a simple inspection of the overlap in confidence intervals.

 12.7 Comparing variances

Up to now we have focused on comparing group means, but often we want to test 
whether populations differ in the variability of measurements. Several techniques are 
available. Here we briefly describe two of these: the F-test and Levene’s test. In both 
cases, we describe the tests without much detail. The Quick Formula Summary (Sec-
tion 12.9) gives the formulas, and most computer statistical programs will perform 
these tests.

Be warned, though: the F-test is highly sensitive to departures from the assump-
tion that the measurements are normally distributed in the populations. It is not rec-
ommended for most data, therefore, because real data often show some departure 
from normality. Nevertheless, we present it here because many researchers continue 
to use it, and you will encounter it in the literature and in statistics packages on the 
computer. Levene’s test is a popular alternative test that is more robust to the assump-
tion of normal populations, but it has lower power.

Figure 12.6-1 Each panel shows sample means of two groups with 95% confidence 
intervals. (a) The confidence intervals do not overlap; in this case, the null hypothesis of no 
difference between group means would be rejected. (b) The confidence interval for one group 
contains the sample mean of the other group; in this case, the null hypothesis of no differ-
ence would not be rejected. (c) The confidence intervals overlap, but neither includes the sam-
ple mean of the other group; in this case, we cannot be sure what the results of a two-sample 
t-test comparing the means would show.
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348 Chapter 12  Comparing two means

The F-test of equal variances

The F-test evaluates whether two population variances are equal. That is, it tests the 
null hypothesis that

H0: �2
1 = �2

2

against the alternative

HA: �2
1 Z �2

2,

where �2
1 is the variance (the squared standard deviation) of population 1 and �2

2 is 
the variance of population 2. The test statistic is called F, and it is calculated from the 
ratio of the two sample variances:

F = s2
1 >s2

2 .

If the null hypothesis were true, then F should be near one, deviating from it only 
by chance. Under the null hypothesis, the F-statistic has an F-distribution with the 
pair of degrees of freedom (n1 - 1, n2 - 1). The first number of the pair refers to the 
degrees of freedom of the top part (the numerator) of the F-ratio, and the second pair 
is for the bottom part (the denominator) of the F-ratio. We present more details in the 
Quick Formula Summary (Section 12.9). The F-distribution is discussed more fully 
in Chapter 15.

The F-test to compare two variances assumes that the variable is normally distrib-
uted in both populations. Unfortunately, the test is highly sensitive (i.e., not robust) to 
this assumption. For example, the F-test will often falsely reject the null hypothesis 
of equal variance if the distribution in one of the populations is not normal. For this 
reason, the F-test is not recommended for general use.

levene’s test for homogeneity of variances

Several alternative methods also test the null hypothesis that the variances of two or 
more groups are equal. One of the best is Levene’s test, which is available in many 
statistical packages on the computer. Levene’s test assumes that the frequency dis-
tribution of measurements is roughly symmetrical within all groups, but it performs 
much better than the F-test when this assumption is violated. Levene’s test has the 
further advantage that it can be applied to more than two groups; in fact, it can test the 
null hypothesis that multiple groups all have equal variances.

Levene’s test works by first calculating the absolute value of the difference 
between each data point and the sample mean for its group. These quantities are 
called “absolute deviations.” The method then tests for a difference between groups 
in the means of these absolute deviations. The test statistic is called W, and it too has 
an F-distribution under the null hypothesis of equal variances. The calculations are 
somewhat cumbersome, so we will not detail them here, but we give the formula in 
the Quick Formula Summary (Section 12.9). Most modern statistical programs on the 
computer will do a Levene’s test, however, and we recommend that you use it when 
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 Section 12.8  Summary 349

comparing the variances of two or more groups. The online Engineering Statistics 
Handbook8 is a good place to look for more information on Levene’s test.

 12.8 Summary

n	 Two study designs are available to compare two treatments. In a paired design, 
both treatments are applied to every randomly sampled unit. In a two-sample 
design, treatments are applied to separate randomly sampled units.

n	 Comparing two treatments in a paired design involves analyzing the mean of 
the differences between the two measurements of each pair. Comparing two 
treatments in a two-sample design involves analyzing the difference in means 
of two independent samples of measurements.

n	 A test of the mean difference between two paired treatments uses the paired 
t-test.

n	 Both the confidence interval for the mean difference and the paired t-test 
assume that the pairs are randomly chosen from the population and that the 
differences (di) have a normal distribution. These methods are robust to minor 
deviations from the assumption of normality.

n	 The means of a numerical variable from two separate groups or populations 
can be compared with a two-sample t-test.

n	 The two-sample t-test and the confidence intervals for the difference between 
the means assume that the variable is normally distributed in both populations 
and that the variance is the same in both populations. The methods are robust 
to minor deviations from these assumptions.

n	 The pooled sample variance is the best estimate of the variance within groups, 
assuming that the groups have equal variance.

n	 Welch’s approximate t-test compares the means of two groups when the vari-
ances of the two groups are not equal.

n	 Repeated measurements made on the same sampling unit are not independent 
and should be summarized for each sampling unit before further analysis.

n	 Indirectly comparing two groups by comparing each of them separately to the 
same null hypothesized value will often lead you astray. Groups should always 
be compared directly to each other.

n	 For variables that are normally distributed, variances of two groups can be 
compared with an F-test. The F-test, however, is highly sensitive to the depar-
tures from the assumption of normal populations.

n	 Levene’s test compares the variances of two or more groups. It is more robust 
than the F-test to departures from the assumption of normality.

8. http://www.itl.nist.gov/div898/handbook/eda/section3/eda35a.htm
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350 Chapter 12  Comparing two means

 12.9 Quick Formula Summary

Confidence interval for the mean difference (paired data)

What does it assume? Pairs are a random sample. The difference between paired 
measurements is normally distributed.

Parameter: md

Statistic: d

Degrees of freedom: n - 1

Formula: d - ta(2), df  SEd 6 �d 6 d + ta(2), df  SEd,

where d  is the mean of the differences between members of each of the pairs, 
SEd = sd>2n, sd is the sample standard deviation of the differences, and n is the 
number of pairs.

Paired t-test

What is it for? To test whether the mean difference in a population equals a null 
hypothesized value, md0.

What does it assume? Pairs are randomly sampled from a population. The differ-
ences are normally distributed.

Test statistic: t

Distribution under H0: The t-distribution with n - 1 degrees of freedom, where n is 
the number of pairs.

Formula: t =
d - md0

SEd
,

where the terms are defined as for the confidence interval.

Standard error of difference between two means

Formula: SEY1-Y2
= As2

pa
1
n1

+
1
n2
b ,

where s2
p is the pooled sample variance: s2

p =
df1s

2
1 + df2s2

2

df1 + df2
. The degrees of freedom 

are df1 = n1 - 1 and df2 = n2 - 1.
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 Section 12.9  Quick Formula Summary 351

Confidence interval for the difference between two  
means (two samples)

What does it assume? Both samples are random samples. The numerical variable is 
normally distributed within both populations. The standard deviation of the distribu-
tion is the same in the two populations.

Degrees of freedom: n1 + n2 - 2

Statistic: Y1 - Y2

Parameter: m1 - m2

Formula: (Y1 - Y2) - ta(2), df  SEY1 - Y2
6 m1 - m2 6 (Y1 - Y2) + ta(2), df  SEY1 - Y2

,

where SEY1 - Y2
 is the standard error of the difference between means, as defined  

above.

Two-sample t-test

What is it for? Tests whether the difference between the means of two groups equals 
a null hypothesized value for the difference.

What does it assume? Both samples are random samples. The numerical variable is 
normally distributed within both populations. The standard deviation of the distribu-
tion is the same in the two populations.

Test statistic: t

Distribution under H0: The t-distribution with n1 + n2 - 2 degrees of freedom.

Formula: t =
(Y1 - Y2) - (m1 - m2)0

SEY1 -Y2

,

where (m1 - m2)0 is the null hypothesized value for the difference between popu-
lation means, and SEY1 -Y2

 is the standard error of the difference between means, as 
defined previously.

Welch’s confidence interval for the difference between two means

What does it assume? Both samples are random samples. The numerical variable is 
normally distributed within both populations.

Statistic: Y1 - Y2

Parameter: �1 - �2
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352 Chapter 12  Comparing two means

Formula: (Y1 - Y2) {
t

�(2), dfA s2
1

n1
+

s2
2

n2

, where df =

a s2
1

n1
+

s2
2

n2
b

2

c (s
2
1>n1)

2

n1 - 1
+

(s2
2>n2)

2

n2 - 1
d
 

where df is rounded down to the nearest integer.

Welch’s approximate t-test

What is it for? Tests whether the difference between the means of two groups equals 
a null hypothesized value when the standard deviations are unequal.

What does it assume? Both samples are random samples. The numerical variable is 
normally distributed within both populations.

Test statistic: t

Distribution under H0: t-distribution. The number of degrees of freedom are fewer 
than in the case of the two-sample t-test. See the previous entry on Welch’s confi-
dence interval for difference between two means for the formula for df. 

Formula: t =
(Y1 - Y2) - (m1 - m2)0A s2

1

n1
+

s2
2

n2

.

F-test

What is it for? Tests whether the variances of two populations are equal.

What does it assume? Both samples are random samples. The numerical variable is 
normally distributed within both populations.

Test statistic: F

Distribution under H0: F-distribution with n1 - 1, n2 - 1 degrees of freedom.  
H0 is rejected if F Ú F�(2), n1 - 1, n2 - 1

. The quantity Fa(1), k - 1, N - k is the critical value 
of the F-distribution corresponding to the pair of degrees of freedom (n1 - 1 and  
n2 - 1). Critical values of the F-distribution are provided in Statistical Table D.  
F is compared only to the upper critical value, because F, as computed below, always 
puts the larger sample variance in the top (the numerator) of the F-ratio.

Formula: F =
s2

1

s2
2
,

where s2
1 is the larger sample variance and s2

2 is the smaller sample variance.

WS2_Ch12_p327-368.indd   352 5/3/14   7:06 PM

© 20
14

 W
.H

. F
ree

man
 an

d C
o.



 Practice Problems 353

PraCTICE ProblEmS
 1.  Calculation practice: Paired t-test. Can the 

death rate be influenced by tax incentives?9 
Kopczuk and Slemrod (2003) investigated 
this possibility using data on deaths in the 
United States in years in which the government 
announced it was changing (usually raising) 
the tax rate on inheritance (the estate tax). The 
authors calculated the death rate during the 14 
days before, and the 14 days after, the changes 
in the estate tax rates took effect. The number of 
deaths per day for each of these periods is given 
in the table at right. The data are illustrated in 
the strip chart on the next page (paired observa-
tions are connected by line segments).

 Death rate under Death rate under  
 higher estate lower estate 
Year tax rate tax rate

1917 22.21 24.93
1917 18.86 20.00
1919 28.21 29.93
1924 31.64 30.64
1926 18.43 20.86
1932 9.50 10.14
1934 24.29 28.00
1935 26.64 25.29
1940 35.07 35.00
1941 38.86 37.57
1942 28.50 34.79

levene’s test

What is it for? Testing the difference between the variances of two or more  
populations.

What does it assume? Both samples are random samples, and the distribution of the 
variable is roughly symmetrical in both populations.

Test statistic: W

Distribution under H0: F-distribution with the pair of degrees of freedom  
k - 1 (for the numerator of W; see the formula below) and N - k (for the denom-
inator of W), where k is the number of groups (two in the case of a two-sample 
test) and N is the total sample size (n1 + n2 in the case of two groups). H0 is 
rejected if W Ú Fa(1), k - 1, N - k. The quantity Fa(1), k - 1, N - k is the critical value of 
the F-distribution (see the preceding description of the F-test for an explanation 
of the critical value).

Formula: W =

(N - k)a
k

i = 1
ni(Zi - Z)2

(k - 1)a
k

i = 1
a
ni

j = 1
(Zij - Zi)

2

,

where Zij = |Yij - Yi |  is the absolute value of the deviation between individual 
observation Yij (symbolized as the jth data point in the ith group) and the sample 
mean for its group Yi  (symbolized as the sample mean for group i). Zi  is the mean 
of all the Zij for the ith group, and Z  is the grand mean of all the Zij’s, calculated as 
the average of all the Zij’s regardless of group. The ni is the number of data points 
in the ith group, and k is the number of groups (two in the case of a two-sample 
test).

9. It has been suggested that death rates can be influenced by the proximity to big events. For example,  
the death rate dropped a bit leading up to the new millennium and increased a bit afterward.
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Let’s use a paired t-test to ask whether the death 
rate changed significantly after the estate tax rate 
change.
a.  State the null and alternate hypotheses for 

this analysis.
b.  Why might a paired t-test be an appropriate 

method to apply to this comparison?
c.  For each change in the estate tax, calculate 

the difference in death rate between the 
higher and lower tax regimes.

d.  What is the mean of this difference?
e.  What is the standard deviation of the  

difference?
f.   What is the sample size?
g.  What is the standard error of the mean  

difference?
h.  Calculate t for this test.
i.   How many degrees of freedom will this 

paired t-statistic have?
j.   What is the critical value for the test, corre-

sponding to a = 0.05?
k.  What is the P-value associated with the test 

statistic, and what is the conclusion from the 
test?

l.   What scientific conclusion do you draw from 
these findings?

 2.  Calculation practice: two-sample t-test. When 
your authors were growing up, it was thought 
that humans dreamed in black and white rather 
than color. A recent hypothesis is that North 
Americans did in fact dream in black and white 
in the era of black-and-white television and 

movies, but that we shifted back to dream in 
color after the introduction of color media. To 
test this hypothesis, Murzyn (2008) queried 
30 older individuals who had grown up in the 
black-and-white era and 30 younger individu-
als who grew up with color media about their 
dreams. She recorded the percentage of color 
dreams for each individual. A mean of 68.4% of 
the younger peoples’ dreams were in color (with 
a standard deviation of 31.8%). On average, 
33.9% of the older individuals’ dreams were in 
color, with a standard deviation of 36.9%. The 
scores were approximately normally distributed 
in each group. Is the difference between the 
two means statistically significant? We’ll use a 
two-sample t-test for this comparison.
a.  State the null and alternate hypotheses for 

this test.
b.  What are the assumptions of a two-sample 

t-test? Do these data match these assump-
tions well enough?

c.  What are the sample variances for each 
group?

d.  How many degrees of freedom are associated 
with each group?

e.  Calculate the pooled variance for these data.
f.   What is the standard error of the difference 

between means?
g.  Calculate t.
h.  How many degrees of freedom does this 

t-statistic have?
i.   What is the critical value of t with a = 0.05 

for this test?
j.   What is the most precise P-value that you 

can determine for this test?
k.  What can you conclude about the difference 

between the older and younger people in 
how often they dream in color? Interpret the 
conclusions of the test in terms of the origi-
nal scientific question.

 3.  Calculation practice: Confidence interval for 
the difference between two means. Return to 
the data about the percentage of dreams in color 
as a function of age from Practice Problem 2. 
Determine a 95% confidence interval for the 
difference in mean percent of color dreams 
between the older and younger groups.
a.  If you have not done so already from the 

previous problem, calculate the standard 
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error of the difference between means. (This 
should be the same as in part (f) of Practice 
Problem 2.)

b.  How many degrees of freedom does the 
t-statistic for this analysis have?

c.  For a 95% confidence interval, what value of  
a should we use?

d.  Using Statistical Table C, find the critical 
value of t for this a with the correct number 
of degrees of freedom.

e.  What is the observed difference between 
means (Y1 - Y2 )?

f.   Calculate the 95% confidence interval for the 
difference between population means.

 4.  For each of the following scenarios, the 
researchers are interested in comparing the 
mean of a numerical variable measured in two 
circumstances. For each, say whether a paired  
t-test or two-sample t-test would be appropriate.
a.  The weight of 14 patients before and after 

open-heart surgery.
b.  The smoking rates of 14 men measured 

before and after a stroke.
c.  The number of cigarettes smoked per day by 

14 men who have had strokes compared with 
the number smoked by 14 men who have not 
had strokes.

d.  The lead concentration upstream from five 
power plants compared with the levels down-
stream from the same plants.

e.  The basal metabolic rate (BMR) of seven 
chimpanzees compared with the BMR of 
seven gorillas.

f.   The photosynthetic rate of leaves in the 
crown of 10 Sitka spruce trees compared 
with the photosynthetic rate of leaves near 
the bottom of the same trees.

g.  The photosynthetic rates of 10 randomly 
chosen Douglas-fir trees compared with 10 
randomly chosen western red cedar trees.

h.  The photosynthetic rate measured on 10 
randomly chosen Sitka spruce trees com-
pared with the rate measured on the western 
red cedar growing next to each of the Sitka 
spruce trees.

 5.  Dung beetles are one of the most common types 
of prey items for burrowing owls. The owls col-
lect bits of large mammal dung and leave them 
around the entrance to their burrows, where 

they spend long hours waiting motionless for 
something tasty to be lured in. A research team 
wanted to know whether this dung actually 
attracted dung beetles or whether it had another 
use, such as to mask the odor of owl eggs from 
predators (Levey et al. 2004). They added dung 
to 10 owls’ burrows, randomly chosen, and 
did not add dung to 10 other owl burrows. The 
researchers then counted the number of dung 
beetles consumed by the two types of owls over 
the next few days. The mean number of beetles 
consumed in the dung-addition group was 4.8, 
while the mean number was 0.51 in the control 
group. The standard deviations for the two 
groups were 3.26 and 0.89, respectively.What 
is an appropriate way to test for a difference in 
these two groups’ beetle-capture rates?

Ronald G. Wolff

 6.  Practice Problem 8 in Chapter 11 described an 
experiment that compared the testes sizes of 
four experimental populations of monogamous 
flies to four populations of polyandrous flies. 
The data are as follows:

Mating system Testes area (mm2)

 Monogamous 0.83
 Monogamous 0.85
 Monogamous 0.82
 Monogamous 0.89
 Polyandrous 0.96
 Polyandrous 0.94
 Polyandrous 0.99
 Polyandrous 0.91
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356 Chapter 12  Comparing two means

a.  What is the difference in mean testes size 
for males from monogamous populations 
compared to males from polyandrous popu-
lations? What is the 95% confidence interval 
for this difference? Assume normality and 
equal variances.

b.  Carry out a hypothesis test to compare the 
means of these two groups. What conclu-
sions can you draw?

 7.  In garter snakes, some males emerging from 
overwintering dens mimic females by produc-
ing female pheromones. Males might mimic 
females to warm up: males tend to emerge 
sooner than females and warm up in the sun 
while they wait for the females; the females are 
surrounded by males soon after emergence, and 
soak up their warmth. A prediction based on this 
idea is that males that mimic females should be 
covered by more males than males that don’t 
mimic females. Observations on newly emerg-
ing garter snakes in Manitoba found that, on 
average, 58% of a male’s body was covered by 
other males if he emitted female pheromones 
(with standard deviation 28%, measured on 49 
males). In comparison, 32 males that did not 
emit female pheromones had, on average, 25% 
of their bodies covered by other males, with 
standard deviation 24% (Shine et al. 2001).
a.  On average, how much more covered by 

other males are female mimics compared 
with nonmimics? Give a 95% confidence 
interval for this parameter.

b.  Test the hypothesis that female mimicry has 
no effect on the proportion of body coverage 
in these garter snakes. What assumptions are 
you making?

 8.  Spot the flaw. Bluegill sunfish, a species of 
freshwater fish, prefer to feed in the open water 
in summer, but, in the presence of predators, 
they tend to hide in the weeds near shore. A 
study compared the growth rate of bluegills that 
fed in the open water with the growth rate of 
bluegills that fed only in nearshore vegetation. 
“Open-water” and “nearshore” fish were both 
measured in eight lakes, and the mean growth 
rate of open-water fish was compared to the 
mean growth rate of nearshore fish using a two- 
sample t-test. What was done wrong in this study?

 9.  The astonishing diversity of cichlid fishes of 
Lake Victoria is maintained by the preferences 
of females for males of their own species. To 
understand how the species arose in the first 
place, it is important to know the genetic basis 
of this preference in females. Researchers 
crossed two species of cichlids, Pundamilia 
pundamilia and P. nyererei, and raised the “F1 
hybrids” to adulthood. They measured degree 
of preference by the female F1 fish for P. pun-
damilia males over P. nyererei males (Haeslery 
and Seehausen 2005). They then crossed the 
F1 hybrids with each other to produce a second 
generation of hybrids (the “F2”), which they 
also raised to adulthood and measured the same 
index of female preference. If a small number of 
genes are important in determining the prefer-
ence, then the variance of the preference index 
will differ between these two generations (it will 
be highest in the F2 hybrids). The researchers 
measured preference on 20 F1 individuals and 
33 F2 individuals. The results are given below. 
Assume preference has a normal distribution in 
both populations.

F2 hybrids: 0.380, 0.271, 0.211, 0.188, 0.157, 
0.140, 0.131, 0.126, 0.126, 0.065, 0.048, 
0.048, 0.024, 0.017, 0.017, 0.000, 0.000, 
–0.009, –0.009, –0.014, –0.032, –0.032, 
–0.044, –0.063, –0.068, –0.082, –0.082, 
–0.082, –0.143, –0.198, –0.300, –0.314, 
–0.348.

F1 hybrids: 0.114, 0.101, 0.080, 0.082, 0.080, 
0.067, 0.054, 0.015, 0.015, 0.007, 0.007, 
–0.019, –0.019, –0.019, –0.024, –0.034, 
–0.049, –0.058, –0.099, –0.105.

a.  Choose a type of graph and compare the 
frequency distributions of female preference 
index in the F1 and F2 hybrids. What differ-
ence is suggested?
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b.  Calculate the variances of female preference 
index in the two hybrid crosses. Do the num-
bers agree with your visual estimate in (a)?

c.  Test whether the variance of female prefer-
ence index differs between the two crosses.

10.  In most election years since 1960, a televised 
debate between the leading candidates for 
president has been influential in determining 
the outcome of the U.S. election. One analysis 
of the transcripts of these debates looked at 
the number of times that each candidate used 
the words “will,” “shall,” or “going to” as an 
indication of how many promises the candidate 
made. Also recorded was whether the candidate 
won the popular vote. (This is not always the 
same candidate who won the election. In 2000, 
for example, Al Gore won the popular vote, 
but George Bush attained the presidency.) The 
results are shown in the following table. Debates 
were not held in 1964, 1968, and 1972, and full 
transcripts were not available from 1984. Was 
the winner or loser significantly more likely to 
make promises, as measured by this index? Use 
an appropriate test.

  Won (W)  Number of  
  or lost (L)  “will”s, “shall”s,  
Year Candidate popular vote and “going to”s

1960 Kennedy W 163
1960 Nixon L 122
1976 Carter W 68
1976 Ford L 32
1980 Reagan W 19
1980 Carter L 18
1988 G. Bush W 111
1988 Dukakis L 85
1992 Clinton W 79
1992 G. Bush L 75
1996 Clinton W 56
1996 Dole L 33
2000 Gore W 68
2000 G. W. Bush L 48
2004 G. W. Bush W 176
2004 Kerry L 149

11.  Most bats are very poor at walking, but the vam-
pire bat10 is an exception. It is not clear why bats 
are poor walkers from a mechanical perspective, 
although a leading hypothesis has been that their 

hind legs are too weak. A test of this hypothesis 
by Riskin et al. (2005) measured and compared 
the strength of the hind legs between an insectiv-
orous bat that walks poorly (Pteronotus parnellii) 
and the vampire bat (Desmodus rotundus). Six 
individual Pteronotus were measured, with an 
average hind-leg strength of 93.5 (in units of 
percent of body weight), with standard deviation 
36.6. The mean hind-leg strength for six vampire 
bats was 69.3, with standard deviation 8.1.
a.  Assuming that these measures of strength 

were normally distributed within groups, what 
is the appropriate test for comparing the mean 
hind-leg strength of these two species?

b.  Look at the results closely. Without per-
forming a hypothesis test, comment on the 
hypothesis that insufficient hind-leg strength 
is the reason that the insectivorous bat 
 Pteronotus cannot walk well.

12.  Ostriches live in hot environments, and they are 
normally exposed to the sun for long periods. 
Mammals in similar environments have special 
mechanisms for reducing the temperature of 
their brain relative to their body temperature. 
Fuller et al. (2003) tested whether ostriches 
could do the same. The mean body and brain 
temperature of six ostriches was recorded at 
typical hot conditions. The results, in degrees 
Celsius, are as follows:

Ostrich Body temperature Brain temperature

 1 38.51 39.32
 2 38.45 39.21
 3 38.27 39.2
 4 38.52 38.68
 5 38.62 39.09
 6 38.18 38.94

10. Vampire bats can even run. See http://www.nature.com/nature/journal/v434/n7031/extref/434292a-s2.mov.
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358 Chapter 12  Comparing two means

a.  Test for a mean difference in temperature 
between body and brain for these ostriches.

b.  Compare the results to the prediction made 
from mammals in similar environments.

13.  The following graphs are all based on random 
samples with more than 100 individuals. The 
red dots represent sample means.

Group 1 Group 2 Group 1 Group 2

iii. iv.

Group 1 Group 2 Group 1 Group 2

i. ii.

Y Y

Y Y

a.  Assume that the error bars extend two stan-
dard errors above and two standard errors 
below the sample means. For which graphs 
can we conclude that group 1 is significantly 
different from group 2?

b.  Assume that the error bars mark 95% con-
fidence intervals. For which graphs can we 
conclude that group 1 is significantly differ-
ent from group 2?

c.  Assume that the error bars extend one stan-
dard error above and one standard error 
below the sample means. For which graphs 
can we conclude that group 1 is significantly 
different from group 2?

d.  Assume that the error bars extend two stan-
dard deviations above and two standard 
deviations below the sample means. For 
which graphs can we conclude that group 1 
is significantly different from group 2?

14.  Vertebrates are thought to be unidirectional in 
growth, with size either increasing or holding 
steady throughout life. Marine iguanas from the 
Galápagos (see the photo on the first page of this 

chapter) are unusual because they might actually 
shrink during low food periods caused by El 
Niño events (Wikelski and Thom 2000). During 
these low food periods, up to 90% of the iguana 
population can die from starvation. The follow-
ing histogram plots the changes in body length 
of 64 surviving iguanas during the 1992–1993 
El Niño event:
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  The average change in length was -5.81 mm, 
with a standard deviation of 19.50 mm.
a.  By how much did the iguanas shrink on 

average? Determine the most-plausible range 
of values for the change in mean length of 
marine iguanas during the El Niño event. 
What assumptions are you making?

b.  Using your answer in part (a), what are some 
of the plausible values for the mean change 
in weight over the El Niño event? Are the 
data consistent with a shrinking mean? Are 
they consistent with no change or even an 
increase in the mean?

c.  How variable was the change in length 
among individual iguanas? Calculate the 
95% confidence interval for the standard 
deviation of the change in length.

d.  Test the hypothesis that length did not 
change on average during the El Niño event.

15.  Red-winged blackbird males defend territories 
and attract females to mate and raise young 
there. A male protects nests and females on his 
territory both from other males and from preda-
tors. Males also frequently mate with females on 
adjacent territories. When males are successful 
in mating with females outside their territory, do 
they also attempt to protect these females and 
their nests from predators? An experiment mea-
sured the aggressiveness of males toward stuffed 
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magpies placed on the territories adjacent to 
the males (Gray 1997). This aggressiveness 
was measured on a scale where larger scores 
were more aggressive and lower scores were 
less aggressive. This aggressiveness score was 
normally distributed. Later the researchers used 
DNA techniques on chicks in nests to identify 
whether the male had mated with the female 
on the neighboring territory. They compared 
the aggressiveness scores of the males who had 
mated with the adjacent female to those who 
had not. The results are as follows:

   Standard    
  Mean deviation of   
 aggressive- aggressive- Sample 
 ness score ness score size (n)

Mated with  0.806 1.135 10 
neighbor

Did not mate  -0.168 0.543 36 
with neighbor

  Test whether there are differences in the mean 
aggressiveness scores between the two groups 
of males. Are males aggressive to a different 
degree depending on whether they had mated 
with a neighboring female?

16.  Mosquitoes find their victims in part by odor, 
so it makes sense to wonder whether what we 
eat and drink influences our attractiveness to 
mosquitoes. A study in West Africa (Lefèvre et 
al. 2010), working with the mosquito species 
that carry malaria, wondered whether drinking 
the local beer influenced attractiveness to mos-
quitoes. They opened a container holding 50 
mosquitoes next to each of 25 alcohol-free par-
ticipants and measured the proportion of mos-
quitoes that left the container and flew toward 
the participants (they called this proportion the 
“activation”). They repeated this procedure 
15 minutes after each of the same participants 
had consumed a liter of beer and measured the 
“change in activation” (after minus before). 
This procedure was also carried out on another 
18 human participants who were given water 
instead of beer. The change in activation of  

mosquitoes is given for both the beer- and 
water-drinking groups:

Beer group: 0.36, 0.46, 0.06, 0.18, 0.25, 0.18, 
–0.06, –0.14, 0.12, 0.39, 0.17, –0.16, –0.05, 
0.19, 0.25, 0.31, 0.17, –0.03, 0.23, –0.03, 
0.26, 0.30, 0.11, 0.13, 0.21.

Water group: 0.04, 0, –0.08, –0.12, 0.201, 
–0.039, 0.10, 0.041, 0.02, 0.236, 0.05, 
0.097, 0.122, –0.019, 0.021, –0.08, –0.165, 
–0.28.

a.  Name three types of graphs that could be 
used to examine and compare the frequency 
distributions of the two samples. Choose 
one of these methods and construct a graph. 
What trend is suggested?

b.  Test for a difference between the mean 
changes in mosquito activation between 
beer-drinking and water-drinking groups.

17.  Development of an effective vaccine against 
HIV has proven difficult. Even though the 
immune systems of infected individuals pro-
duces antibodies that neutralize circulating 
virus, the disease destroys the CD4 T cells 
producing those antibodies. Balazs et al. (2011) 
investigated a novel HIV treatment that bypasses 
the immune system. They used a special strain 
of “humanized” mice that carry human CD4  
T cells, which are susceptible to HIV. Treatment 
mice received human antibody-producing genes, 
which were injected into leg muscle using a 
harmless virus. Control mice were injected with 
a reporter gene instead (luciferase). All mice 
were then injected with high doses of HIV. The 
data below record the percentage of healthy 
CD4 T cells remaining in the mice five weeks 
later. A high value indicates that many CD4  
T cells remain, and hence that HIV has been 
neutralized, whereas a low value indicates that 
the mouse has succumbed to the disease.

Antibody treatment mice: 94, 96, 92, 88, 84, 
81, 76, 54.

Control treatment mice: 20, 15, 11, 7, 3, 0.

a.  Plot these data using a strip chart.
b.  What are the most-plausible values for the 

means of each of the two treatments?  
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360 Chapter 12  Comparing two means

18.  The males of stalk-eyed flies (Cyrtodiopsis 
dalmanni) have long eye stalks. The females 
sometimes use the length of these eye stalks to 
choose mates. (See Example 11.2.) Is the male’s 
eye-stalk length affected by the quality of its 
diet? An experiment was carried out in which 
two groups of male “stalkies” were reared on 
different foods (David et al. 2000). One group 
was fed corn (considered a high-quality food), 
while the other was fed cotton wool (a food of 
substantially lower quality). Each male was 
raised singly and so represents an independent 
sampling unit. The eye spans (the distance 
between the eyes) were recorded in millimeters.
The raw data, which are plotted as histograms at 
right, are as follows:

Corn diet: 2.15, 2.14, 2.13, 2.13, 2.12, 2.11, 
2.10, 2.08, 2.08, 2.08, 2.04, 2.05, 2.03, 2.02, 
2.01, 2.00, 1.99, 1.96, 1.95, 1.93, 1.89.

Cotton diet: 2.12, 2.07, 2.01, 1.93, 1.77, 1.68, 
1.64, 1.61, 1.59, 1.58, 1.56, 1.55, 1.54, 1.49, 
1.45, 1.43, 1.39, 1.34, 1.33, 1.29, 1.26, 1.24, 
1.11, 1.05.

  These data can be summarized as follows, where 
the corn-fed flies represent treatment group 1 
and the cotton-fed flies represent treatment 
group 2.

 Mean  Variance  Sample  
 (mm) (mm2) size, n

Corn diet (group 1) 2.05  0.00558 21
Cotton diet (group 2) 1.54 0.0812 24

a.  What is the best test to use for comparing the 
means of the two groups? Why?

b.  Carry out the test identified in part (a), using 
a = 0.01.
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19.  Fruit flies, like almost all other living organisms, 
have built-in circadian rhythms that keep time 
even in the absence of external stimuli. Several 
genes have been shown to be involved in inter-
nal timekeeping, including per (period) and tim 
(timeless). Mutations in these two genes, and in 
other genes, disrupt timekeeping abilities. Inter-
estingly, these genes have also been shown to 
be involved in other time-related behavior, such 
as the frequency of wingbeats in male courtship 
behaviors. Individuals that carry particular 
mutations of per and tim have been shown to 
copulate for longer than individuals that have 
neither mutation. But do these two mutations 
affect copulation time in similar ways? The 
following table summarizes some data on the 
duration of copulation for flies that carry either 

aSSIgnmEnT ProblEmS

Calculate 95% confidence intervals for the 
mean percent of both treatments.

c.  Add the confidence intervals from part (b) as 
error bars to your plot in part (a).

d.  Examine the two confidence intervals in your 
graph. If the null hypothesis of no difference 
between means were tested with these data, 
would the null hypothesis be rejected? How 
do you know?
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the tim mutation or the per mutation (Beaver 
and Giebultowicz 2004):

 Mean  Standard    
 copulation  deviation of   
 duration  copulation Sample 
Mutation (min) duration size, n

per 17.5 3.37 14
tim 19.9 2.47 17

a.  Do these two mutations lead to different 
mean copulation durations? Carry out the 
appropriate test.

b.  Do the populations carrying these mutations 
have different variances in copulation  
duration?

20.  Researchers studying the number of electric fish 
species living in various parts of the Amazon 
basin were interested in whether the presence of 
tributaries affected the local number of electric 
fish species in the main rivers (Fernandes et al. 
2004). They counted the number of electric fish 
species above and below the entrance point of 
a major tributary at 12 different river locations. 
Here’s what they found: 

 Upstream  Downstream  
 number number of  
Tributary of species species

Içá 14 19
Jutaí 11 18
Japurá 8 8
Coari 5 7
Purus 10 16
Manacapuru 5 6
Negro 23 24
Madeira 29 30
Trombetas 19 16
Tapajós 16 20
Xingu 25 21
Tocantins 10 12

a.  What is the mean difference in the number of 
species between areas upstream and down-
stream of a tributary? What is the 95% confi-
dence interval of this mean difference?

b.  Test the hypothesis that the tributaries  
have no effect on the number of species of 
electric fish.

c.  State the assumptions that you had to make 
to complete parts (a) and (b).

21.  Assignment Problem 20 from Chapter 11 dis-
cussed the relatedness of subordinate males to 
breeding females in the Seychelles warbler. Five 
subordinates that did not help feed the offspring 
of the older birds were measured for their relat-
edness to the offspring of the breeding females, 
with a mean relatedness of -0.05 and a standard 
deviation of 0.45. Another eight subordinates 
that did help feed younger offspring were also 
measured for their relatedness to the younger 
birds. For these eight, the mean relatedness was 
0.27, with a standard deviation of 0.45.
a.  Are helpful and unhelpful subordinates 

different in their mean relatedness to the 
younger birds? Carry out an appropriate 
hypothesis test.

b.  Find the 95% confidence interval for the 
difference in mean relatedness for the two 
classes of subordinates.

22.  In tilapia, an important freshwater food fish from 
Africa, the males actively court females. They 
have more incentive to court a female who still 
has eggs than a female who has already laid 
all of her eggs, but can they tell the difference? 
An experiment was done to measure the male 
tilapia’s response to the smell of female fish 
(Miranda et al. 2005). Water containing feces 
from females that were either pre-ovulatory 
(they still had eggs) or post-ovulatory (they had 
already laid their eggs) was washed over the gills 
of males hooked up to an electro-olfactogram 
machine, which measured when the senses of  
the males were excited. The amplitude of the 
electro-olfactogram reading was used as a  
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362 Chapter 12  Comparing two means

measure of the excitability of the males in the 
two different circumstances. Six males were 
exposed to the scent of pre-ovulatory females; 
their readings averaged 1.51 with a standard 
deviation of 0.25. Six different males exposed to 
post-ovulatory females averaged readings of 0.87 
with a standard deviation of 0.31. Assume that 
the electro-olfactogram readings were approxi-
mately normally distributed within groups.
a.  Test for a difference in the excitability of the 

males with exposure to these two types of 
females.

b.  What is the estimated average difference in 
electro-olfactogram readings between the 
two groups? What is the 95% confidence 
limit for the difference between population 
means?

23.  A baby dolphin is born into the ocean, which 
is a fairly cold environment. Water has a high 
heat conductivity, so the thermal regulation of 
a newborn dolphin is quite important. It has 
been known for a long time that baby dolphins’ 
blubber is different in composition and quantity 
from the blubber of adults. Does this make the 
babies better protected from the cold compared 
to adults? One measure of the effectiveness of 
blubber is its “conductance.” This value was cal-
culated on six newborn dolphins and eight adult 
dolphins (Dunkin et al. 2005). The newborn dol-
phins had an average conductance of 10.44, with 
a standard error of the mean equal to 0.69. The 
adult dolphins’ conductance averaged 8.44, with 
the standard error of this estimate equal to 1.03. 
All measures are given in watts per square meter 
per degree Celsius.
a.  Calculate the standard deviation of conduc-

tance for each group.
b.  Test the null hypothesis that adults and new-

borns do not differ in the conductance of 
their blubber.

24.  Weddell seals live in the Antarctic and feed on 
fish during long, deep dives in freezing water. 
The seals benefit from these feeding dives, but 
the food they gain comes at a metabolic cost. 
The dives are strenuous. A set of researchers 
wanted to know whether feeding per se was 
also energetically expensive, over and above the 
exertion of a regular dive (Williams et al. 2004). 

They determined the metabolic cost of dives 
by measuring the oxygen use of seals as they 
surfaced for air after a dive. They measured the 
metabolic cost of 10 feeding dives and for each 
of these also measured a nonfeeding dive by 
the same animal that lasted the same amount of 
time. The data, in (ml O2 kg-1), are as follows:

 Oxygen  Oxygen  
 consumption  consumption  
 after nonfeeding  after feeding  
Individual dive dive

 1 42.2 71.0
 2 51.7 77.3
 3 59.8 82.6
 4 66.5 96.1
 5 81.9 106.6
 6 82.0 112.8
 7 81.3 121.2
 8 81.3 126.4
 9 96.0 127.5
 10 104.1 143.1

a.  Estimate the mean change in oxygen con-
sumption during feeding dives compared 
with nonfeeding dives.

b.  What is the 99% confidence interval for the 
population mean change?

c.  Test the hypothesis that feeding does not 
change the metabolic costs of a dive.

25.  Have you ever noticed that when you tear a fin-
gernail, it tends to tear to the side and not down 
into the finger? (Actually, the latter doesn’t 
bear too much thinking about.) Why might this 
be so? One possibility is that fingernails are 
tougher in one direction than another. Farren et 
al. (2004) compared the toughness of human 
fingernails along a transverse dimension (side to 
side) with toughness along a longitudinal direc-
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tion, with 15 measurements of each. The tough-
ness of fingernails along a transverse direction 
averaged 3.3 kJ/m2, with a standard deviation of 
0.95, while the mean toughness along the longi-
tudinal direction was 6.2 kJ/m2, with a standard 
deviation of 1.48 kJ/m2.
a.  Test for a significant difference in the tough-

ness of these fingernails along the two  
dimensions. Assume that the data are from 
two independent samples of 15 people.

b.  As it turns out, all of the fingernails in this 
study came from the same volunteer.  
How does this alter your conclusion from 
part (a)? Briefly, what steps would you take 
to design this study properly?

26.  Hyenas, famously, laugh. (The technical term 
used by hyena biologists is “giggle.”) Mathevon 
et al. 2010) investigated the information content 
of hyena giggles. In one analysis, they compared 
the giggles of pairs of hyenas, in which one 
member of each pair was the more dominant and 
the other socially subordinate. They measured 
the spectral variability of the hyena giggles 
using the coefficient of variation (CV) of sound 
spectrum features. Here are the data with these 
measures for each member of the pairs:

 Spectral CV of Spectral CV of 
 dominant subordinate  
 individual individual

 0.384 0.507
 0.386 0.569
 0.252 0.235
 0.226 0.415
 0.323 0.436
 0.287 0.451
 0.303 0.399
 0.317 0.220
 0.277 0.338

  Do dominant and subordinate individuals differ 
in the means of giggle spectral CV?

27.  Refer to Practice Problem 16. The accompany-
ing data are the values of mosquito activation 
(fraction of 50 mosquitos that left the container) 
recorded on the 25 participants before and after 
drinking one liter of the local beer.

a.  Construct a graph illustrating the changes in 
mosquito activation. What trend is  
suggested?

b.  Comment on the graph in relation to the 
assumptions needed to carry out a test.

c.  Test whether mean activation of mosquitoes 
changed after consumption of beer.

d.  How big is the effect of beer on activation? 
Construct a 95% confidence interval.

 Activation Activation  
Subject before beer after beer

1 0.13 0.49
2 0.13 0.59
3 0.21 0.27
4 0.25 0.43
5 0.25 0.50
6 0.32 0.50
7 0.43 0.37
8 0.44 0.30
9 0.46 0.58
10 0.50 0.89
11 0.50 0.67
12 0.50 0.34
13 0.53 0.48
14 0.54 0.73
15 0.55 0.80
16 0.55 0.86
17 0.60 0.77
18 0.60 0.57
19 0.64 0.87
20 0.65 0.62
21 0.67 0.93
22 0.70 1.00
23 0.70 0.81
24 0.79 0.92
25 0.79 1.00

28.  Does holding a weapon increase your aggres-
siveness afterward in other situations? Kline-
smith et al. (2006) investigated this question 
by assigning 30 male college students to one of 
two groups. One group of 15 men were given 
a facsimile handgun to hold for 15 minutes, 
whereas the 15 men in the other group were 
given a toy instead. All men were then asked to 
participate in a test of taste sensitivity. Each was 
given a glass of water with a single drop of hot 
sauce to taste. Each man was also asked to add 
as much hot sauce as he wanted to a new glass 
of water to be given to the next person. (These 
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364 Chapter 12  Comparing two means

were not actually used on the next person.) The 
researchers measured how much hot sauce each 
man added, as a stand-in for aggression, because 
it correlates with the amount of pain inflicted on 
the next person. Do the two groups differ in the 
mean amount of hot sauce they add to the water?  
Here is a summary of the results:

 Sample Mean hot  SD hot 
Group size sauce added sauce added

Gun 15 13.61 8.35 
handlers

Toy 15 4.23 2.62 
handlers

a.  Assuming that the amount of hot sauce 
added per person is normally distributed in 
each group, would an ordinary two-sample 
t-test be an appropriate test for this analysis?

b.   If not, what would be an appropriate method 
to use?

29.  Refer to Practice Problem 17. How big is the 
estimated difference between the means of the 
antibody and control treatments? Use a confi-
dence interval to calculate the most-plausible 
range of values for the difference in mean  
percent.

30.  Spot the flaw. There are two types of males in 
bluegill sunfish. Parental males guard small 
territories, where they mate with females and 
take care of the eggs and young. Cuckolder 
males do not have territories or take care of 
young. Instead, they sneak in and release sperm 
when a parental male is spawning with a female, 
thereby fertilizing a portion of the eggs. A 
choice experiment was carried out on juvenile 
sunfish to test whether offspring from the two 
types of eggs (fertilized by parental male vs. fer-
tilized by cuckolder male) are able to distinguish 
kin (siblings) from non-kin using odor cues. 
The researchers used a two-sample method to 
test the null hypothesis that fish are unable to 
discriminate between kin and non-kin. This null 
hypothesis was not rejected for offspring from 
parental males. However, the same null hypoth-
esis was rejected for offspring from cuckolder 
males. The researchers concluded that offspring 
of cuckolder males are more able to discriminate 

kin from non-kin than are offspring of parental 
males. What is wrong with this conclusion? 
What analysis should have been conducted?

31.  Rutte and Taborsky (2007) tested for the 
existence of “generalized reciprocity” in the 
Norway rat, Rattus norvegicus. That is, they 
asked whether a rat that had just been helped 
by a second rat would be more likely itself to 
help a third rat than if it had not been helped. 
Focal female rats were trained to pull a stick 
attached to a tray that produced food for their 
partners but not for themselves. Subsequently, 
each focal rat’s experience was manipulated in 
two treatments. Under one treatment, the rat was 
helped by three unfamiliar rats (who pulled the 
appropriate stick). Under the other treatment, 
focal rats received no help from three unfamiliar 
rats (who did not pull the stick). Each focal rat 
was exposed to both treatments in random order. 
Afterward, each focal rat’s tendency to pull for 
an unfamiliar partner rat was measured. The 
number of pulls in a given period (in pulls/min.) 
by 19 focal female rats after both treatments is 
given below.

 After  After  
 receiving  recieving   
Focal rat help no help

 10 0.43 0.29
 11 0.86 0.14
 12 0.57 0.29
 20 0.86 0.57
 30 0.29 0.29
 31 1.14 0.71
 32 0.57 0.29
 33 0.86 0.86
 34 1.43 0.86
 40 0.86 0.86
 41 0.57 0.43
 42 0.86 1.00
 43 0.00 0.86
 50 1.00 0.43
 51 0.86 1.00
 52 0.86 0.00
 60 1.86 1.14
 61 0.86 0.71
 61 0.86 0.71

a.  Draw a graph to illustrate the data. What 
trend is evident?
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b.  What are the means of the two treatments, 
and what is the mean difference?

c.  Test whether a difference was detectable 
between the help and no-help treatments.

d.  Why is it important to apply the two treat-
ments to the focal rats in random order?

32.  Alcohol consumption is influenced by price and 
packaging, but what about glassware? Attwood 
et al. (2012) measured whether the time taken to 
drink a beer was influenced by the shape of the 
glass in which it was served. Participants were 
given 12 oz. (about 350 ml) of chilled lager and 
were told that they should drink it at their own 
pace while watching a nature documentary. The 
participants were randomly assigned to receive 
their beer in either a straight-sided glass or a 
curved, fluted glass. The data below are the total 
time in minutes to drink the glass of beer by the 
19 women participants in the study.

Straight glass: 11.63, 10.37, 17.89, 6.96, 20.40, 
20.64, 9.26, 18.11, 10.33, 23.54.

Curved glass: 7.46, 9.28, 8.90, 6.73, 8.25, 6.16, 
13.09, 2.10, 6.37.

a.  Show the data in a graph. What trend is 
suggested? Comment on other differences 
between the frequency distributions of the 
two samples.

b.  Test whether the mean total time to drink the 
beer differs depending on beer-glass shape.

c.  How much difference does it make? Provide 
a confidence interval of the difference.

d.  A second test of the same hypotheses but 
using the data from male participants yielded 
the following results: 

Straight glass: Y1 =  7.987, s1 =2.459. 

Curved glass: Y2 =  6.930, s2 =  3.748.

Y1 - Y2 =1.057, s 2
p  =  10.048,  

SEY1 - Y2
 =  1.418, t =  0.746, df =  18, 

P =  0.466.

Is the following conclusion from the tests 
valid? “There is a significantly greater effect 
of beer-glass shape on mean time to drink in 
women than in men.” Explain. 

33.  Spinocerebellar ataxia type 1 is a neurodegen-
erative disease marked by the gradual loss of 
motor skills and culminating in early death. 
It is caused by an expanded CAG repeat in 
the coding region of the Ataxin-1 gene. Fryer 
et al. (2011) investigated the possible benefi-
cial effects of exercise in treating the disease. 
They used a mild exercise regimen in a mouse 
model of the disease (a mouse strain in which 
an expanded CAG repeat was “knocked in” to 
the mouse version of the same gene, and that 
had similar symptoms). The life spans (in days) 
are given below for six exercised mice and six 
mice not given the exercise regimen. The data 
and 95% confidence intervals are shown in the 
accompanying graph.

No exercise: 240, 261, 271, 275, 276, 281.

Exercise: 261, 293, 316, 319, 324, 347.

Li
fe

 s
pa

n 
(d

ay
s)

Treatment

240

260

280

300

320

340

Exercise No exercise

a.  What type of graph is shown?
b.  Using only the graph, is it possible to predict 

the outcome of a formal test of whether mean 
life span differs between the two treatments? 
Explain.

c.  Test whether exercise affects life span in 
mice affected by the disease.

d.   By how many days does exercise increase 
life span on average? Use a confidence inter-
val to answer this question.
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Which test should I use?

ne of the most challenging parts of 
statistical analysis is deciding the 
right method for your particular 

question. In fact, with statistical computer 
programs so readily available, choosing the 
right method is usually the main challenge of 
data analysis left to us humans. The computer 
does the rest. We make choices to find the 
right graphical method, the right estimation 
approach, and the right hypothesis test. How 
can we choose the right method? Fortunately, 
the chain of logic involved in choosing 
the right method is similar in each case. In 
 Section 2.7, we summarized the types of 
graphs available and when to use them. Here, 
we focus on choosing the right statistical 
test. We give four questions that you need to 
answer to help decide which test to use. The 
accompanying tables list information about 
the specific test, depending on your answers 
to these questions.

Does your test involve just one variable, or 
are you testing the association between two 
or more variables? Different methods apply 
in each case. Tests for a single variable may 
address whether a certain probability model 
fits the data or whether a population param-
eter (such as a mean or a proportion) equals 
a specified value. Tests for two variables 
address whether the variables are associated 
or whether one variable differs between 
groups.

Are the variables categorical or numer-
ical? Different tests are suited to different 
types of data. When testing for association 
between two variables, it matters whether 
the variables are categorical, numerical, or a 
mixture.

Are your data paired? Two treatments can 
be compared either with two independent 
samples or with a paired design in which both 
treatments are applied to every unit of a single 
sample. Different methods are required for the 
two approaches.

What are the assumptions of the tests, and 
do your data meet those assumptions? For 
example, many powerful tests assume that the 
data are drawn from a normal distribution. If 
this is not true, then another approach must be 
found. 

In this interleaf, we arrange the tests that 
we have already learned and several that are 
still to come in relation to these questions. 
Table 1 lists some of the common methods 
used for hypothesis tests involving a single 
variable.

Most hypothesis tests are carried out to 
determine whether two variables are asso-
ciated or correlated. This question can be 
addressed when the two variables are both 
categorical, both numerical, or when there is 
one of each. Table 2 lists the most common 
tests used for each combination when the 
appropriate assumptions are met.

O
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Many methods allow hypothesis tests of 
differences in a numerical response variable 
among different groups (see the bottom 
left corner of Table 2). Testing differences 
between groups is equivalent to a test of asso-
ciation between a categorical explanatory 
variable (group) and a response variable. 
Table 3 summarizes these tests and gives the 
particular circumstances in which each is 

used, along with alternatives that make fewer 
assumptions.

If you can organize these tests in your mind 
according to these classifications, it will be 
much easier to pick the right one. When you 
encounter a new test, think about whether it 
applies to one or more variables, whether the 
variables are continuous or numerical, and 
what assumptions it makes.

TablE 1 Commonly used statistical tests for data on a single variable. These methods test whether a pop-
ulation parameter equals the value proposed in the null hypothesis or whether a specific probability model 
fits a frequency distribution. (Red numbers in parentheses refer to the chapter that discusses the test. Some 
refer to future chapters.)

 Data type Goal Test

   Binomial test (7) 
  Use frequency data to test
  whether a population proportion x2 Goodness-of-fit test with  
  equals a null hypothesized value two categories (used if sample  
Categorical  size is too large for the  
   binomial test) (8)

  Use frequency data to test the x2 Goodness-of-fit test (8) 
  fit of a specific population model

  Test whether the mean equals a  
  null hypothesized value when  
  data are approximately normal  One-sample t-test (11) 
  (possibly only after a  
  transformation) (13)

  Test whether the median equals   
Numerical a null hypothesized value when  Sign test (13) 
  data are not normal (even after  
  transformation)

  Use frequency data to test the  
  fit of a discrete probability  x2 Goodness-of-fit test (8) 
  distribution

  Use data to test the fit of the  Shapiro–Wilk test (13) 
  normal distribution
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TablE 2 Commonly used tests of association between two variables. (Red numbers in parentheses refer to 
the chapter that discusses the test.)

 Type of explanatory variable

 Categorical Numerical

Type of response variable Categorical Contingency analysis (9) Logistic regression (17)

  t-tests, ANOVA,  Linear and nonlinear  
  Mann–Whitney  regression (17) 
 Numerical U-test, etc.

  [See Table 3 for  Linear correlation (16) 
  more details.] Spearman’s rank  
   correlation (when data  
   are not bivariate  
   normal) (16)

TablE 3 A comparison of methods to test differences between group means according to whether the tests 
assume normal distributions. (Red numbers in parentheses refer to the chapter that discusses the test.)

 Tests assuming normal  Tests not assuming normal  
Number of treatments distribution distributions

Two treatments  Two-sample t-test (12) Mann–Whitney U-test (13) 
(independent samples) 

 Welch’s t-test (used when  
 variance is unequal in the  
 two groups) (12)

Two treatments  Paired t-test (12) Sign test (13) 
(paired data)

More than two  ANOVA (15) Kruskal–Wallis test (15) 
treatments
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