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Next Steps: Matched Groups

■ You should be able to differentiate between 
between-groups designs and within-groups 
designs (Chapter 1).

■ You should be able to conduct the six steps 
of hypothesis testing for a one-way between-
groups ANOVA (Chapter 12).

■ You should understand the concept of effect 
size (Chapter 8) and know how to calculate 
R 2 for a one-way between-groups ANOVA 
(Chapter 12).

■ You should understand the concept of post 
hoc testing and be able to calculate a Tukey 
HSD test for a one-way between-groups 
ANOVA (Chapter 12).
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344   CHAPTER 13 ■ One-Way Within-Groups ANOVA

“What’s in a name?” Juliet asks Romeo. “That which we 
call a rose / By any other name would smell as sweet.”  
A group of Canadian researchers decided to test Juliet’s 
assertion (Djordjevic et al., 2007). They assigned names 
associated with positive, negative, or neutral odors to 15 
different odors and then presented them to participants, 
who were asked to rate the pleasantness and the intensity of 
the aroma. Positive names for aromas included “cinnamon 
stick” and “jasmine tea.” Negative names for odors included 
“rotten fish” and “dry vomit.” Neutral names were 2-digit 
numbers such as “36.”

The researchers used a within-groups design, which 
means that each participant smelled the same odor with a 
positive name, a negative name, and a neutral name. Having 
each participant experience each level of the independent 
variable is one of the advantages of using a within-groups 
design: Researchers require fewer participants. The research 

team found that participants generally rated aromas with positive names as more 
pleasant and odors with negative names as more intense. 

This odor study also demonstrates why this chapter is divided into two parts. The 
first part discusses the one-way within-groups ANOVA, which shows how to deter-
mine the probability that any differences are real (such as the differences between 
odor ratings based on a positive, negative, or neutral name). The second part takes us 
beyond hypothesis testing and discusses how to calculate the size of those differences.

One-Way Within-Groups ANOVA
There is not much difference between chapters 12 and 13. Chapter 12 taught you 
how to conduct the multiple-group equivalent of an independent-samples t test, the 
one-way between-groups ANOVA. You also learned how to calculate effect size and 
conduct a post hoc test for a one-way between-groups ANOVA. Chapter 13 draws 
on the same ideas, but this time you will be learning how to conduct the multiple-
group equivalent of a paired-samples t test, called a one-way within-groups ANOVA 
(also known as a repeated-measures ANOVA). Just as you did for the one-way between-
groups ANOVA, you will learn how to calculate effect size and conduct a post hoc 
test for the one-way within-groups ANOVA. If you understand how a between-
groups design differs from a within-groups design, then you already understand the 
key concept in this chapter. 

Within-Groups Design Whenever researchers have people provide 
ratings of several items—such as here, with different types of coffee—they 
are using a within-groups design. If the order of the flavors is varied for each 
person, the researcher is using counterbalancing.

EXAMPLE 13.1 Have you ever participated in a taste test? If you have, then you were probably 
a  participant in a within-groups experiment.  About a decade ago, when pricier 
 microbrew beers were becoming popular in North America, the journalist James 
 Fallows, who loves beer, found himself spending increasingly more on a bottle of 
beer. He began to wonder whether he was getting his money’s worth for these 
more  expensive beers. So, he recruited 12 colleagues, all self-professed beer snobs, 
to  participate in a taste test to see whether they really could tell whether a beer was 
expensive or cheap  (Fallows, 1999).

Fallows wanted to know whether his recruits could distinguish among widely 
 available American beers that were categorized into three groups based on price—
“high-end” beers like Sam Adams, “mid-range” beers like Budweiser, and “cheap” 
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CHAPTER 13 ■ One-Way Within-Groups ANOVA   345

beers like Busch. All of these beers are lagers, a type of beer chosen because it can be 
found at every price point. Here are data—mean scores on a scale of 0–100 for each 
category of beer—for five of the participants. (Note: For teaching purposes, the means 
are slightly different and have been rounded to the nearest whole number; the take-
home data story, however, remains the same.)

Participant Cheap Beer Mid-Range Beer High-End Beer

1 40 30 53

2 42 45 65

3 30 38 64

4 37 32 43

5 23 28 38

The Benefits of Within-Groups ANOVA
Fallows only reported his overall findings. If he had conducted 
hypothesis testing, then he would have used a one-way within-groups 
ANOVA, the appropriate statistic when there is one nominal or ordinal 
independent variable (type of beer) that has more than two levels 
(cheap, mid-range, and high-end), a scale  dependent variable (ratings of 
beers), and participants who experience every level of the independent 
variable (each participant tasted the beers in every category).

The beauty of the within-groups design is that it reduces errors that are due to 
differences between the groups, because each group includes exactly the same partici-
pants. The beer study could not be influenced by individual taste preferences, amount 
of alcohol typically consumed, tendency to be critical or lenient when rating, and so 
on. This enables us to reduce the within-groups variability associated with differences 
among the people in the study across groups. The lower within-groups variability 
means a smaller denominator for the F statistic and a larger F statistic that makes it 
easier to reject the null hypothesis.

The Six Steps of Hypothesis Testing
We’ll use the data from the beer taste test to walk through the same six steps of 
hypothesis testing that we have used for every other statistical test.

 ●

MASTeriNG THe CONCepT

13-1: We use a one-way within-groups ANOVA 
when there is one independent variable with at 
least three levels, a scale dependent variable, and 
participants who are in every group.

EXAMPLE 13.2
STEP 1: Identify the populations, 

distribution, and assumptions.

The one-way within-groups ANOVA 
requires an additional assumption compared 
to the one-way between-groups ANOVA: 

We must be careful to avoid order effects. In the beer study, order may have influenced 
participants’ judgments because all participants tasted the beers in the same order: a 
mid-range beer, followed by a high-end beer, followed by a cheap beer, followed by 
another cheap beer, and so on. Perhaps the first sip of beer tastes the best, no matter 
what kind of beer is being tasted. Ideally, Fallows would have used counterbalancing, 
so that participants tasted the beers in different orders.
Summary: Population 1: People who drink cheap beer. Population 2: People who 
drink mid-range beer. Population 3: People who drink high-end beer.

The comparison distribution and hypothesis test: The comparison distribution is an 
F  distribution. The hypothesis test is a one-way within-groups ANOVA.
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346   CHAPTER 13 ■ One-Way Within-Groups ANOVA

Assumptions: (1) The participants were not selected randomly, so we must general-
ize with caution. (2) We do not know if the underlying population distributions are 
normal, but the sample data do not indicate severe skew. (3) After we calculate the 
test statistic, we will test the homoscedasticity assumption by checking to see whether 
the largest variance is more than twice the smallest. (4) The experimenter did not 
 counterbalance, so there may be order effects.

STEP 2: State the null and research 
hypotheses.

This step is identical to that for a one-way 
between-groups ANOVA.
Summary: Null hypothesis: People who 

drink cheap, mid-range, and high-end beer rate their beverages the same, on  average—
H0: m1 5 m2 5 m3. Research hypothesis: People who drink cheap, mid-range, and 
high-end beer do not rate their beverages the same, on average—H1 is that at least 
one m is different from another m.

STEP 3: Determine the characteristics 
of the comparison distribution.

We state that the comparison 
distribution is an F distribu-
tion and determine the 

degrees of freedom. Instead of three, we now  calculate four kinds of 
degrees of  freedom—between-groups, subjects, within-groups, and total. 
The subjects degrees of freedom corresponds to a sum of squares for 
differences across participants: the subjects sum of squares, or SSsubjects. In a 
one-way within-groups ANOVA, we calculate between-groups degrees 
of freedom and subjects degrees of freedom first because we multiply 
these two together to calculate the within-groups degrees of freedom.

We calculate the between-groups degrees of freedom exactly as before:

dfbetween 5 Ngroups 2 1 5 3 2 1 5 2

We next calculate the degrees of freedom that pairs with SSsubjects. Called dfsubjects, it 
is calculated by subtracting 1 from the actual number of subjects, not from the number 
of data points. We use a lowercase n to indicate that this is the number of participants 
in a single sample (even though they’re all in every sample). The formula is:

dfsubjects 5 n 2 1 5 5 2 1 5 4

Once we know the between-groups degrees of freedom and the subjects degrees of 
freedom, we calculate the within-groups degrees of freedom by multiplying the first two:

dfwithin 5 (dfbetween)(dfsubjects) 5 (2)(4) 5 8

Note that the within-groups degrees of freedom is smaller than we would have 
calculated for a one-way between-groups ANOVA. For a one-way between-groups 
ANOVA, we would have subtracted 1 from each sample (5 2 1 5 4) and summed 
them to get 12. The within-groups degrees of freedom is smaller because we exclude 
variability related to differences among the participants from the within-groups sum 
of squares, and the degrees of freedom must reflect that.

Finally, we calculate total degrees of freedom using either method we learned earlier. 
We can sum the other degrees of freedom:

dftotal 5 dfbetween 1 dfsubjects 1 dfwithin 5 2 1 4 1 8 5 14

Alternatively, we can use the second formula we learned before, treating the total 
number of participants as every data point, rather than every person. We know, of 

MASTeriNG THe FOrMulA

13-1: The formula for the  subjects 
degrees of freedom is: dfsubjects 5 
n  2  1. We subtract 1 from the 
number of participants in the 
study. We use the lowercase n to 
indicate that this is the number of 
data points in a single sample, even 
though we know that every par-
ticipant is in all three groups.

MASTeriNG THe FOrMulA

13-2: The formula for the within-
groups degrees of freedom for a 
one-way within-groups ANOVA 
is: dfwithin  5 (dfbetween)(dfsubjects). We 
 multiply the between-groups 
degrees of freedom by the subjects 
degrees of freedom. This gives a 
lower number than we calculated 
for a one-way between-groups 
ANOVA because we want to 
exclude individual  differences across 
groups from the within-groups 
sum of squares, and the degrees of 
freedom must reflect that.

MASTeriNG THe CONCepT

13-2: The calculations for a one-way within-
groups ANOVA are similar to those for a one-way 
between-groups ANOVA, but we now calculate a 
subjects sum of squares in addition to the between-
groups, within-groups, and total sum of squares. 
The subjects sum of squares reduces the within-
groups sum of squares by removing the variability 
associated with participants’ differences across 
groups.
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CHAPTER 13 ■ One-Way Within-Groups ANOVA   347

course, that there are just five participants and that they participate in all three levels of 
the independent variable, but for this step, we count the 15 total data points:

dftotal 5 Ntotal 2 1 5 15 2 1 5 14

We have calculated the 4 degrees of freedom that we will include in the source 
table. However, we only report the between-groups and within-groups degrees of 
freedom at this step.
Summary: We use the F distribution with 2 and 8 degrees of freedom.

STEP 4: Determine the critical 
values, or cutoffs.

The fourth step is identical to that for a 
one-way between-groups ANOVA. We use 
the between-groups degrees of freedom 

and within-groups degrees of freedom to look up a critical value on the F table in 
Appendix B.
Summary: The critical value for the F statistic for a p level of 0.05 and 2 and 
8 degrees of freedom is 4.46.

STEP 5: Calculate the test statistic.
As before, we calculate the test statistic in the 
fifth step. To start, we calculate four sums of 

squares—one each for between-groups, subjects, within-groups, and total. For each sum 
of squares, we calculate deviations between two different types of means or scores, square 
the deviations, and then sum the squared differences. We calculate a squared deviation 
for every score; so for each sum of squares in this example, we sum 15 squared deviations.

As we did with the one-way between-groups ANOVA, let’s start with the total sum 
of squares, SStotal. We calculate this exactly as we calculated it previously:

SStotal 5 o(X 2 GM )2 5 2117.732

Type of Beer Rating (X ) (X 2 GM ) (X 2 GM )2

Cheap 40 20.533 0.284

Cheap 42 1.467 2.152

Cheap 30 210.533 110.944

Cheap 37 23.533 12.482

Cheap 23 217.533 307.406

Mid-range 30 210.533 110.944

Mid-range 45 4.467 19.954

Mid-range 38 22.533 6.416

Mid-range 32 28.533 72.812

Mid-range 28 212.533 157.076

High-end 53 12.467 155.426

High-end 65 24.467 598.634

High-end 64 23.467 550.700

High-end 43 2.467 6.086

High-end 38 22.533 6.416

GM 5 40.533 Σ(X 2 GM )2  5  2117.732

Next, we calculate the between-groups sum of squares. It, too, is the same as for a 
one-way between-groups ANOVA:

SSbetween 5 Σ(M 2 GM )2 5 1092.130

MASTeriNG THe FOrMulA

13-3:  We can calculate the total 
degrees of freedom for a one-
way within-groups ANOVA in 
two ways. We can sum all of the 
other degrees of freedom: dftotal 5  
dfbetween +  dfsubjects  + dfwithin. Or 
we can subtract 1 from the total 
number of observations in the 
study: dftotal 5 Ntotal 2 1.
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348   CHAPTER 13 ■ One-Way Within-Groups ANOVA

Type of Beer Rating (X ) Group Mean (M ) (M − GM ) (M − GM )2

Cheap 40 34.4 26.133 37.614

Cheap 42 34.4 26.133 37.614

Cheap 30 34.4 26.133 37.614

Cheap 37 34.4 26.133 37.614

Cheap 23 34.4 26.133 37.614

Mid-range 30 34.6 25.933 35.200

Mid-range 45 34.6 25.933 35.200

Mid-range 38 34.6 25.933 35.200

Mid-range 32 34.6 25.933 35.200

Mid-range 28 34.6 25.933 35.200

High-end 53 52.6 12.067 145.612

High-end 65 52.6 12.067 145.612

High-end 64 52.6 12.067 145.612

High-end 43 52.6 12.067 145.612

High-end 38 52.6 12.067 145.612

GM 5 40.533 Σ(M 2 GM )2  5  1092.130

So far, the calculations of the sums of squares for a one-way within-groups ANOVA 
have been the same as they were for a one-way between-groups ANOVA. We left the 
subjects sum of squares and within-groups sum of squares for last. Here is where we 
see some changes. We want to remove the variability caused by participant differences 
from the estimate of variability across conditions. So we calculate the subjects sum 
of squares separately from the within-groups sum of squares. To do that, we subtract 
the grand mean from each participant’s mean for all of his or her scores. We first have 
to calculate a mean for each participant across the three conditions. For example, the 
first participant had ratings of 40 for cheap beers, 30 for mid-range beers, and 53 for 
high-end beers. This participant’s mean is 41.

So the formula for the subjects sum of squares is:

SSsubjects 5 Σ(Mparticipant 2 GM )2 5 729.738

MASTeriNG THe FOrMulA

13-4: The subjects sum of squares 
in a one-way within-groups 
ANOVA is calculated using the 
following formula: SSsubjects 5 
Σ(Mparticipant 2  GM )2. For each 
score, we subtract the grand mean 
from that participant’s mean for all 
of his or her scores and square this 
deviation. Note that we do not 
use the scores in any of these cal-
culations. We sum all the squared 
deviations.

Participant Type of Beer Rating (X )
Participant Mean 

(Mparticipant ) (Mparticipant − GM ) (Mparticipant − GM )2

1 Cheap 40 41 0.467 0.218

2 Cheap 42 50.667 10.134 102.698

3 Cheap 30 44 3.467 12.02

4 Cheap 37 37.333 23.2 10.24

5 Cheap 23 29.667 210.866 118.07

1 Mid-range 30 41 0.467 0.218

2 Mid-range 45 50.667 10.134 102.698

3 Mid-range 38 44 3.467 12.02

4 Mid-range 32 37.333 23.2 10.24

5 Mid-range 28 29.667 210.866 118.07

Contiuned
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CHAPTER 13 ■ One-Way Within-Groups ANOVA   349

Participant Type of Beer Rating (X )
Participant Mean 

(Mparticipant ) (Mparticipant − GM ) (Mparticipant − GM )2

1 High-end 53 41 0.467 0.218

2 High-end 65 50.667 10.134 102.698

3 High-end 64 44 3.467 12.02

4 High-end 43 37.333 23.2 10.24

5 High-end 38 29.667 210.866 118.07

GM 5 40.533 Σ(Mparticipant 2 GM        )2 5 729.738

We only have one sum of squares left to go. To calculate the within-groups sum of 
squares from which we’ve removed the subjects sum of squares, we take the total sum 
of squares and subtract the two others that we’ve calculated so far—the between-groups 
sum of squares and the subjects sum of squares. The formula is:

 SSwithin 5 SStotal 2 SSbetween 2 SSsubjects
              5 2117.732 2 1092.130 2 729.738 5 295.864

We now have enough information to fill in the first three columns of the source 
table—the source, SS, and df columns. We calculate the rest of the source table as we 
did for a one-way between-groups ANOVA. For each of the three sources—between-
groups, subjects, and within-groups—we divide the sum of squares by the degrees of 
freedom to get its variance, MS.

MSbetween 5
SSbetween

dfbetween
5

1092.130
2

5 546.065

 MSsubjects 5
SSsubjects

dfsubjects
5

729.738
4

5 182.435

 MSwithin 5
SSwithin

dfwithin
5

295.864
8

5 36.981

We then calculate two F statistics—one for between-groups and one for subjects. 
For the between-groups F statistic, we divide its MS by the within-groups MS. For the 
subjects F statistic, we divide its MS by the within-groups MS.

Fbetween 5
MSbetween

MSwithin
5

546.065
36.981

5 14.766

Fsubjects 5
MSsubjects

MSwithin
5

182.435
36.981

5 4.933

The completed source table is shown here:

Source SS df MS F

Between-groups 1092.130  2 546.065 14.766

Subjects 729.738  4 182.435  4.933

Within-groups 295.864  8 36.981

Total 2117.732 14

MASTeriNG THe FOrMulA

13-5:  The within-groups sum 
of squares for a one-way within-
groups ANOVA is calculated using 
the  following formula: SSwithin 5 
 SStotal  2 SSbetween 2 SSsubjects. We 
subtract the between-groups sum 
of squares and the subjects sum 
of squares from the total sum of 
squares.

MASTeriNG THe FOrMulA

13-6:  We calculate the subjects 
mean square by dividing its associ-
ated sum of squares by its associated 
degrees of freedom:

MSsubjects 5
SSsubjects

dfsubjects
.

MASTeriNG THe FOrMulA

13-7: The formula for the  subjects 
F statistic is: 

Fsubjects 5
MSsubjects

MSwithin
. 

We divide the subjects mean square 
by the within-groups mean square.
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350   CHAPTER 13 ■ One-Way Within-Groups ANOVA

Here is a recap of the formulas used to calculate a one-way within-groups ANOVA:

Source SS df MS F

Between-groups

Subjects

Within-groups

Σ(M 2 GM )2

Σ(Mparticipant 2 GM )2

SStotal 2 SSbetween 2 SSsubjects

Ngroups 2 1

n 2 1

(dfbetween) (dfsubjects)

SSbetween

dfbetween

SSsubjects

dfsubjects

SSwithin

dfwithin

MSbetween

MSwithin

MSsubjects

MSwithin

Total Σ(X 2 GM )2 Ntotal 2 1

We calculated two F statistics, but we’re really only interested in the between-groups 
F statistic, 14.766, that tells us whether there is a statistically significant difference 
between groups.
Summary: The F statistic associated with the between-groups difference is 14.77.

STEP 6:  Make a decision
This step is identical to that for the one-way 
between-groups ANOVA.

Summary: The F statistic, 14.77, is beyond the critical value, 4.46. We reject the 
null hypothesis. It appears that mean ratings of beers differ based on the type of beer 
in terms of price category, although we  cannot yet know exactly which means differ. 
We report the statistics in a journal article as F (2,8) 5 14.77, p < 0.05. (Note: If we 
used software, we would report the exact p value.) ●

CHECK YOUR LEARNING
Reviewing the Concepts > We use one-way within-groups ANOVA when we have a nominal or ordinal  independent 

variable with at least three levels, a scale dependent variable, and participants who  experience 
all levels of the independent variable.

> Because all participants experience all levels of the independent variable, we reduce the 
within-groups variability by reducing individual differences; each person serves as a control 
for him- or herself. A possible concern with this design is order effects.

> One-way within-groups ANOVA uses the same six steps of hypothesis testing that are 
used for one-way between-groups ANOVA—with one major exception. We calculate 
statistics for four sources rather than three. The fourth source, which is in addition to 
 between-groups, within-groups, and total, is typically called “subjects.”

Clarifying the Concepts 13-1 Why is the within-groups variability, or sum of squares, smaller for the within-groups 
ANOVA compared to the between-groups ANOVA?

Calculating the Statistics 13-2 Calculate the four degrees of freedom for the following groups, assuming a within-
groups design:

Participant 1 Participant 2 Participant 3

Group 1 7 9 8

Group 2 5 8 9

Group 3 6 4 6
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a. dfbetween 5 Ngroups 2 1

b. dfsubjects 5 n 2 1

c. dfwithin 5 (dfbetween)(dfsubjects)

d. dftotal 5 dfbetween + dfsubjects + dfwithin; or dftotal 5 Ntotal 2 1

13-3  Calculate the four sums of squares for the data in the previous Check Your Learning 
exercise:

a. SStotal 5 Σ(X 2 GM )2

b. SSbetween 5 Σ(M 2 GM )2

c. SSsubjects 5 Σ(Mparticipant 2 GM )2

d. SSwithin 5 SStotal 2 SSbetween 2 SSsubjects

13-4  Using all of your calculations in the two previous Check Your Learning exercises, 
perform the simple division to complete an ANOVA source table for these data.

Applying the Concepts 13-5 Let’s create a context for the data presented in Check Your Learning 13-2. Suppose a 
car dealer wants to sell a car by having people test drive it and two other cars in the 
same class (e.g., midsize sedans). The data from these three groups might represent 
the ratings, ranging from 1 (low quality) to 10 (high quality), that drivers gave the 
driving experience after test-driving the cars. Using the F values you calculated above, 
complete the following:

a. Write hypotheses, in words, for this study.

b. How might you conduct this research such that you would satisfy the fourth 
assumption of the within-groups ANOVA?

Solutions to these Check Your 
Learning questions can be found 
in Appendix D.

 c. Determine the critical value for F and make a decision about the outcome of this 
research.

Beyond Hypothesis Testing for the One-Way  
Within-Groups ANOVA
Hypothesis testing with a one-way within-groups ANOVA can tell us whether 
people can, on average, distinguish between types of beer based on price category—
that is, whether people give beers different mean ratings based on price. Effect sizes 
help us figure out whether these differences are large enough to matter. The Tukey 
HSD test can tell us exactly which means are statistically significantly different from 
each other.

R2, the effect Size for ANOVA
The calculations for R2 for a one-way within-groups ANOVA and a one-way 
between-groups ANOVA are similar. As before, the numerator is a measure of the 
variability that takes into account just the differences among means, SSbetween. The 
denominator, however, takes into account the total variability, SStotal, but removes 
the variability caused by differences among participants, SSsubjects. This enables us 
to determine the variability explained only by between-groups differences. The 
formula is:

R2 5
SSbetween

(SStotal 2 SSsubjects)

MASTeriNG THe FOrMulA

13-8: The formula for effect size 
for a one-way within-groups 
ANOVA is: 

R2 5
SSbetween

(SStotal 2 SSsubjects)
.

We divide the between-groups 
sum of squares by the difference 
between the total sum of squares 
and the subjects sum of squares. We 
remove the subjects sum of squares 
so we can determine the variability 
explained only by between-groups 
differences.
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352   CHAPTER 13 ■ One-Way Within-Groups ANOVA

Let’s apply this to the ANOVA we just conducted. We can use the statistics in the 
source table shown on page 349 to calculate R2:

R2 5
SSbetween

(SStotal 2 SSsubjects)
5

1092.130
(2117.732 2 729.738)

5 0.787

The conventions for R2 are the same as those shown in Table 12-12 (see page 322). 
This effect size of 0.79 is a very large effect: 79% of the variability in ratings of beer is 
explained by price. ●

Tukey HSD
We use the same procedure that we used for a one-way between-groups ANOVA, the 
Tukey HSD test. Let’s look at the calculations for the beer-tasting example.

EXAMPLE 13.3

EXAMPLE 13.4 We calculate an HSD for each pair of means by first calculating the standard error:

sM 5ÎMSwithin

N
5Î36.981

5
5 2.720

The standard error allows us to calculate HSD for each pair of means.
Cheap beer (34.4) versus mid-range beer (34.6):

HSD 5
(34.4 2 34.6)

2.720
5 20.074

Cheap beer (34.4) versus high-end beer (52.6):

HSD 5
(34.4 2 52.6)

2.720
5 26.691

Mid-range beer (34.6) versus high-end beer (52.6):

HSD 5
(34.6 2 52.6)

2.720
5 26.618

Now we look up the critical value in the q table in Appendix B. For a comparison 
of three means with within-groups degrees of freedom of 8 and a p level of 0.05, the 
cutoff q is 4.04. As before, the sign of each HSD does not matter.

The q table indicates two statistically significant  differences for which the HSDs are 
beyond the  critical values: 26.691 and 26.618. It appears that high-end beers elicit 
higher average ratings than cheap beers; high-end beers also elicit higher average  ratings 
than mid-range beers. No statistically significant difference is found between cheap 
beers and mid-range beers.

What might explain these differences? It’s not  surprising that expensive beers came 
out ahead of cheap and midrange beers, but Fallows was surprised that no observable 
average difference was found between cheap and mid-range beers, which led to this 
advice that he gave to his beer-drinking colleagues: Buy high-end beer “when [you] 
want an individual glass of lager to be as good as it can be,” but buy cheap beer “at all 
other times, since it gives the maximum taste and social influence per dollar invested.” 
The mid-range beers? Not worth the money.

Nolan_4e_CH13_3rd_pass.indd   352 08/06/16   2:16 PM

Copyright  ©2016 Worth Publishers. Distributed by Worth Publishers. Not for redistribution. 



CHAPTER 13 ■ One-Way Within-Groups ANOVA   353

How much faith can we have in these findings? As behavioral scientists, we 
critically examine the design and procedures. Did the darker color of Sam Adams 
(the beer that received the highest average ratings) give it away as a high-end beer? 
The beers were labeled with letters (Budweiser was labeled with F). Yet, in line 
with many academic grading systems, the letter A has a positive connotation and 
F has a negative one. Were there order effects? Did the testers get more lenient (or 
critical) with every swallow? The panel of tasters was mostly Microsoft employees 
and was all men. Would we get different results for non-tech employees or with 
female participants? Science is a slow but sure way of knowing that depends on 
replication of experiments. ●
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Within-Groups Designs in 
Everyday Life We often use a 
within-groups design without even 
knowing it. A bride might use a within-
groups design when she has all of her 
bridesmaids (the participants) try on 
several different possible dresses (the 
levels of the study). They would then 
choose the dress that is most flattering, 
on average, on the bridesmaids. We even 
have an intuitive understanding of order 
effects. A bride, for example, might ask 
her bridesmaids to try on the dress that 
she prefers either first or last (but not in 
the middle) so they’ll remember it better 
and be more likely to prefer it!

 Matched Groups Next Steps

So far, we’ve learned two hypothesis tests that we can use with a within-groups  
design. In Chapter 10, we introduced the paired-samples t test, and in this chapter, we  
introduced the within-groups ANOVA. Previously, we stated that a within-groups 
design requires that every participant experience every level of the independent  
variable, but there is one important exception: A matched-groups design is similar to a 
within-groups design; it has different people in each level of the independent variable, but they are 
similar (matched) on characteristics important to the study.  A matched design has more statistical 
power because it allows us to analyze the data as if the same people were in each group.

This research design is particularly useful when participants can’t be in two groups 
at the same time. For example, a matched-groups design works when we want to 
learn whether psychology majors or history majors are more interested in current 
events. We can’t randomly assign students to their majors, of course, and we want to 
control for confounding variables such as time spent reading online news sources  
that might differ systematically between psychology majors and history majors.We 
want to know that it is their major, not some other variable, that is associated with 
any mean difference in interest in current events, so we would match students on 
these other variables.

●	 A matched-groups design 
is similar to a within-groups 
design; it has different 
people in each level of the 
independent variable, but 
they are similar (matched) 
on characteristics important 
to the study.

Nolan_4e_CH13_3rd_pass.indd   353 12/08/16   11:32 AM

Copyright  ©2016 Worth Publishers. Distributed by Worth Publishers. Not for redistribution. 



354   CHAPTER 13 ■ One-Way Within-Groups ANOVA

CHECK YOUR LEARNING
Reviewing the Concepts > It is recommended, as it is for other hypothesis tests, that we calculate a measure of effect 

size, R2, for a one-way within-groups ANOVA.

> As with one-way between-groups ANOVA, if we are able to reject the null hypothesis 
with a one-way within-groups ANOVA, we’re not finished. We must conduct a post hoc 
test, such as a Tukey HSD test, to determine exactly which pairs of means are significantly 
different from one another.

> Matched pairs and matched groups allow us to use within-groups designs even if dif-
ferent participants experience each level of the independent variable. Rather than  
using the same participants, we match different participants on possible confounding 
variables.

Clarifying the Concepts 13-6 How does the calculation of the effect size R2 differ between the one-way  within-
groups ANOVA and the one-way between-groups ANOVA?

 13-7 How does the calculation of the Tukey HSD differ between the one-way  
within-groups ANOVA and the one-way between-groups ANOVA?

Let’s look at a published example in the social science literature. Researchers in  
Indiana compared depression levels of elderly Mexican American caregivers with  
elderly Mexican American noncaregivers (Hernandez & Bigatti, 2010). Sixty-
five people who cared for individuals with Alzheimer’s disease or a disability were 
matched with 65 noncaregivers on variables that the researchers knew to be related 
to depression—age, gender, socioeconomic status, physical health, and level of  
acculturation to the United States. For example, a caregiver who was female, 68 years 
old, healthy, and well-acculturated to the United States would be matched with a 
noncaregiver who shared these characteristics. In this way, the researchers could know 
that these matched variables were not responsible for any differences between groups, 
making it more likely that caregiver status caused any mean difference in depression 
between the two groups. In this study, the researchers found that caregivers were more 
likely to be depressed than noncaregivers, on average.

Using matched groups increases statistical power the same way that a within-groups 
design has more statistical power than a between-groups design. However, there are 
two main problems, and they may already have occurred to you. First, we might not 
be aware of all of the important variables of interest. For example, social support is 
related to depression, and caregivers may be so busy caring for others that they have 
little time to develop their own network of social support. If we did not match the 
groups on level of social support, then social support might account for any mean 
differences in the dependent variable.

Second, if one of the people in a matched pair decides not to complete the study, 
then we must discard the data for the match for this person. This makes for less-
than-efficient research. In the study comparing caregivers and noncaregivers, data 
from 8 caregivers had to be discarded because they did not provide much of the 
data needed to complete the data set. Because of this, the researchers had to discard 
the data from the 8 noncaregivers who were matched to these participants, even 
though they had completed most of the measures. So only 57 of the 65 matched 
pairs remained in the final data set. If these problems can be addressed, however, 
matched groups can allow researchers to harness the increased statistical power of 
a within-groups design.
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 REVIEW OF CONCEPTS

One-Way Within-Groups ANOVA
We use a one-way within-groups ANOVA (also called a repeated-measures ANOVA) 
when there is one nominal or ordinal variable with at least three levels and a scale 
dependent variable, and every participant experiences every level of the independent 
variable. We use the same six steps of hypothesis testing for one-way within-groups 
ANOVA as we do for one-way between-groups ANOVA, except that for the former, 
we calculate statistics for four sources instead of three. We still calculate statistics for the 
between-groups, within-groups, and total sources, but we also calculate statistics for a 
fourth source, “subjects.” Although we calculate two F statistics, one for the between-
groups variability and one for the subjects variability, we compare the between-groups 
F statistic to a critical value and either reject or fail to reject the null hypothesis.

Beyond Hypothesis Testing for the One-Way  
Within-Groups ANOVA
As we do with the one-way between-groups ANOVA, we calculate a measure of effect 
size, usually R2, and we conduct a post hoc test, such as the Tukey HSD test, if we 
reject the null hypothesis. There is one exception to the requirement that the same 
participants experience every level of the independent variable if we want to use a 
paired-samples t test or within-groups ANOVA. If we match the participants in each 
group on all likely confounding variables, then we can treat the groups—in a statistical 
sense—as if they include the same participants.

Calculating the Statistics 13-8 A researcher measured the reaction time of six participants at three different times  
and found the mean reaction time at time 1 (M1 5 155.833), time 2 (M2 5 206.833), 
and time 3 (M3 5 251.667). The researcher rejected the null hypothesis after 
performing a one-way within-groups ANOVA. For the ANOVA, dfbetween 5 2,  
dfwithin 5 10, and MSwithin 5 771.256.

a. Calculate the HSD for each of the three mean comparisons.

b. What is the critical value of q for this Tukey HSD test?

c. For which comparisons do we reject the null hypothesis?

 13-9 Use the following source table to calculate the effect size R2 for the one-way   
within-groups ANOVA.

Source SS df MS F

Between 27,590.486 2 13,795.243 17.887

Subjects 16,812.189 5 3362.438 4.360

Within 7712.436 10 771.244

Total 52,115.111 17

Applying the Concepts 13-10 In Check Your Learning 13-4 and 13-5, we conducted an analysis of driver-experience 
ratings following test drives.

a. Calculate R2 for this ANOVA, and state what size effect this is.Solutions to these Check Your 
Learning questions can be found 
in Appendix D.  b. Which follow-up tests are needed for this ANOVA, if any?
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How It works

13.1 CoNDUCtING A oNE-wAY wItHIN-GroUPs ANoVA

Researchers followed the progress of 42 people undergoing inpatient rehabilitation fol-
lowing a spinal cord injury (White, Driver, & Warren, 2010). They assessed the patients 
on a variety of measures on three separate occasions—when they were admitted to 
the rehabilitation facility, 3 weeks later, and at discharge. Below are data that reflect 
the patients’ symptoms of depression on the Patient Health Questionnaire-9 (PHQ-9).  

sPss®

To conduct a one-way within-groups ANOVA on SPSS using 
the beer-rating data from the chapter, we enter the data so that 
each participant has one row with all of his data. This results in 
a different format from that of the data entered for a one-way 
between-groups ANOVA. In that case, we had a score for each 
participant’s level of the independent variable and a score for 
the dependent  variable. For a within-groups ANOVA, each 
participant has multiple scores on the dependent variable. The 
levels of the independent variable are indicated in the titles for 
each of the three columns in SPSS. For example, as seen on 
the left of the SPSS screenshot, the first participant has scores 
of 40 for the cheap beer, 30 for the mid-range beer, and 53 
for the high-end beer. Instruct SPSS to conduct the ANOVA 
by selecting Analyze → General Linear Model → Repeated 
Measures. (Remember that repeated measures is another way 
to say “within groups” when describing ANOVA.) Next, 
under “Within-Subject Factor Name,” change the generic  
“factor1” to the actual name of the independent variable, such 
as “type_of_beer” (using underscores between words because 
SPSS doesn’t recognize spaces in a variable name). Next to 

“Number of Levels,” type “3” to represent the number of 
levels of the independent variable in this study. Now click 
“Add,” followed by “Define.” Define the levels by clicking 
each of the three levels, then clicking the arrow button, in 
turn. You can see the entered data, and the box in which to 
define the levels, in the screenshot. To see the results of the 
ANOVA, click “OK.”

The output includes more tables than in the between-
groups ANOVA SPSS output. The one we want to pay  
attention to is titled “Tests of Within-Subjects Effects.” This 
table provides four F values and four “Sig.” values (the actual 
p values). There are several more advanced considerations 
that play into deciding which one to use; for the pur-
poses of this introduction to SPSS, we simply note that the  
F values are all the same, and all match the F of 14.77 that 
we calculated previously. Moreover, all of the p values are  
less than the cutoff of 0.05.  As we could when we con-
ducted this one-way within-groups ANOVA by hand, we 
can reject the null hypothesis.
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(The data for these three fictional patients have the same means as the actual larger data 
set, as well as the same outcome in terms of the decision in step 6 of the ANOVA below.)

Admission Three Weeks Discharge

Patient 1 6.1 5.5 5.3
Patient 2 6.9 5.7 4.2
Patient 3 7.4 6.5 4.9

How can we use one-way within-groups ANOVA to determine whether depression 
levels changed as patients went through rehabilitation for spinal cord injury? We’ll walk 
through all six steps of hypothesis testing for a one-way within-groups ANOVA.

Step 1:  Population 1: People just admitted to an inpatient rehabilitation facility following 
a spinal cord injury. Population 2: People 3 weeks after they were admitted to an 
inpatient rehabilitation facility following a spinal cord injury. Population 3: People 
being discharged from an inpatient rehabilitation facility following spinal cord injury.

The comparison distribution will be an F distribution. The hypothesis test will 
be a one-way within-groups ANOVA. Regarding the assumptions: (1) The patients 
were not selected randomly (all were from the same hospital), so we must general-
ize with caution. (2) We do not know if the underlying population distributions 
are normal, but the sample data do not indicate severe skew. (3) To see if we meet 
the homoscedasticity assumption, we will check to see if the variances are similar 
(typically, when the largest variance is not more than twice the smallest) when 
we calculate the test statistic. (4) The experimenter could not counterbalance, so 
order effects might be present. With different levels of a time-related variable, it 
is not possible to assign someone to be measured at, for example, the final time 
point before the first time point.

Step 2: Null hypothesis: People in an inpatient rehabilitation hospital for a spinal cord 
injury have the same levels of depression, on average, at admission, 3 weeks later, 
and at discharge—H0: m1 5 m2 5 m3. Research hypothesis: People in an inpa-
tient rehabilitation hospital for a spinal cord injury do not have the same levels of  
depression, on average, at admission, 3 weeks later, and at discharge—H1 is that at 
least one m is different from another m.

Step 3: We use an F distribution with 2 and 4 degrees of freedom.

dfbetween 5 Ngroups 2 1 5 3 2 1 5 2

dfsubjects 5 n 2 1 5 3 2 1 5 2

dfwithin 5 (dfbetween)(dfsubjects) 5 (2)(2) 5 4

dftotal 5 dfbetween 1 dfsubjects 1 dfwithin 5 2 1 2 1 4 5 8  
     (or dftotal 5 Ntotal 2 1 5 9 2 1 5 8)

Step 4: The critical value for the F statistic for a p level of 0.05 and 2 and 4 degrees of 
freedom is 6.95.

Step 5: SStotal 5 S(X 2 GM )2 5 8.059.

Time X X 2 GM (X 2 GM)2

Admission 6.1 0.267 0.071
Admission 6.9 1.067 1.138
Admission 7.4 1.567 2.455

Three weeks 5.5 20.333 0.111
Three weeks 5.7 20.133 0.018
Three weeks 6.5 0.667 0.445

Discharge 5.3 20.533 0.284
Discharge 4.2 21.633 2.667
Discharge 4.9 20.933 0.87

GM 5 5.833 S(X 2 GM )2 5 8.059
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SSbetween 5 S(M 2 GM)2 5 6.018

Time X Group Mean (M) M 2 GM (M 2 GM)2

Admission 6.1 6.8 0.967 0.935
Admission 6.9 6.8 0.967 0.935
Admission 7.4 6.8 0.967 0.935

Three weeks 5.5 5.9 0.067 0.004
Three weeks 5.7 5.9 0.067 0.004
Three weeks 6.5 5.9 0.067 0.004

Discharge 5.3 4.8 21.033 1.067
Discharge 4.2 4.8 21.033 1.067
Discharge 4.9 4.8 21.033 1.067

GM 5 5.833 S(M 2 GM)2 5 6.018

SSsubjects 5 S(Mparticipant 2 GM )2 5 0.846

Participant Time X
Participant  

Mean (Mparticipant) Mparticipant 2 GM (Mparticipant 2 GM)2

1 Admission 6.1 5.633 20.2 0.040
2 Admission 6.9 5.6 20.233 0.054
3 Admission 7.4 6.267 0.434 0.188

1 Three weeks 5.5 5.633 20.2 0.040
2 Three weeks 5.7 5.6 20.233 0.054
3 Three weeks 6.5 6.267 0.434 0.188

1 Discharge 5.3 5.633 20.2 0.040
2 Discharge 4.2 5.6 20.233 0.054
3 Discharge 4.9 6.267 0.434 0.188

GM 5 5.833 S(Mparticipant 2 GM )2 5 0.846

SSwithin 5 SStotal 2 SSbetween 2 SSsubjects 5 8.059 2 6.018 2 0.846 5 1.195

We now have enough information to fill in the first three columns of the source 
table—the source, SS, and df columns—and to divide each sum of squares by the degrees 
of freedom to get variance, MS.

MSbetween 5
SSbetween

dfbetween
5

6.018
2

5 3.009

MSsubjects 5
SSsubjects

dfsubjects
5

0.846
2

5 0.423

MSwithin 5
SSwithin

dfwithin
5

1.195
4

5 0.299

We then calculate two F statistics—one for between-groups and one for subjects— 
by dividing each MS by the within-groups MS.

Fbetween 5
MSbetween

MSwithin
5

3.009
0.299

5 10.06

Fsubjects 5
MSsubjects

MSwithin
5

0.423
0.299

5 1.41
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The completed source table is:

Source SS df MS F

Between 6.018 2 3.009 10.06
Subjects 0.846 2 0.423 1.41
Within 1.195 4 0.299

Total 8.059 8

We want to know if there’s a statistically significant difference between groups, so we’ll 
look at the between-groups F statistic, 10.06.

Step 6: The F statistic, 10.06, is beyond the critical value, 6.95. We can reject the null 
hypothesis. It appears that depression scores differ based on the time point during 
rehabilitation. A post hoc test is necessary to know exactly which pairs of means 
are significantly different.

13.2  CAlCulATiNG THe eFFeCT SiZe FOr A ONe-WAY  
WiTHiN-GrOupS ANOVA

How can we calculate the effect size for these data?

The appropriate measure of effect size for a one-way within-groups ANOVA is R2, 

which is calculated as:

R2 5
SSbetween

(SStotal 2 SSsubjects)
5

6.018
(8.059 2 0.846)

5 0.834

Based on the conventions for R2, this is a very large effect: 83% of the variability in depres-
sion scores is explained by the time during rehabilitation.

13.3  CAlCulATiNG THe TukeY HSD pOST HOC TeST  
FOr A ONe-WAY WiTHiN-GrOupS ANOVA

The F test calculated in How It Works 13.1 only tells us that there is a statistically significant 
difference, but we are unable to determine where those significant differences lie without 
conducting a post hoc test. How can we calculate the Tukey HSD test for a one-way 
within-groups ANOVA?

First, we must calculate the standard error:

sM 5ÎMSwithin

N
5Î0.299

9
5 0.182

Then, we calculate an HSD for each mean pair comparison:

To compare the mean depression rate at time of admission (M = 6.8) to the mean 
depression rate three weeks into rehabilitation (M = 5.9), we calculate:

HSD 5
6.8 2 5.9

0.182
5 4.945

To compare the mean depression rate at time of admission (M = 6.8) to the mean 
depression rate at discharge (M = 4.8), we calculate:

HSD 5
6.8 2 4.8

0.182
5 10.989

To compare the mean depression rate at three weeks into rehabilitation (M = 5.9) to 
the mean depression rate at discharge (M = 4.8), we calculate:

HSD 5
5.9 2 4.8

0.182
5 6.044
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exerCiSeS
Clarifying the Concepts

 13.1 What are the four assumptions for a within-groups 
ANOVA?

 13.2 What are order effects?

 13.3 Explain the source of variability called “subjects.”

 13.4 What is the advantage of the design of the within-groups 
ANOVA over that of the between-groups ANOVA?

 13.5 What is counterbalancing?

 13.6 Why is it appropriate to counterbalance when using a 
within-groups design?

 13.7 How do we calculate the sum of squares for subjects?

 13.8 How is the calculation of dfwithin different in a between-
groups ANOVA from the calculation in a within-
groups ANOVA?

 13.9 How could we turn a between-groups study into a 
within-groups study?

 13.10 What are some situations in which it might be 
 impossible—or not make sense—to turn a between-
groups study into a within-groups study?

 13.11 How is the calculation of effect size different for a 
one-way between-groups ANOVA versus a one-way 
within-groups ANOVA?

13.12 What is a matched-groups research design?

Calculating the Statistics

 13.13 For the following data, assuming a within-groups  
design, determine:

Person

1 2 3 4

Level 1 of the independent variable 7 16 3 9

Level 2 of the independent variable 15 18 18 13

Level 3 of the independent variable 22 28 26 29

 a. dfbetween 5 Ngroups 2 1

 b. dfsubjects 5 n 2 1

 c. dfwithin 5 (dfbetween)(dfsubjects)

 d. dftotal 5 dfbetween + dfsubjects + dfwithin, or dftotal 5 Ntotal 2 1

 e. SStotal 5 Σ(X 2 GM )2

 f. SSbetween 5 Σ(M 2 GM )2

 g. SSsubjects 5 Σ(Mparticipant 2 GM )2

 h. SSwithin 5 SStotal 2 SSbetween 2 SSsubjects

 i. The rest of the ANOVA source table for these data

 j. The effect size

 k. The Tukey HSD statistic for the comparisons  
between level 1 and level 3

 13.14 For the following data, assuming a within-groups design, 
determine:

Person

1 2 3 4 5 6

Level 1 5 6 3 4 2 5

Level 2 6 8 4 7 3 7

Level 3 4 5 2 4 0 4

 a. dfbetween 5 Ngroups 2 1

 b. dfsubjects 5 n 2 1

 c. dfwithin 5 (dfbetween)(dfsubjects)

 d. dftotal 5 dfbetween + dfsubjects + dfwithin, or dftotal 5 Ntotal 2 1

 e. SStotal 5 Σ(X 2 GM )2

 f. SSbetween 5 Σ(M 2 GM )2

 g. SSsubjects 5 Σ(Mparticipant 2 GM )2

 h. SSwithin 5 SStotal 2 SSbetween 2 SSsubjects

 i. The rest of the ANOVA source table for these data

 j. The critical F value and your decision about the 
null hypothesis

 k. If appropriate, the Tukey HSD statistic for all 
 possible mean comparisons

 l. The critical q value; then, make a decision for each 
comparison in part (k)

 m. The effect size

 13.15 For the following incomplete source table below for a 
one-way within-groups ANOVA:

Source SS df MS F

Between  941.102  2 — —

Subjects 3807.322 — — —

Within — 20 —

Total 5674.502 —

 a. Complete the missing information.

 b. Calculate R2.

The critical value in the q table for a comparison of three means with within-groups 
degrees of freedom of 4 and a p level of 0.05 is 5.04. Only two of the comparisons are statisti-
cally significant (comparisons where the HSD is beyond the critical value): the comparison 
of the mean depression rate at time of admission and time of discharge, and the comparison 
of the mean depression rate at three weeks into rehabilitation and time of discharge.
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 13.16 Assume that a researcher had 14 individuals partici-
pate in all three conditions of her experiment. Use this  
information to complete the source table below.

Source SS df MS F

Between  60 — — —

Subjects — — — —

Within  50 — —

Total 136 —

13.17 An incomplete one-way between-groups ANOVA 
source table is shown below. Compute the missing values.

Source SS df MS F

Between 56.570 — 28.285 2.435

Subjects 83.865 — 10.483 —

Within — 16

Total 326.265 26

13.18 An incomplete one-way between-groups ANOVA 
source table is shown below. There were 3 conditions 
and 6 participants. Compute the missing values.

Source SS df MS F

Between 0.588 — — —

Subjects 0.236 — — —

Within 0.126 — —

Total — —

Applying the Concepts

13.19 Fear of dogs and one-way within-groups ANOVA:  
Imagine a researcher wanted to assess people’s fear of 
dogs as a function of the size of the dog. He assessed 
fear among people who indicated they were afraid 
of dogs, using a 30-point scale from 0 (no fear) to  
30 (extreme fear). The researcher exposed each par-
ticipant to three different dogs, a small dog weighing  
20 pounds, a medium-sized dog weighing 55 pounds, 
and a large dog weighing 110 pounds, and assessed  
the fear level after each exposure. Here are some 
hypothetical data; note that these are the data from  
Exercise 13.13, on which you have already calculated 
numerous statistics:

Person

1 2 3 4

Small dog  7 16  3  9

Medium dog 15 18 18 13

Large dog 22 28 26 29

 a. State the null and research hypotheses.

 b. Determine whether the assumptions of random 
selection and order effects were met.

 c. In Exercise 13.13, you calculated the effect size for 
these data. What does this statistic tell us about the 
effect of size of dog on fear levels?

 d. In Exercise 13.13, you calculated a Tukey HSD test 
for the difference between levels 1 (small dog) and  
3 (big dog). What can you conclude about the effect 
of size of dog on fear levels based on this statistic?

 13.20 Chewing-gum commercials and one-way within- 
groups ANOVA: Commercials for chewing gum 
make claims about how long the flavor will last. In 
fact, some commercials claim that the flavor lasts too 
long, affecting sales and profit. Let’s put these claims 
to a test. Imagine a student decides to compare four 
different gums using five participants. Each randomly 
selected participant was asked to chew a different piece 
of gum each day for 4 days, such that at the end of the  
4 days, each participant had chewed all four types of gum. 
The order of the gums was randomly determined for 
each participant. After 2 hours of chewing, participants 
recorded the intensity of flavor from 1 (not intense) to 9 
(very intense). Here are some hypothetical data:

Person

1 2 3 4 5
Gum 1 4 6 3 4 4
Gum 2 8 6 9 9 8
Gum 3 5 6 7 4 5
Gum 4 2 2 3 2 1

 a. Conduct all six steps of the hypothesis test.

 b. Are any additional tests warranted? Explain your 
answer.

 c. How could the researchers conduct this study with 
a matched-groups research design?

 13.21 Pessimism and one-way within-groups ANOVA: 
Researchers Busseri, Choma, and Sadava (2009) asked a 
sample of individuals who scored as pessimists on a mea-
sure of life orientation about past, present, and projected 
future satisfaction with their lives. Higher scores on the 
life-satisfaction measure indicate higher satisfaction.  
The data below reproduce the pattern of means that the 
researchers observed in self-reported life satisfaction of 
the sample of pessimists for the three time points. Do 
pessimists predict a gloomy future for themselves?

Person

1 2 3 4 5
Past 18 17.5 19 16 20
Present 18.5 19.5 20 17 18
Future 22 24 20 23.5 21
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 a. Perform steps 5 and 6 of hypothesis testing. Be sure 
to complete the source table when calculating the 
F ratio for step 5.

 b. If appropriate, calculate the Tukey HSD for all 
 possible mean comparisons. Find the critical value 
of q and make a decision regarding the null hypoth-
esis for each of the mean comparisons.

 c. Calculate the R2 measure of effect size for this 
ANOVA.

 13.22 Optimism and one-way within-groups ANOVA: 
The previous exercise describes a study conducted by 
Busseri and colleagues (2009) using a group of pes-
simists. These researchers asked the same question of a 
group of optimists: Optimists rated their past, present, 
and projected future satisfaction with their lives. Higher 
scores on the life-satisfaction measure indicate higher 
satisfaction. The data below reproduce the pattern of 
means that the researchers observed in self-reported 
life satisfaction of the sample of optimists for the three 
time points. Do optimists see a rosy future ahead?

Person
1 2 3 4 5

Past 22 23 25 24 26

Present 25 26 27 28 29

Future 24 27 26 28 29

 a. Perform steps 5 and 6 of hypothesis testing. Be sure 
to complete the source table when calculating the 
F ratio for step 5.

 b. If appropriate, calculate the Tukey HSD for all pos-
sible mean comparisons. Find the critical value of q 
and make a decision regarding the null hypothesis 
for each of the mean comparisons.

 c. Calculate the R2 measure of effect size for this 
ANOVA.

 13.23 Wagging tails and one-way within-groups ANOVA: 
How does a dog’s tail wag in response to seeing differ-
ent people and other pets? Quaranta, Siniscalchi, and 
Vallortigara (2007) investigated the amplitude and direc-
tion of a dog’s tail wagging in response to seeing its owner, 
an unfamiliar cat, and an unfamiliar dog. The fictional data 
below are measures of amplitude. These data reproduce 
the pattern of results in the study, averaging leftward tail 
wags and rightward tail wags. Use these data to construct 
the source table for a one-way within-groups ANOVA.

Dog Participant Owner Cat Other Dog

1 69 28 45

2 72 32 43

3 65 30 47

4 75 29 45

5 70 31 44

 13.24 Memory, post hoc tests, and effect size: Luo, 
Hendriks, and Craik (2007) were interested in whether 
people might better remember lists of words if the 
lists were paired with either pictures or sound effects. 
They asked participants to memorize lists of words 
under three different learning conditions. In the first 
 condition, participants just saw a list of nouns that 
they were to remember (word-alone condition). In the 
second condition, the words were also accompanied by 
a picture of the object (picture condition). In the third 
condition, the words were accompanied by a sound  
effect matching the object (sound effect condition). The 
researchers measured the proportion of words partici-
pants got correct in a later recognition test.  Fictional 
data from four participants produce results similar to 
those of the original study. The average proportion of 
words recognized was M 5 0.54 in the word-alone 
condition, M 5 0.69 in the picture condition, and 
M 5 0.838 in the sound effect condition. The source 
table below depicts the results of the ANOVA on the 
data from the four fictional participants.

Source SS df MS F

Between 0.177  2 0.089 8.900

Subjects 0.002  3 0.001 0.100

Within 0.059  6 0.010

Total 0.238 11

 a. Is it appropriate to perform post hoc comparisons 
on the data? Why or why not?

 b. Use the information provided in the ANOVA 
table to calculate R2. Interpret the effect size using 
Cohen’s conventions. State what this R2 means in 
terms of the independent and dependent variables 
used in this study.

 13.25 Wagging tails, hypothesis-test decision making, 
and post hoc tests: Assume that we recruited a dif-
ferent sample of five dogs and attempted to replicate 
the Quaranta and colleagues (2007) study described 
in Exercise 13.23. The source table for our fictional 
replication appears below. Find the critical F value and 
make a decision regarding the null hypothesis. Based 
on this decision, is it appropriate to conduct post hoc 
comparisons? Why or why not?

Source SS df MS F

Between  58.133  2  29.067 0.066

Subjects  642.267  4 160.567 0.364

Within  532.533  8 441.567

Total 4232.933 14

 13.26 Pilots’ mental efforts and a one-way within-
groups ANOVA: Researchers examined the amount of 
mental effort that participants felt they were expending 
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on a cognitively complex task, piloting an unmanned 
air vehicle (UAV) (Ayaz, Shewokis, Bunce, Izzetoglu, 
Willems, & Onaral, 2012). The researchers used the 
Task Load Index (TLX), a measure that assesses partici-
pants’ perception of their mental effort following a series 
of approach and landing tasks in simulated UAV tasks. 
They wondered whether expertise would have an effect 
on perceptions of mental effort. In the results section, 
the researchers reported the results of their analyses, a  
series of one-way repeated-measures ANOVA. “The  
results indicated a significant main effect of practice 
level (beginner/intermediate/advanced conditions) for  
mental demand (F (2, 8) 5 17.87, p , 0.01, h2 5 0.817), 
effort (F (2, 8) 5 16.32, p , 0.01, h2 5 0.803), and 
frustration (F (2, 8) 5 8.60, p , 0.01, h2 5 0.682).” 
They went on to explain that mental demand, effort, and 
frustration all tended to decrease with expertise.

 a. What is the independent variable in this study?

 b. What are the dependent variables in this study?

 c. Explain why the researchers were able to use a one-
way within-groups ANOVA in this situation.

 d. h2 is roughly equivalent to R2. How large are each 
of these effects, based on Cohen’s conventions?

 e. The researchers drew a specific conclusion beyond 
that there was some difference, on average, in the 
dependent variables, depending on the particular 
levels of the independent variable. What additional 
test were they likely to have conducted? Explain 
your answer.

 f. How could the researchers conduct this study with 
a matched-groups research design?

putting it All Together

 13.27 Eye glare, football, and one-way within-groups 
ANOVA: Does the black grease beneath football play-
ers’ eyes really reduce glare or does it just make them 
look intimidating? In a variation of a study actually 
conducted at Yale University, 46 participants placed 
one of three substances below their eyes: black grease, 
black antiglare stickers, or petroleum jelly. The research-
ers assessed eye glare using a contrast chart for each 
participant that gives a value on a scale measure. Every 
participant was assessed with each of the three sub-
stances, one at a time. Black grease led to a reduction in 
glare compared with the two other conditions, antiglare 
stickers or petroleum jelly (DeBroff & Pahk, 2003).

Person
Black 
Grease

Antiglare 
Stickers

Petroleum 
Jelly

1 19.8 17.1 15.9

2 18.2 17.2 16.3

3 19.2 18.0 16.2

4 18.7 17.9 17.0

 a. What is the independent variable? What are its  
levels?

 b. What is the dependent variable?

 c. What kind of ANOVA is this?

 d. What is the first assumption for ANOVA? Is it likely 
that the researchers met this assumption? Explain 
your answer.

 e. What is the second assumption for ANOVA? How 
could the researchers check to see if they had met 
this assumption? Be specific.

 f. What is the third assumption for ANOVA? How 
could the researchers check to see if they had met 
this assumption? Be specific.

 g. What is the fourth assumption, specific to the 
within-groups ANOVA? What would the re-
searchers need to do to ensure that they meet this  
assumption?

 h. Perform steps 5 and 6 of hypothesis testing. Be sure 
to complete the source table when calculating the 
F ratio for step 5.

 i. If appropriate, calculate the Tukey HSD for all pos-
sible mean comparisons. Find the critical value of  
q and make a decision regarding the null hypothesis 
for each of the mean comparisons.

 j. Calculate the R2 measure of effect size for this 
ANOVA.

 k. How could this study be conducted using a  
between-groups design?

 l. How could this study be conducted using a 
matched-groups design?

13.28 ANOVA, athletes, and social support: Researchers  
examined differences among student-athletes’ percep-
tions of different kinds of support related to their sports 
(Adams, Coffee, & Lavallee, 2015). Male athletes at a 
Scottish University who played one of seven sports—
including cricket, basketball, and badminton—were 
surveyed about the level of support they received in 
four areas. Students provided ratings for each of these 
four areas, with higher scores indicating more support. 
The means for the four areas in this study were 8.47 
for emotional support (mood-related), 8.42 for esteem 
support (encouragement), 7.63 for informational sup-
port (technical advice), and 6.66 for tangible support 
(help in planning, for example). Here is the descrip-
tion of the analyses from the researchers: “A one-way 
repeated measures analysis of variance (ANOVA) was 
conducted to determine the differences…. [Effect size] 
values were interpreted by following the guidelines 
proposed by Cohen” (p. 41). The researchers included 
the following statistics: F(3,68) 5 29.88, p  ,  .001. 
They also reported that: “Pairwise comparisons  
between all four types of social support indicated a 
significant difference between all support types except 
that between emotional support and esteem support  
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(95% CI 5 20.342 2 0.428, p 5 1.000)” (p. 42). Finally, 
the researchers reported an effect size of 0.57 for the  
statistically significant comparisons. (Note that they  
reported partial h2 for effect size, which you may  
recall is interpreted like R2.)

 a. What is the independent variable in this study? 
What are its levels?

 b. What is the dependent variable in this study? What 
type of variable is it?

 c. Is this an experiment or a correlational study?  
Explain your answer.

 d. The researchers explain that they used a one-way 
repeated-measures ANOVA, another way to say 
one-way within-groups ANOVA. Explain why 
they used this statistical analysis.

 e. The researchers reported that they interpreted the 
effect size using Cohen’s guidelines. Explain how 
they would have interpreted the effect size that 
they found.

 f. Explain the statistics that the researchers reported. 
What does each of these mean? (Hint: For the 
pairwise comparisons, the researchers likely con-
ducted paired-samples t tests. Also, “CI” refers to 
confidence interval.)

 g. Explain the overall pattern of results in your own 
words.

 h. If the one mean difference in this study that was 
not statistically significant is an incorrect conclusion, 
what kind of error is this? Explain your answer.

 i. The researchers also reported that “a Bonferroni 
adjustment was used to adjust the p value from 
the initial .05 to .017 for the pairwise compari-
son of the results.” Based on what you learned in 
the Next Steps section of Chapter 12, what does  
this mean? Why did the researchers make this  
adjustment?

 j. Create a graph that depicts the differences among 
these means. Follow the graphing guidelines you 
learned in Chapter 3.

TerMS
matched groups (p. 353)

FOrMulAS
dfsubjects 5 n 2 1 (p. 346)
dfwithin 5 (dfbetween)(dfsubjects)  

[formula for a one-way  
within-groups ANOVA] (p. 346)

dftotal 5 dfbetween + dfsubjects + dfwithin 
[formula for a one-way  
within-groups ANOVA] (p. 347)

SSsubjects 5 Σ(Mparticipant 2 GM )2 (p. 348)
SSwithin 5 SStotal 2 SSbetween 2 SSsubjects 

[formula for a one-way  
within-groups ANOVA] (p. 349)

MSsubjects 5
SSsubjects

dfsubjects
 (p. 349)

Fsubjects 5
MSsubjects

MSwithin
 (p. 349)

R2 5
SSbetween

(SStotal 2 SSsubjects)
 

[formula for a one-way  
within-groups ANOVA] (p. 351)

SYMBOlS
dfsubjects (p. 346)
SSsubjects (p. 346)

MSsubjects (p. 349)
Fsubjects (p. 349)
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